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Preface

The endeavor of scientific research sets out a traveling surge to a discovery path lying
towards a far and hovering destination. The completion of this thesis has been such a
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Special thanks go to Mart�n Warnier, my supervisor. Mart�n has been an invaluable
source of knowledge, inspiration and motivation. He has always been present in so
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to such an extent without his continuous feedback and tips. His encouragement to
improve various technical skills has proven to be prophetic. Our brainstorming sessions
made research so much fun. Without him, this thesis would not reach this quality. I
am lucky and proud to be the first PhD student of Mart�n.

It has been a pleasure to have several great colleagues at Delft University of Technol-
ogy. One representative example is Kassidy Clark, my paranymph. I enjoyed so much
accompanying the hard moments of our PhD studies with the cholesterol of our BBQs.
Eventually, Kassidy knows now why you always serve lamp chops with lemon! I also
thank him for his enthusiasm to provide feedback on my work. I enjoy discussions with
Yakup Koç as much as I enjoy Greek co�ee! I am so glad we are currently working on
the same project. Moments in the gray Netherlands became more colorful with Jordan
Janeiro and his Brazilian caipirinhas. Special thanks to Michel Oey for his techni-
cal support and advice throughout my PhD studies. Furthermore, it was a pleasure
to spend moments in and out of work with Ça�ri Tekinay, Michele Fumarola, Shalini
Kurapati, Yilin Huang, Selin Ebeci, Farideh Heidari and Jan-Paul van Staalduinen. I
shared the same pleasure having interesting discussions with Reza Haydarlou, Pieter de
Vries, Jos Vrancken, Mohsen Davarynejad, Caroline Nevejan, Thieme Hennis, Rick van
Krevelen, Rens Kortmann, Joseph Barjis, Elizabeth Ogston and Sander van Splunter. I
would like to truly thank all these people and many more from the System Engineering
section for creating a pleasant working atmosphere. Finally, I would like to thank Robert
Koo�, Piet Van Mieghem and all my other new colleagues in the Network Architecture
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and Services group for their warm welcoming and support. One of them, Mart�n van
Egdom, provided me with comments on Chapter 6 and translated the summary of this
thesis in Dutch.

Looking back at VU University of Amsterdam, I would like to thank Rienier Timmer
for his technical support, Rogier van het Schip for always switching to English and
Thomas Quillinan for his initial support to set myself up in the Netherlands. I am sure
it was not how he imagined this beginning for me, however, I truly did not imagine as well
the large impact of Greek spirit on him! The co�ee discussion with Spyros Voulgaris
in Zurich was so encouraging for me to finally come at VU University Amsterdam.
Furthermore, the voice of Andrew S. Tanenbaum has been enlightening in various
fundamental issues of computer science. Finally, I would like to thank Maarten van
Steen for the very few but very constructive discussions we had. His work and view on
large-scale distributed systems have been inspiring and influential.

I furthermore would like to thank all members of my PhD committee for their fruitful
comments and discussions. Credits also go to Wojciech Galuba and the development
team of the Protopeer toolkit. Wojciech’s technical support and responsiveness was
crucial to complete the experimental work of this thesis. Veronique E�kemans and
her colleagues from Uitgever� BOXPress have provided a highly professional technical
support for printing and publishing this thesis. Hani Alers and Lucy Gunawan have
been so patient to convey my continuously new ideas and desires in the cover of this
thesis. Finally, I would also like to thank John Paravantis and George Lekakos for their
invaluable advice throughout the time I am abroad.

It was a fortune to spend three incredible months as an intern at IBM Thomas J.
Watson Research Center. I will never forget the times I spent with Mark Yao and Ron
Ambrosio in their fascinating lab. I am especially proud that my work contributes to
the Pacific Northwest Smart Grid Demonstration Project, thanks to Mark and Ron for
giving me the opportunity to work in such a world-leading and cutting-edge research
e�ort. I would also like to thank Dario Gil, my manager in IBM, for his support during
my internship. Special thanks go to Brian Gaucher and Je� Kephart who brought me
in touch with Mark and Ron. Finally, I would like to thank my flatmate in New York,
Bhooshan Ganu, for our unforgettable moments in crazy Rod’s house!

Another fortune has been the traveling opportunities during my PhD studies. My
travels to Portugal, Cyprus, Great Britain, Italy, Austria, Switzerland, Canada, the USA
and especially the ones to Japan and South Korea have been an intellectual catalyst. I
would like to send greetings to Haruka Fujisaki, Mamoru Nagasaki, Elise Bonzon and
many other people all over the world! I am so glad to be in touch with you.

My close connection with several other people made expatriate life so much easier.
I cannot underestimate the ‘weight’ of the undutchable George Portokalidis since I
met him in Amsterdam. George was so patient listening me talking non-stop about
Dutch girls during our legendary moments in ‘our’ whiskey bar. I have enjoyed the
awesome hospitality and cooking skills of George in Amsterdam and New York, an
integral part of his special Greek spirit. Time with Maria Tsimpiri looses its sense. I
miss her so much! Interesting discussions with the Fred Hardig make it always easier to
follow the German way of beer consumption. My first nights in Amsterdam with Anthi
Schina and Michele Maio were enjoyably long. Moreover, there are some people back to
Greece that make me always feel like I have never left from there. The remote support,
encouragement and continuous communication with Sakis Mistakidis (my paranymph),
Vasilis Manthopoulos and Maria Krikou have been a Greek shine in the darkness of the
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Netherlands. Dimitris Angelis, Charoula Manolioudaki and Yiannis Arapoglou make
always their best to keep alive extraordinary memories from our BSc studies during my
visits to Greece.

Life has also devastating moments during which you look for hope and someone
to believe. Linda Pieper has definitely been my ‘deus ex machina’ (��� µ������ ����).
Linda has rotated my life. Her devotion, support, patience and care during the writing
of this thesis and beyond are unique. Linda is always interested in hearing about my
research, or Vasilis Tsitsanis, something that says a lot for her. I appreciate the great
hospitality and support of her family and friends. Linda, �� ��������� µ��� ��� ���
������ µ��, wo du hingehörst.

Last but not least, I would like to especially thank my family back in Greece, Ster-
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surreal humor of my father. ������� µ�� ����������, �� ����� µ�� ��� �� �����������
���� ��µ��� �������� ���� ��� ��� ���� ��� ��������������� ��� �µ���. ��� ���������
���µ� ��� ���� �� ������µ� ������.

Evangelos Pournaras
March 2013

Delft

ix





Summary

The design and management of networked systems that are large-scale and decen-
tralized is challenging. These systems are usually organized in virtual networks: the
overlay networks. An overlay network lies at the application-level and on top of physical
or other overlay networks. Overlay networks implement complex application and orga-
nizational functionality not supported by underlying network services. This integration
and design approach results in low abstraction, modularity and reconfigurability of
applications that are based on overlay networks. In contrast to this practice, this the-
sis introduces the conceptual architecture of ASMA, the Adaptive Self-organization in a
Multi-level Architecture. ASMA is the main contribution of this thesis and is designed
for building middleware systems of overlay networks that provide generic capabilities to
di�erent distributed applications: the overlay services.

The abstraction, modularity and reconfigurability of ASMA is achieved by its multi-
level design approach. Three conceptually defined levels of overlay networks and their
interactions provide discovery, structuring and coordination of system entities without
a centralized management authority. The interactions between the three levels of ASMA
form feedback loops that improve the quality of an overlay service incrementally. This
thesis shows that a few lines of algorithmic expressions defined by ASMA are adequate
to realize the complex system functionality of two introduced overlay services: (i) AETOS,
the Adaptive Epidemic Tree Overlay Service and (ii) DIAS, the Dynamic Intelligent Aggrega-
tion Service. Both overlay services advance the state of the art by providing two generic
application capabilities. AETOS builds and maintains overlay networks organized in tree
topologies that meet di�erent application criteria. DIAS computes di�erent aggregation
functions over a set of dynamically changing values distributed in an overlay network.
Both overlay services of ASMA provide a proof-of-concept about their higher abstrac-
tion, modularity and reconfigurability at the cost of higher communication overhead
compared to related work.

AETOS provides self-organization of tree topologies with the graph properties of de-
gree-bounding, ordering, balancing and completeness. AETOS performs a gossip-based
discovery of nodes in a network. These nodes, ranked according to application criteria,
are clustered based on their proximity computed by their ranking distance. Cluster-
ing of nodes as candidate parents and children provides a more cost-e�ective search
space compared to random searching. Bidirectional links are negotiated and estab-
lished with these parents and children based on ‘request’, ‘acknowledgment’, ‘rejection’
and ‘removal’ interactions. Di�erent tree topologies can be self-organized by adopting
adaptation strategies that hide complex clustering and selection configurations. Exper-
imental evaluation illustrates the performance trade-o�s and reconfigurability of AETOS
in various experimental settings. This evaluation concludes that AETOS is a generic and
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flexible overlay service for the self-organization of tree topologies.
DIAS makes aggregates, such as average, summation, maximum, etc., locally available

in every node of an overlay network. In contrast to other related methodologies, aggre-
gation in DIAS is function-independent, routing-independent and dynamic as aggregates
are adapted if distributed input values change during runtime. DIAS achieves this ab-
straction and flexibility by introducing the concept of aggregation memberships. An
aggregation membership provides historic information about a computed aggregation
value by indicating if this value is new, outdated or duplicate. This distinction guar-
antees accurate computation of aggregates. It also provides two adaptation strategies
based on which new or outdated aggregation values may be preferred in computations
of aggregates. An explicit storage of aggregation memberships is not a scalable and de-
centralized aggregation approach. Nevertheless, DIAS stores aggregation memberships
in probabilistic data structures: the bloom filters. A bloom filter provides large space
savings at the cost of false positives. A distributed consistency mechanism is introduced
to detect false positives and, therefore, prevent inaccuracies in the computations of ag-
gregates. Experimental evaluation confirms the high accuracy of DIAS under di�erent
experimental settings and performance trade-o�s.

The applicability of AETOS and DIAS is studied in the domain of the Smart Power Grid.
More specifically, two decentralized demand-side energy management mechanisms are
introduced based on these overlay services: (i) EPOS, the Energy Plan Overlay Self-
stabilization and (ii) ALMA, the Adaptive Load Adjustment by Aggregation. EPOS and
ALMA are the contributions of this thesis in the application domain of the Smart Power
Grid.

EPOS coordinates the energy consumption of a large number of thermostatically
controlled devices such as water heaters, refrigerators etc., to achieve the global system
objectives. More specifically, EPOS performs self-stabilization by eliminating the oscil-
lations and power peaks in the total energy consumption if and when it is required.
Thermostatic devices are controlled by communicating software agents that generate,
select and execute operational plans for their devices without direct involvement and
impact on consumers. EPOS achieves energy self-stabilization by using AETOS to self-
organize agents in a tree overlay network within which they perform a decentralized
aggregation and coordinated decision-making of their local energy consumption. Ex-
perimental evaluation using synthetic data shows the high energy stabilization achieved
in various experimental settings.

ALMA complements EPOS under extreme conditions in which the Smart Power Grid
requires an actual decrease or increase in the power demand due to failures or exces-
sive micro-generation. ALMA achieves adjustments of aggregate energy consumption
with possible demand options of local energy consumption, representing a wide range
of comfort and economy levels, that can be pre-defined and dynamically selected by in-
centivized consumers. Aggregate information about power demand can be made locally
available to consumers by the DIAS overlay service. The feasibility of ALMA is evaluated
analytically using data from an operational Smart Power Grid: the Olympic Peninsula
Smart Grid Demonstration Project.

In conclusion, this thesis indicates that introducing decentralized computing sys-
tems in an information era expanding to new critical application domains, such as the
Smart Power Grid, is a promising endeavor towards more sustainable development and
a resource-based economy in future societies.

xii
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Chapter 1

Introduction

“Every perfect traveler always creates the country where he travels."

Nikos Kazantzakis1

The design and management of networked systems that are large-scale and decen-
tralized is challenging. These systems are complex and dynamic with a large number of
autonomous software and hardware entities, whose interconnections, interactions and
distributed operations frequently generate bursts of dynamically changing information.
Such large-scale decentralized networked systems play a crucial role in emergent socio-
technical domains of application such as energy management [Ipakchi and Albuyeh,
2009].

Centralized control and management is not always a scalable and cost-e�ective op-
tion [Tanenbaum and Van Steen, 2007]. Within decentralized environments, meeting
organizational and system objectives requires coordination of system entities and their
interactions. This thesis studies self-organization and adaptation as a means for decen-
tralized coordination. More specifically, the focus of this thesis is the design, prototyping
and evaluation of generic and adaptive self-organizing systems for di�erent applications
with di�erent requirements that operate within large-scale decentralized environments.
Extending the scope, applicability and interoperability of a self-organizing system to
a wide range of applications can be achieved with a conceptual architecture of higher
abstraction and modularity based on services [Spohrer et al., 2007].

Cost-e�ective management of energy resources is the cornerstone for the sustain-
ability and development of today’s societies. Electrical power grids are critical socio-
technical systems that face new emergent challenges such as the variation of power
demand [Strbac, 2008], the outdated infrastructure [Massoud Amin and Wollenberg,
2005], cyber-security threats [Khurana et al., 2010] and the introduction of new tech-
nologies, i.e., electrical vehicles [Clement-Nyns et al., 2010] and renewable energy re-
sources [Brandstätt et al., 2011]. These challenges motivate the need for a more in-
telligent, adaptive, robust and cost-e�ective electrical power grid, the so called Smart
Power Grid [Massoud Amin and Wollenberg, 2005, Ipakchi and Albuyeh, 2009]. Such a
socio-technical system is more complex, heterogeneous, interconnected, decentralized

1Original Greek text quoted [Taylor, 1966, Agel, 1987]: «���� ������� ���������� ����� ��µ������� ��� ����
��� ���������.» - ����� �����������
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and information-oriented than the traditional electrical power grid. A representative
example in this domain is demand-side energy management [Strbac, 2008, Albadi and
El-Saadany, 2008, Palensky and Dietrich, 2011] that is the application focus of this
thesis. Demand-side energy management is based on the principle of adapting power
demand to existing available production. In contrast to this approach, production-side
energy management requires costly investments and configurations for scaling up and
down energy production. Demand-side energy management involves a large number of
interactive entities that require coordination to match demand/supply, balance the load
in the network and optimize the use of new emerging technologies such as electrical
vehicles and renewable energy resources.

The introduction of generic and adaptive self-organization systems in the Smart
Power Grid and beyond is a promising endeavor towards a more sustainable society that
manages energy resources more cost-e�ectively. This thesis explores this endeavor.

1.1 Research Scope

A distributed system is a collection of independent entities that appears to its users to
be a single coherent system [Tanenbaum and Van Steen, 2007]. These entities are usu-
ally autonomous with computational and networking capabilities, e.g., a computer, a
mobile device or a cyber-physical system. A distributed system is decentralized if none
of its entities have centralized control or authority over the system. Their operation may
involve synergies between system entities and collective decisions. Large-scale decen-
tralized systems consist of a large number, e.g., thousands or hundred of thousands, of
remote networked entities that interoperate in parallel. These systems are complex as
their size and operational interdependencies result in emergent phenomena that gov-
ern their behavior [Mogul, 2006]. Management and control of large-scale decentralized
systems are challenges that this thesis addresses.

Examples of complex decentralized systems are overlay [Kurian and Sarac, 2010],
peer-to-peer [Lua et al., 2005] and ad-hoc [Boulis et al., 2003] networks that can be
part of socio-technical systems such as the Smart Power Grid [Birman, 2001, Fan et al.,
2010, Hammerstrom et al., 2010, Erol-Kantarci et al., 2011]. Application examples in-
clude routing, search, aggregation, information dissemination and decision-making in
domains such as multimedia multicasting [Birrer and Bustamante, 2007], distributed
databases [González-Beltrán et al., 2008] and demand-side energy management [Palen-
sky and Dietrich, 2011].

Overlay networks are subject of this thesis. They are a network virtualization [Ander-
son et al., 2005] of physical or other networks. Virtual (software) entities in an overlay
network manage and control entities in an underlying network. The set of virtual in-
terconnections (links) in an overlay network represents an organizational structure of
the system or application logic. The concept of overlay networks is applicable to a wide
range of large-scale decentralized systems and applications [Kurian and Sarac, 2010].
Information and interactions in a decentralized system can be modeled and organized
in an overlay network. For example, a set of routing tables, a publish-subscribe sys-
tem or an indexing structure of a distributed database contain information that can be
managed within the virtual entities of an overlay network.

Operational functionality of a distributed application based on an overlay network
often determines topological management and organization [Matei et al., 2002, Tan
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et al., 2005a]. This practice results in a complex integration of application logic with
the management of its overlay network. In other words, such applications deal with
topological and organizational complexity as a way to be dynamic, adaptive and capture
information changes during their runtime. Improved performance is the main reason
behind this practice, especially in cases of limited computational and storage resources
on the Internet. This design approach results in low extensibility and customization of
an application that requires one or more overlay networks to operate.

Yet, reusing and customizing services of large-scale decentralized systems organized
in overlay networks is the challenge addressed in this thesis. Introducing a higher
abstraction and modularity is a promising approach to meet this challenge as Grace
et al. [2008], Joseph et al. [2006], Mao et al. [2008], Li et al. [2004], Rodriguez et al.
[2004], Braynard et al. [2002] and Joita et al. [2005] identify. Abstraction concerns a
hierarchical representation or generalization of system functionality. This functionality
is made more domain-specific when implemented within an application domain, without
redefining its principal concepts. Moreover, modularity is the process of subdividing a
large complex system to smaller modules as a way to make the system more rigorous,
reusable and customizable. Abstraction and modularity decrease the development and
maintenance cost of a system, usually by sacrificing a level of performance [Balsamo
et al., 2004]. Such performance trade-o�s, made in order to introduce more generic
application capabilities for overlay networks, are experimentally evaluated in this thesis.

This thesis studies the applicability of generic and large-scale decentralized systems
organized in overlay networks in the energy domain. Distribution, decentralization
and automation are potential requirements in several aspects of the Smart Power Grid,
e.g., energy resources, market and home respectively. These requirements are some
of the main features of large-scale decentralized computing systems. Therefore, this
thesis views and studies the Smart Power Grid as a complex, networked, large-scale
and decentralized socio-technical system.

1.2 Research Objectives

The research objectives of this thesis are summarized in the following research question:

Question. Can large-scale decentralized networked systems be designed to pro-
vide modular and reconfigurable overlay services?

The rest of this section summarizes the three aspects investigated to answer the
above research question.

1.2.1 Conceptual gap

Generic services provide a broad scope of application capabilities that can be reused
between di�erent types or classes of applications. In the context of the aforementioned
research question, such services can be designed by introducing an architecture with
a higher abstraction and modularity concerning the (i) configuration, (ii) organization
and (iii) optimization of overlay networks.

This thesis introduces a new conceptual architecture for the design of such services.
The main modules of this architecture, their interactions and inter-relations are defined
and studied in Chapter 3.
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1.2.2 Prototyping and performance evaluation

The abstraction and modularity of the aforementioned architecture is validated by pro-
totyping two services that meet the requirements of a broad scope of applications.

The first service is the focus of Chapter 4. It addresses decentralized construction
and maintenance of self-organized overlay networks in tree topologies. These topologies
are organized with di�erent graph properties to match di�erent application criteria. The
second service is the focus of Chapter 5. It addresses decentralized computation of a
wide range of aggregation functions over dynamically changing values distributed in an
overlay network.

Both services require di�erent generic application capabilities: (i) The organization
of tree topologies with di�erent graph properties and (ii) the computation of multiple ag-
gregation functions. This thesis experimentally studies performance trade-o�s required
to design and apply such generic services.

1.2.3 Domain applicability

The applicability of the two services discussed above is studied in the domain of the
Smart Power Grid. Energy resources are distributed and interconnected to cyber-
physical systems and networks of power grid infrastructures. These large and com-
plex networks generate a large amount of management information that can be used to
reason about system adaptation during runtime.

Overlay networks are a promising self-management solution for the future Smart
Power Grid. They provide an intuitive design separation between (i) the underlying
power grid infrastructure built by physical/engineering assets and (ii) a virtual com-
munication network positioned above. An overlay network organizes and manages
information required for the configurations of the underlying infrastructure.

This thesis specifically studies the feasibility of services based on overlay networks
for demand-side energy management. Chapter 6 focuses on this domain. Two reasons
motivate the introduction of overlay networks for demand-side energy management: (i)
The virtualization of overlay network does not impose major infrastructural changes
and (ii) consumers are increasingly networked on an lnternet-scale.

1.3 Research Approach

Meeting the research objectives of this thesis requires knowledge and significant under-
standing of various research areas. Computer networks, distributed systems, complex
systems and networks, artificial intelligence, software and electrical engineering are
some examples. This section illustrates the research approach to answer the research
question of this thesis.

1.3.1 Research philosophy

The main research philosophy followed in this thesis is positivism. According to the
philosophy of positivism [Creswell, 2008], scientific knowledge comes from an objec-
tive, observable and measurable reality from which collected data build an empirical
evidence. The process of data collection and the findings coming from empirical evi-
dence should be repeatable. In practice, positivists are reductionists in the sense that
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they decompose a studied problem to its simplest possible elements. This is a common
practice in the research area of systems that are large, decentralized and complex.

A secondary research philosophy adopted is interpretivism. According to interpreti-
vism [Creswell, 2008], scientific knowledge comes from a non-rigid reality influenced by
its context, therefore, building di�erent realities to generate knowledge is possible. The
scientific understanding of interpretivists is hermeneutic and prejudiced as it stands
between the studied events and the individuals, who concern both researchers and
participants.

Part of Chapter 6 focuses on demand-side energy management using data concern-
ing the power demand of consumers. These data are collected from a specific demon-
stration project of Smart Power Grid technologies [Hammerstrom, 2007]. Therefore,
this demonstration project is the context in which part of the scientific knowledge in
this thesis is grounded.

Note that a pluralistic research methodology supported by more than one research
philosophy is an approach motivated among various research communities [Mingers,
2001, Crossan, 2003].

1.3.2 Research strategy

The research strategy followed in this thesis is design science, outlined in the seven
guidelines of [Hevner et al., 2004].

The outcome of design science research is a purposeful and innovative artifact2

(guideline 1). In this thesis, the artifact is a conceptual architecture for building generic
services for large-scale decentralized systems. The artifact is studied in the current
reality and practice of an application domain, i.e., the energy domain in this thesis
(guideline 2). The e�ectiveness of the artifact is rigorously shown using relevant and
well-established methods (guideline 3) that provide verifiable contributions in the stud-
ied research area (guideline 4). Prototyping and evaluation of two artifact (architecture)
realizations, meet these two guidelines in this thesis. Construction and evaluation of
the designed artifact relies on the application of rigorous methods that entail mathemat-
ical formulations and appropriate performance metrics (guideline 5). Chapter 4 and 5
study services of large-scale decentralized systems based on such rigorous methods.
The artifact is improved during the evaluation process by testing design alternatives
that satisfy the research problem and objectives (guideline 6). Various performance
trade-o�s discussed throughout this thesis are a result of these design alternatives.
Finally, the results of design science should be communicated in a broader research
context as a means to build a cumulative knowledge and motivate future work (guide-
line 7). Chapter 6 and 7 discuss and envision the impact of this research in future
energy systems and sustainable societies.

In contrast to the alternative paradigm of behavioral science that seeks to discover
“what is true”, design science pursues to create “what is e�ective”. In design science, the
building and applicability of a designed artifact generates scientific knowledge. Design
science does not exclude behavioral aspects in the study of artifacts, as these aspects
are the ones that confirm the feasibility of the artifact in a context. The same holds for
this thesis. The conceptual architecture introduced is studied within the application

2Constructs, models, methods and instantiations are general examples of artifacts in design science that
refer to concepts, symbols, abstractions, representations, algorithms, prototypes, frameworks etc.
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domain of energy management as a way to show the purposefulness and innovation of
its realizations, the services.

1.3.3 Research instruments

The research of this thesis involves five types of research instruments [Sjoberg et al.,
2007]: (i) literature review, (ii) experiment, (iii) evaluation, (iv) case study and (v) aggre-
gate data analysis.

Literature review provides the background knowledge required to conduct research.
It motivates the research question of this thesis and is used for the comparison of the
designed services with related work.

Experiment is the tool used for testing the functionality of the services and their
applicability in the energy domain. The empirical evidence that this thesis provides
comes from controlled experiments performed in simulation and emulation software
environments. Section 2.4 illustrates the main experimental software environments
used. Chapter 4, 5 and 6 illustrate the experiments that support the claims of this
thesis.

Evaluation follows each of the performed experiments. For example, performance
trade-o�s are evaluated to show the cost-e�ectiveness of the introduced services.

The applicability of the introduced services is studied in Chapter 6 using case studies
in the energy domain. Both case studies represent scenarios of demand-side energy
management.

Finally, aggregate data analysis follows each illustrated case study. Both synthetic
and real data in the energy domain are used in the analyses.

1.4 Contributions

The main contribution of this thesis in a conceptual architecture for generic services of
a broad application scope based on overlay networks (Chapter 3).

This contribution advances the state of the art in the research area of large-scale
decentralized systems by introducing, in these systems, two novel generic capabilities
as services:

1. Self-organization of di�erent tree topologies of overlay networks for di�erent appli-
cation criteria (Chapter 4).

Overlay networks are optimized in di�erent tree topologies by only using high-
level adaptation strategies within the same self-organization architecture. The
combination of these strategies results in performance benefits compared to the
outcome of each adaptation strategy independently.

2. Computation of di�erent aggregation functions over a set of dynamically changing
values distributed in an overlay network (Chapter 5).

Each entity of a large-scale decentralized system is aware of system-wide parame-
ters computed by aggregation functions. Computations are routing-independent.
High-level adaptation strategies manage accuracy trade-o�s concerning the com-
putation of aggregation functions, i.e., aggregating undiscovered values versus
aggregating values that change.
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Furthermore, this thesis contributes to the current research e�orts of moving the
traditional electrical power infrastructures towards the Smart Power Grid [Massoud
Amin and Wollenberg, 2005, Ipakchi and Albuyeh, 2009]. The role of demand-side
energy management is crucial in this research e�ort [Palensky and Dietrich, 2011].
Two decentralized mechanisms are introduced based on the aforementioned services
that achieve the following energy management goals (Chapter 6):

1. Self-stabilization of energy consumption without direct involvement of consumers.

Demand is shifted or spread more uniformly in time resulting in lower power peaks
and oscillations.

2. Self-adjustment of energy consumption by incentivized consumers who choose be-
tween multiple demand options.

Demand is increased or decreased based on the availability of power supply.

Note that the contributions of this thesis bring two research areas closer to each
other: (i) distributed computing and (ii) energy management: On the one hand, the
applicability of services based on overlay networks is studied in the domain of demand-
side energy management. On the other hand, large-scale decentralization in demand-
side energy management is studied using services based on overlay networks.

1.5 Thesis Outline

This thesis is outlined in the seven chapters illustrated in Figure 1.1.
Chapter 2 positions the research of this thesis within related work on overlay net-

works and services of large-scale decentralized systems.
Chapter 3 illustrates the main introduced artifact, ASMA, the Adaptive Self-organiza-

tion in a Multi-level Architecture. ASMA is the conceptual architecture that can be used
to build generic services based on overlay networks.

Chapter 4 introduces AETOS, the Adaptive Epidemic Tree Overlay Service. AETOS is
the first generic service realized by the ASMA architecture. It builds and maintains dif-
ferent tree topologies of self-organized overlay networks that match di�erent application
criteria.

Chapter 5 introduces DIAS, the Dynamic Intelligent Aggregation Service. DIAS is the
second service realized by the ASMA architecture and is designed to compute di�erent
aggregation functions over a set of dynamically changing values distributed in an overlay
network.

Chapter 6 studies the applicability of AETOS and DIAS in the energy domain. More
specifically, two decentralized demand-side energy management mechanisms are intro-
duced. Each mechanism uses AETOS and DIAS respectively. These mechanisms make
possible large-scale and automated self-management of networked consumers in the
Smart Power Grid.

The first demand-side energy management mechanism is EPOS, the Energy Plan
Overlay Self-stabilization. EPOS stabilizes the total energy consumption originated with-
in a network of consumers. This is achieved by controlling and coordinating the power
demand of specific household devices that do not require significant involvement of
consumers.

7
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Figure 1.1: An outline of this thesis.

The second mechanism is ALMA, the Adaptive Load Management by Aggregation.
ALMA adjusts the total energy consumption by involving incentivized consumers who
choose between multiple demand options representing comfort and economy levels of
their energy consumption.

Finally, Chapter 7 concludes this thesis by discussing the main findings and limi-
tations. It also outlines the future research opportunities and work.

Note that lists with the symbols, figures, tables and algorithms are summarized at
the end of this thesis.
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Chapter 2

Overlay Networks and Services:
Research Positioning

“The field needs a philosophical revolution in how developers use
overlays, not a technical alteration in how they build them."

Anderson et al. [2005]

This chapter discusses network virtualization of overlay networks in large-scale dy-
namic decentralized systems that support di�erent applications. This chapter shows
that the organizational aspects of overlay networks is a critical influential factor to
consider in the design of these systems.

The concept of network virtualization [Anderson et al., 2005, Chowdhury and Bou-
taba, 2009] provides network abstraction, transparency and interoperability to inter-
connected systems such as the Internet. An overlay network is a virtual network resid-
ing over a another network that is either an overlay or a physical network. It is often
represented as a graph with links that interconnect nodes corresponding to virtual com-
putational entities as explained in Section 2.3. The links of an overlay network are also
virtual and may correspond to routing paths in a physical network. Note that overlay
links can either be bidirectional or unidirectional. A bidirectional overlay link between
two overlay nodes may represent a TCP1 connection. The unique network identifiers
of physical hosts, such as the IP address and port number may define an overlay link.
However, other application-related meta-information may also be associated with an
overlay link.

Figure 2.1 illustrates the concept of overlay networks. Similar to other types of net-
work virtualization, overlay networks are based on the following architectural principles
discussed by Chowdhury and Boutaba [2009]: (i) coexistence, (ii) recursion (nesting)
and (iii) inheritance. Coexistence refers to two or more independent overlay networks,
usually one for each distributed application, positioned over a given physical network.
In Figure 2.1, overlays (1)-(2) and (3)-(4) coexist. Recursion (nesting) refers to an overlay
network that relies on information inherited from a second underlying overlay. Re-
cursion defines a parent-child relationship between two overlay networks. The overlay

1Transmission Control Protocol [Tanenbaum and Van Steen, 2007]
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networks (1)-(3) and (2)-(4) in Figure 2.1 are nested and inherit organizational infor-
mation such as overlay links or other application-related information managed by an
overlay network.

Figure 2.1: The concept of overlay networks as a network virtualization over physical and other
overlay networks.

Clark et al. [2006] identify three main reasons that distributed applications adopt
overlay networks: (i) heterogeneous user interests and application requirements, (ii) dy-
namic evolution of the Internet that entails incremental innovation adoption and (iii) po-
tential conflicts between customers, service providers and policy-makers. Furthermore,
these three reasons shape six classes of overlay networks: (i) Peer-to-peer, (ii) content-
delivery, (iii) routing, (iv) security, (v) experimental and (vi) other. Note that the Internet
itself started as an overlay network on top of telecommunication networks [Clark et al.,
2006, Chowdhury and Boutaba, 2009].

Overlay networks are not only used as a (i) deployment step for radical Internet ar-
chitectural interventions but also as a (ii) design artifact for a wide range of large-scale
dynamic decentralized systems. Distributed applications adopt overlay-based solutions
to overcome the inflexibility and technical challenges of a physical network. For exam-
ple, the Internet faces technical challenges such as the adoption of IPv6 [Colitti et al.,
2010], the deployment of IP multicasting [Diot et al., 2000], the increased peer-to-peer
tra�c that Internet Service Providers (ISPs) experience [Chang et al., 2006] and the
heterogeneity of the Internet of Things that ranges from small sensors to mainframe
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machines. Overlay networks provide application-level network virtualization as the
means to handle underlying network complexity. Application-level multimedia multi-
casting [Tan et al., 2005a] is an example of such a widely adopted alternative to IP mul-
ticasting. Overlay networks support distributed applications [Birrer and Bustamante,
2007, González-Beltrán et al., 2008] with operations such as decentralized information
lookup, discovery, routing, aggregation, dissemination, etc.

The choice of topological organization in an overlay network is related to the sup-
ported application capabilities and the performance or application requirements that
need to be met. This chapter distinguishes two classes of topologies in overlay net-
works: structured and unstructured. This chapter shows that these two classes exhibit
di�erent topological properties that are able to meet di�erent application requirements.
Combining overlay networks, structured or unstructured ones, has been documented as
an approach with potential collective performance advantages from both classes [Cas-
tro et al., 2005, Honghao et al., 2005]. The aforementioned architecture principle of
nesting is an example that indicates a way of combining overlay networks. However,
introducing generic architectures of multiple (nested) overlay networks, able to provide
generic capabilities to applications of large-scale dynamic decentralized systems, is a
research area that has not yet been fully explored. The research work of this thesis is
positioned in exactly this research area.

This chapter is organized as follows: Section 2.1 illustrates and compares the two
main organizational approaches for designing overlay networks and their applications:
structured and unstructured. Sections 2.2 addresses architectures that combine mul-
tiple overlay networks. Section 2.3 introduces and positions the main concepts used in
the rest of this thesis. Section 2.4 illustrates the prototyping tools used in this thesis
for system design, development and evaluation. Section 2.5 discusses the purist vs.
pluralist argument and other issues related to overlay networks and services. Finally,
Section 2.6 concludes this chapter.

2.1 Organization

The organization of an overlay network is defined as the topological arrangement of its
overlay links, nodes and their information. Organization often determines the function-
ality that an application performs, i.e., information routing, lookup, search, decision-
making, dissemination, aggregation, etc. The topological (graph) properties of an overlay
network influence the e�ciency of applications. A wide range of self-organization mech-
anisms have been proposed that configure the organizational properties to enhance
application performance.

This section reviews two main organizational classes of overlay networks and their
applications: (i) structured and (ii) unstructured. The importance of these two classes is
addressed in literature [Lua et al., 2005, Castro et al., 2005, Yang et al., 2006, Scholtes
and Tessone, 2012]. This chapter reviews their generic application capabilities. Note
that large-scale decentralized systems can also be designed with multiple structured
and unstructured overlay networks as discussed in Section 2.2.

11



Overlay Networks and Services: Research Positioning

2.1.1 Structured overlay networks

Structured systems of overlay networks are usually built by the mapping of system
entities and their information, e.g., IP address or application-related information, to
an identifier or proximity space [Aberer et al., 2005]. This space can be represented
as a topological structure, e.g., ring or tree topology, of certain graph properties that
may be related to available network resources or other application requirements and
constraints.

A wide range of structured overlay networks are built on distributed hash tables
(DHTs), i.e., CAN [Ratnasamy et al., 2001], Chord [Stoica et al., 2003], Tapestry [Zhao
et al., 2004], Pastry [Rowstron and Druschel, 2001], Kademlia [Maymounkov and Maz-
ières, 2002] and Viceroy [Malkhi et al., 2002]. Most of these DHTs are based on an
abstract keyspace, e.g., a typical string represented by a set of 160 bits information.
This space is partitioned by a hash function such as the Secure Hash Algorithm (SHA-
1) [Wang et al., 2005]. Each node has a unique identifying key and is responsible for an
area of the keyspace, defining the organization of the nodes in a DHT overlay network.
If some information is added or queried in a DHT, this information is hashed producing
a key. This key and the information from which it is derived are forwarded at each step
to the neighboring node whose identifier is closer to this key. The final destination is
the single node responsible for the key as specified by the keyspace partitioning.

DHTs, depending on their protocols and implementation [Lua et al., 2005], provide
a near O(log n) routing performance as well as node joins and leaves for n number of
nodes in the overlay network. As such, DHTs provide a scalable and fault-tolerant de-
centralized solution for certain applications: lookup services, multimedia multicasting,
and storage management systems. In contrast to lookup services of exact key matching,
keyword search based on DHTs is neither easily supported nor e�cient. Load-balancing
and maintenance of DHTs under frequent changes is challenging. These drawbacks re-
strict the applicability scope of DHTs.

Hierarchical overlay networks also have a structured organization. Some represen-
tative examples include (i) super-peer overlay networks [Yang and Garcia-Molina, 2003,
Garbacki et al., 2010], (ii) tree overlay networks [Tan et al., 2005a, Fei and Yang, 2007]
and (iii) skip lists [Harvey et al., 2003].

Super-peer systems assign additional roles and responsibilities to a number of nodes
in an overlay network, the super-peers. Their election is based on the heterogeneity of
the computational, storage or network resources and mandates how the super-peer
hierarchy is structured. Other factors for their election can be adopted such as the se-
mantic content similarity in a file-sharing application [Garbacki et al., 2010]. Note that
the election of super-peers is usually a domain-specific problem that is challenging to
address with a generic approach or methodology [Sacha, 2009]. Moreover, super-peer
overlay networks usually have power-law properties that approximate the power-law
topology of the Internet resulting in improved routing performance and lower communi-
cation overhead. Super-peer systems can tolerate infrequent random failures, however,
targeted attacks or super-peer failures have a significant impact on the topology that
is clustered. Super-peer overlay networks may simply add another layer of complex-
ity and overhead and, therefore, further research is required towards the possibility of
super-peer overlay networks of a broader application scope.

Tree overlay networks are a subject of this thesis. They are discussed in depth in
Chapter 4. Trees can be used for their e�ciency in distributed operations such as
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information dissemination and aggregation. Performing these operations with trees is
applicable for multimedia multicasting [Tan et al., 2005a] and distributed databases [Ja-
gadish et al., 2006b]. However, note that trees require application-specific topology
optimization and continuous topology adaptations in large-scale dynamic decentralized
environments.

Finally, skip lists [Harvey et al., 2003] are randomized balanced tree data struc-
tures built by multiple levels of increasingly sparse linked lists. Based on this concept,
overlay networks can be organized in various complex indexing structures such as skip
graphs [Aspnes and Shah, 2007] or skip tree graphs [Beltran et al., 2007] providing
flexibility and e�ciency in applications of distributed databases and storage manage-
ment systems. Nevertheless, an overlay network based on skip lists requires a complex
building and maintenance in a distributed context.

Another structuring approach that can be applied in overlay networks is cluster-
ing [Koloniari and Pitoura, 2012, Singh and Haahr, 2007, Cantin et al., 2008, Ogston
et al., 2004, Jelasity et al., 2009]. Clustered overlay networks shrink the search space of
neighboring nodes and perform e�cient information exchange within groups of nodes
that share common properties [Ogston et al., 2004]. There are various abstract and
generic clustering algorithms for overlay networks. For example, Singh and Haahr
[2007] illustrate the applicability of the Schelling’s social model for decentralized cluster-
ing. This clustering approach is abstract in the sense that it is not based on any domain-
specific criteria. The main challenge in clustering methodologies is the adaptation of
clusters under dynamically changing clustering criteria. Most related methodologies
assume recomputations of the clusters that is usually cost-ine�ective. However, Kolo-
niari and Pitoura [2012] study dynamic clustering for content-sharing applications and
under varying clustering criteria using a game-theoretic approach. Liu et al. [2010] il-
lustrate this potential in a particle swarm optimization approach. Note that clustering
can be used as a supportive and optimization structure in other topologies of overlay
networks and distributed applications.

2.1.2 Unstructured overlay networks

The Gnutella overlay network, as described by the Gnutella 0.4 protocol specification2,
is one of the first decentralized and unstructured overlay networks [Stutzbach et al.,
2008]. It has been a reference system for other decentralized systems and its variations.
Gnutella is mainly applied to file-sharing peer-to-peer systems. The overlay network of
Gnutella is built as a random graph with graph properties that support flooding queries
based on which users discover content in a decentralized fashion. However, due to
the heterogeneity of the participating hosts and user profiles, the topology of Gnutella
evolves to a power-law graph [Stutzbach et al., 2008]. Furthermore, the original flood-
ing mechanisms of Gnutella are unscalable and result in a significant communication
overhead. This drawback has limited its applicability to file-sharing applications.

In contrast to Gnutella 0.4 that is based on a statically organized unstructured over-
lay network, gossip-based overlay networks are highly dynamic systems of information
dissemination [Jelasity et al., 2007, Kermarrec and van Steen, 2007]. Their topology
changes continuously but remains random and highly connected even under catas-
trophic failures in an overlay network. Gossiping protocols, also referred to as epidemic

2Available at: http://rfc-gnutella.sourceforge.net/developer/stable/index.html (last
accessed: March 2012)
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protocols, usually define periodical interactions in a ‘push’, ‘pull’ or ‘push-pull’ pairwise
fashion to exchange information [Jelasity et al., 2007]. Nodes of most gossiping proto-
cols execute three basic tasks [Kermarrec and van Steen, 2007]: (i) selection of nodes
with which gossiping is performed, (ii) selection of the information exchanged during
gossiping and (iii) processing of the received information based on application-related
criteria. Gossiping protocols provide robust information dissemination, collection and
discovery. They are also a generic solution and basic component in various large-scale
distributed applications such as multimedia multicasting [Leitao et al., 2007] and wire-
less sensor networks [Modiano et al., 2006]. For example, the peer sampling service
of Jelasity et al. [2007] is a generic mechanism that unifies a wide range of gossiping
protocols in one framework and provides, under various network conditions, random
samples of information distributed in an network. Although such a mechanism can be
reused by several applications, random samples usually require some form of structur-
ing, e.g., classification. Therefore, additional mechanisms need to be employed for this
purpose.

Beyond Gnutella and gossiping, unstructured overlay networks can be built by vari-
ous mechanisms that employ some random node selection. For instance, Vishnumurthy
and Francis [2006] study various intelligent random walks that build unstructured
overlay networks by considering heterogeneous computational or storage capacities in
a network. Similar intelligent random walks are introduced by Scholtes and Tessone
[2012] in an organic design of massive unstructured overlay networks studied from a
complex systems perspective. The authors introduce a statistical mechanics approach
based on thermodynamic laws to build and maintain unstructured overlay networks of
certain graph properties.

2.1.3 Comparison

The organizational approaches of structured and unstructured overlay networks and
their applications exhibit di�erent properties and trade-o�s. Figure 2.2 summarizes
some of the most important ones that have also been identified in literature [Lua et al.,
2005, Castro et al., 2005, Yang et al., 2006, Scholtes and Tessone, 2012].

• Complex vs simple design: Structured overlay networks have more complex or-
ganizational constraints and requirements than unstructured ones. Satisfying
structural constraints and meeting organizational requirements in dynamic dis-
tributed environments is challenging. For example, concurrency or load balancing
issues need to be addressed when nodes join, or leave as discussed by Scho-
ltes and Tessone [2012]. In contrast, unstructured overlay networks built and
maintained by, for example, gossiping protocols are asynchronous and introduce
simpler interactions.

• Specific vs abstract usage: Structured overlay networks are usually designed or
optimized to perform certain operations. For example, DHTs perform information
lookup and tree overlay networks perform information multicasting. This fact
restricts the application scope of structured topologies, however, they are usu-
ally more e�cient than unstructured ones that are abstract and exhibit random
properties. Abstraction provides flexibility, however, the application development
requires a higher e�ort for its design and optimization.
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Figure 2.2: A simplified comparison of structured and unstructured overlay networks.

• Fragile vs robust: Structured overlay network require explicit repair mechanisms
to deal with failures of nodes. Multiple failures may disconnect the topology and
result in performance degradation of applications. Repair and maintenance mech-
anisms make system design more complex and increase computational, storage
and communication cost of a network. In contrast, robustness is usually an inher-
ent design property of unstructured overlay networks. For example, in topologies
built by gossiping protocols, node removals a�ect a small portion of the overlay
network and the continuous topology update guarantees that the overlay network
is not clustered.

• Lower vs higher scalability: In contrast to structured overlay networks with bou-
nded scalability, unstructured overlay networks are known to be highly scal-
able [Scholtes and Tessone, 2012] and are able to support massive distributed
systems of millions of nodes.

• Lower vs higher cost: Computational, storage and communication cost is a de-
sign consideration of structured overlay networks. Certain topologies minimize
costs [Qiao and Bustamante, 2006], e.g. minimum spanning trees. In contrast,
unstructured overlay networks usually exhibit higher costs due to their redun-
dancy and randomness. For example, Gnutella uses flooding that causes the
receipt of duplicate queries imposing a significant processing and communica-
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tion overhead. Similarly, gossiping protocols require continuous and periodical
information exchange that can be expensive for some applications. However, note
that the costs of structured overlay networks may be greater than for unstruc-
tured overlay networks under certain conditions. For example, in a decentralized,
heterogeneous and unreliable environment of frequent system changes, main-
tenance, load balancing and repair mechanisms required for structured overlay
networks may have a higher cost than the regular overhead experienced in un-
structured overlay networks. Scholtes and Tessone [2012] underline this issue.

• Deterministic vs stochastic: Structured systems are designed for a purpose to have
a more predictable and manageable deterministic behavior. In contrast, unstruc-
tured overlay networks are mainly stochastic as they are governed by random
and emergent phenomena that may not be apparent in system design. Manage-
ment and control of large-scale complex decentralized systems that experience
emergent phenomena is one of the most critical future challenges that need to be
addressed.

These trade-o�s between structured and unstructured overlay networks show that
none of these two organization types alone can fully address the challenges of future
large-scale complex decentralized systems and their applications. This is one reason
why overlay networks mainly remain application-dependent and domain-specific. Cas-
tro et al. [2005] and Yang et al. [2006] have shown that combining design aspects of
both structured and unstructured overlay networks is an approach that potentially (i)
inherits most of their beneficial properties and (ii) minimizes their drawbacks. The next
section discusses the practice of using multiple overlay networks.

2.2 Multiple Overlay Networks

Two or more overlay networks can be coexistent or nested over a physical network as
discussed at the beginning of this chapter. However, overlay networks can also be
integrated. This means that one overlay network, e.g., its links, is embedded in another
one resulting in a compositional overlay network with new (topological) properties and
features. For example, Leitao et al. [2007] introduce a gossip-based overlay network
that sends ‘push’ gossiping messages over tree branches to broadcast content. The
rest of the gossiping links are used for tree repair. Although this method provides high
performance and low cost for the specific type of tree built, it is not straightforward
to generalize this approach for other types of tree optimizations and applications and
even for other types of overlay networks. Often, integration results in less modular
applications of overlay networks.

Multiple overlay networks may be cooperative or competitive. Cooperative overlay
networks inter-support a certain distributed application by exchanging resources or in-
formation required to perform their operations. For example, Exarchakos et al. [2007]
propose a capacity sharing load-balancing mechanism among multiple overloaded and
underloaded structured overlay networks. Cooperative overlay networks are often mod-
ular components of a distributed application. In contrast, competitive overlay networks
aim to maximize the utilization of their shared physical network and application re-
sources [Corez and Robledo, 2011]. Zhenhai et al. [2003] introduce competitive overlay
networks that allocate network resources based on Service Level Agreements (SLAs).
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There are several open issues regarding competitive overlay networks. For example, Ker-
alapura et al. [2008] have identified race conditions and cascading e�ects originated by
independent closed controlled loops in overlapping routing paths and periodic probing
processes.

Hybrid overlay networks are usually combined structured and unstructured overlay
networks designed to improve the performance of an application compared to only struc-
tured or unstructured organizational approaches. There are various proposed hybrid
overlay networks in literature. For example, the second generation of Gnutella net-
works, as described by the Gnutella 0.6 protocol specification3, are super-peer overlay
networks (structured) in which super-peers are randomly connected (unstructured). A
similar approach is followed by Schmid and Wattenhofer [2007] who introduce clusters
over unstructured overlay networks to improve the performance of flooding mecha-
nisms. Moreover, Holzer et al. [2009] position multiple ‘overlay graphs’ as the means
to improve the shortest path search for di�erent applications. Overlay networks are
decomposed to ones of fewer nodes as a way to minimize the shortest path length. Fi-
nally, the approaches of Zhao et al. [2002], Mizutani et al. [2010] and Zhao et al. [2006]
combine structured only or unstructured only overlay networks as a means for redun-
dancy and higher application performance. The actual drawbacks of the structured and
unstructured overlay networks illustrated in Section 2.1.3 are not addressed.

These research e�orts show that the introduction of multiple overlay networks is a
design choice that enables performance enhancements and trade-o�s between struc-
tured and unstructured overlay networks. In other words, multiple overlay networks
are usually introduced for application-oriented optimization. In contrast to this prac-
tice, this thesis motivates the adoption of multiple overlay networks towards providing
more generic application capabilities for large-scale decentralized systems. Abstrac-
tion and self-organization are crucial for this requirement as discussed by Prehofer and
Bettstetter [2005], and, therefore, multi-level self-organization and control via nested
cooperative overlay networks is the approach studied throughout this thesis.

2.3 Main Concepts and Positioning

The concept of overlay networks appears in a wide range of research areas, such as
middleware, peer-to-peer, multi-agent and telecommunication systems. Each of these
areas defines its own concepts and terminology to describe and model overlay networks
resulting in overloaded terms and conceptual inconsistencies. For example, overlay
networks are built by virtual nodes that appear to be related to ‘peers’, ‘agents’, ‘hosting
machines’ or ‘software clients’ in literature. This section positions these terms in the
context of decentralized computing systems of overlay networks that support di�erent
applications. Note that this positioning serves the content illustration of this thesis.

Figure 2.3 illustrates the following four entities:

1. Host: This entity is a physical machine with a network interface connected to a
physical network in which one or more services of overlay networks are located.

2. Peer: This entity is a software environment that hosts agents and enables their
communication.

3Available at: http://rfc-gnutella.sourceforge.net/src/rfc-0_6-draft.html (last ac-
cessed: March 2012)
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3. Agent: This entity is a software system that carries out, with some degree of
independence or autonomy, a set of operations defined by a service of overlay
networks.

4. Node: This entity is a logical abstraction and representation of an agent in an
overlay network.

Figure 2.3: The four entities defined within the context of decentralized systems of overlay
networks: (i) host, (ii) peer, (iii) agent and (iv) node.

An overlay network is a graph representation of information managed by agents.
Peers and agents can be part of a middleware system or integral parts of distributed
applications. As shown in Figure 2.3, a host may contain more than one peer that each
may also contain multiple agents. Finally, note that an overlay network is defined by
agent memberships: Every agent in a network stores unique network identifiers and
other information of other agents in a limited (partial) set. The memberships known to
an agent are its partial view of the system.

This thesis focuses on generic overlay network solutions that are made accessible
to a wide range of distributed applications. These generic solutions are referred to
in this thesis as overlay services4. An overlay service is defined as a decentralized

4In contrast to overlay services as defined in this chapter, service overlay networks (SONs), introduced
by Zhenhai et al. [2003], refer to a number of dedicated hosts in ISPs that explicitly allocate resources for
peer-to-peer or other decentralized systems. Bandwidth resources of certain quality are provisioned based
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software mechanism that provides a number of generic application capabilities of a
broad application scope enabled by one or more overlay networks. Note that overlay
services are often realized as distributed middleware systems.

An overlay service is characterized by its quality. The quality of an overlay service
is defined as a measurable metric that quantifies the degree to which this overlay
service can meet certain application objectives [Mahambre et al., 2007], for instance,
the average response time [Nahrstedt et al., 2003] of queries to a directory service that
relies on an overlay network.

2.4 Prototyping Overlay Services

This section illustrates two prototyping software environments for distributed systems
and applications, the Protopeer [Galuba et al., 2009] and AgentScape [Overeinder and
Brazier, 2006] platforms. These are the platforms used in this thesis for the experimen-
tal evaluation of the overlay services introduced in Chapter 4 and 5.

2.4.1 Protopeer

Protopeer5 is a prototyping toolkit for event-driven simulation and live network deploy-
ment of distributed systems and applications. Its interface allows the development of
an application once and its deployment in di�erent systems without changes in the ap-
plication code. Protopeer provides generic application programming interfaces (APIs) for
message passing and queuing, timer operations and management of overlay networks.
Figure 2.4 illustrates the architecture of Protopeer.

The Protopeer API defines a ‘peer’ software entity that provides the runtime context
for ‘peerlets’. Peerlets encapsulate the functionality of applications and correspond to
the agents shown in Figure 2.3. Moreover, Protopeer supports overlay routing, boot-
strapping and neighborhood management capabilities in peers6. Protopeer provides
tools for logging and aggregation of measurements during runtime. Peer, time-related,
or user-defined measurements can be logged locally or sent to a server for further
processing or storage. This capability supports testing and evaluation of Protopeer
applications.

The notion of time and networking in Protopeer is abstracted by two generic APIs
respectively. This allows the usage of di�erent network implementations beyond the
Apache Mina7 that is currently supported as a backend. This flexibility also allows a
distributed application implemented by Protopeer peerlets to move from simulation to a
live deployment in an infrastructure such as PlanetLab8 without changing application

on SLAs. SONs provide a generic model for the allocation of Internet resources to decentralized systems and
applications rather than a methodology of how to provide generic application capabilities enabled by overlay
networks. Note that this distinction is identified by Haage et al. [2009] that refers to overlay services as
overlay-based services. Overlay services can coexist on top of SONs. In this case, SONs provide a business
model for the Internet resource allocation required for overlay services and their applications [Fan and Ammar,
2006].

5Available at: http://sourceforge.net/projects/protopeer/ (last accessed: March 2012)
6Experience with the use of Protopeer in the experimental work of this thesis shows that this support is

rather limited for the overlay services introduced in this thesis and therefore overlay networks are managed
within the implemented peerlets.

7Available at: http://mina.apache.org/ (last accessed: March 2012)
8Available at: http://www.planet-lab.org/ (last accessed: March 2012)
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Figure 2.4: The architecture of Protopeer (adjusted from Galuba et al. [2009]).

code. The experience gained through the implementation work of this thesis shows that
this assumption holds if and only if the application code is written without assumptions
related to specific implementations of the network and time APIs, i.e., asynchronous
communication. Therefore, the actual flexibility of Protopeer is its support to a more in-
cremental development of distributed applications. Simulation allows a more controlled
and deterministic environment without requiring a significant e�ort on issues such as
concurrency that can be validated and addressed during the phase of live deployment.

2.4.2 AgentScape and its simulation framework

AgentScape9 is a middleware platform for large-scale multi-agent systems that can in-
teroperate with other agent platforms. The AgentScape middleware can run on di�erent
operating systems, e.g., Solaris, Linux, or Windows, and applications can be written in
di�erent code bases, such as Java, C, C++, Python and other. The AgentScape model
defines two entities: (i) ‘agents’ and (ii) ‘services’. Agents are active entities that interact
with each other by message-passing. Every agent is accessible at a certain ‘location’
from which it can migrate to a di�erent one based on a weak mobility10 scheme. Loca-

9Available at: http://www.agentscape.org (last accessed: March 2012)
10Weak mobility is the transfer of the agent code and data state from one location to another one. In

contrast, strong mobility additionally transfers the execution state of the agent such as its program stack and
counters.
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tions can be used as a default clustered overlay network on which applications manage
based on their own defined criteria. Services provide information or activities on behalf
of agents or the AgentScape middleware. Figure 2.5 illustrates the main concepts of the
AgentScape middleware platform.

Figure 2.5: The main concepts and elements of the AgentScape middleware platform (adjusted
from [Overeinder and Brazier, 2006]).

AgentScape consists of a kernel that couples AgentScape middleware with di�erent
operating systems. The kernel manages a secure communication [Oey et al., 2010b]
and acts as an agent container. The AgentScape middleware provides a number of
system services such as ‘location managers’, ‘host managers’, ‘agent servers’ and ‘service
servers’. These services are managed by a number of components outlined in Figure 2.6.
More specifically, the location manager manages the locations of the agents and their
migration based on location-wide security policies. The host manager is a representative
entity of each location and performs local resource access and management based
on host-wide security policies. Finally, the agent server provides to the implemented
agents secure runtime support in the AgentScape middleware, whereas the service
server provides service runtime support.

The AgentScape simulation framework [Oey et al., 2010a] provides incremental and
gradual development lifecycle: (i) design, (ii) simulation, (iii) emulation and (iv) de-
ployment. This approach provides a simpler system prototyping and a more e�ective
debugging in issues related to concurrency, latency, fault-tolerance and applications.
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Figure 2.6: The main architectural components of AgentScape (adjusted from [Overeinder and
Brazier, 2006]).

The simulation framework of AgentScape defines a common simulation interface for
multiple backends. Figure 2.7 illustrates the architecture of the simulation framework.

The simulation framework of AgentScape defines four types of backends: (i) single
machine, single threaded, (ii) single machine, multi-threaded, (iii) multiple machines,
multiple threads, lock-step and (iv) multiple machines, multiple threads, asynchronous.
The lock-step provides some synchronization in the events generated by agents.

2.5 Discussion and Future Work

Research on overlay networks has generated a wide range of application-specific so-
lutions for large-scale dynamic decentralized systems. This thesis introduces a more
critical and targeted research e�ort towards unifying existing e�orts under the umbrella
of new novel and generic architectures of overlay services for Internet-based and other
emerging application domains. One of the challenges for the design of such architec-
tures is the introduction of more flexible architectural compositions between structured
and unstructured overlay networks that have a more generic scope and move beyond
application-specific optimizations.

This thesis does not underestimate several other open issues about overlay net-
works. Security issues, such as trust, privacy, fairness, Denial of Service (DoS) attacks
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Figure 2.7: A high-level illustration of the simulation framework architecture in AgentScape
(adjusted from [Oey et al., 2010a]).

and malicious nodes, require further research e�orts as acknowledged by Keromytis
et al. [2002], Karakaya et al. [2009], Kurian and Sarac [2010], Walters et al. [2008].
For example, Walters et al. [2008] study three types of Byzantine11 attacks in topology
adaptations of unstructured overlay networks that are handled with local measure-
ment analyses. Multiple outlier detections are performed based on which a trust model
is constructed to classify the topology adaptations performed by nodes as malicious
or not. These nodes are isolated to reduce their impact on the overlay network. Al-
though security issues are not subject of this thesis, studying the further applicability
of such mechanisms beyond unstructured overlay networks and certain distributed
applications is crucial for realizing more generic and reliable overlay services.

Finally, the rest of this section discusses an interesting argument in literature about
the role of overlay networks on the Internet and applications.

2.5.1 The purist vs pluralist argument

Research on overlay networks has generated an argument and discussion about their
impact on future development of the Internet. Two views are supported among the re-

11In contrast to attacks such as DoS, Byzantine failures do not completely interrupt a system but result in
a malfunction, corruption or inconsistency of an execution state.
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lated research communities: The purist and the pluralist views. Crowcroft et al. [2003],
Turner and Taylor [2005], Anderson et al. [2005], Clark et al. [2006], Kurian and Sarac
[2010] discuss these opposing views and are positioned, to a certain degree, concerning
this argument. The purists view overlay networks as testbeds used for the implemen-
tation and experimentation of novel Internet architectures. Purists do not view overlay
networks as viable or coexisting architectural elements of the future Internet in con-
trast to pluralists who envision overlay networks as a possible solution to deal with the
heterogeneity of applications and the business challenges that ISPs experience. Plural-
ists support the idea that the development and adoption of technological innovations
in the Internet infrastructure have become a hassle for the current business model of
ISPs and, therefore, overlay networks will unavoidably remain a growing feature of the
Internet.

The knowledge about overlay networks transferred from the domain of Internet-
based computer networks to other application domains and socio-technical infrastruc-
tures such as the Smart Power Grid [Birman, 2001, Fan et al., 2010, Erol-Kantarci et al.,
2011], wireless sensor networks [Hui and Culler, 2008] and intelligent transportation
systems [Rybicki et al., 2007, Zhang et al., 2010], shows that overlay networks evolve
as a design artifact for complex, large-scale, dynamic decentralized systems and their
applications. Principal operations such as information dissemination, decision-making,
aggregation, lookup and search have been studied as overlay-based solutions [Zhuge
and Feng, 2008, Chakravarti et al., 2006, Gkantsidis et al., 2006, Jelasity et al., 2007,
Van Renesse et al., 2003, Yang et al., 2006]. The aforementioned emerging application
domains become more information-driven, cyber-physical, ambient and heterogeneous
and therefore have similar operational requirements that can be met by overlay net-
works. This thesis is an example that shows this extended and generic scope of overlay
networks by studying in Chapter 6 the applicability of generic overlay services in the
Smart Power Grid.

Although the previous observation seems to favor the pluralists, puristic views have
a lot to gain from encouraging overlay services as a design artifact for complex decentral-
ized systems and applications. This is because overlay networks designed as integrated
mechanisms in distributed applications result in more complex and less modular ap-
plications. This is a practice in which technological innovation in the Internet or other
underlying network infrastructures is not a main concern or is a secondary priority. In
contrast, an overlay service that is reused by di�erent distributed applications shows
the roadmap and guides the future technological adoption in the underlying physical
network. Such an overlay service unifies existing application-level solutions and shows
the acceptance of a current application practice towards a more broad technological
adoption and support.

Both of the purist and pluralist views on overlay networks provide invaluable insights
about the future development and sustainability of the Internet. This debate provides
more structured observations of the current challenges and the future issues that need
to be addressed. Therefore, neither of these two views should be neglected. Nonetheless,
the contributions of this thesis are mainly positioned within the pluralistic view. Future
work should show the actual impact of these contributions from the purist’s viewpoint.
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2.6 Conclusions

This chapter concludes that designing generic overlay services for large-scale decentral-
ized systems requires a new conceptual architecture about their organization and use.
The current design of overlay services is highly optimization-driven and application-
oriented, especially for overlay services of hybrid overlay networks. Shifting this current
practice towards more generic overlay services extends the scope of overlay networks
in new emerging application domains and also promotes future architectural Internet
innovations. Both requirements are supported by puristic and pluralistic views about
the future impact of overlay networks.
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Chapter 3

Adaptive Self-organization in a
Multi-level Architecture

“The strongest is necessity, for it masters all."

Thales of Miletus1

This chapter introduces ASMA, the Adaptive Self-organization in a Multi-level Archi-
tecture. ASMA is a conceptual, multi-level, self-organization architecture that can be
used to design and build overlay services as a decentralized middleware system. An
overlay service of ASMA can be designed independently of an application. It is posi-
tioned as a stand-alone software system between an underlying network and di�erent
applications to provide generic application capabilities.

Multi-levelness in a hierarchical organization is the key property of ASMA and the
one that provides abstraction, modularity and customization for di�erent applications.
ASMA is composed of three hierarchical self-organization levels that provide discovery,
structuring and coordination of information distributed in a network. Feedback loops of
continuous inter-level interactions provide a dynamic adaptation when this information
changes during runtime of an overlay service. Every level provides some transparency
to the level above and together they compose a service that can be used by di�erent
applications.

This chapter is organized as follows: Section 3.1 illustrates the ASMA architecture.
Section 3.2 shows how this architecture is coupled to distributed applications and
how its services are utilized. Section 3.3 introduces two overlay services studied in this
thesis. Section 3.4 compares ASMA with related architectures, frameworks and method-
ologies. Section 3.5 discusses the ASMA architecture. Finally, Section 3.6 concludes
this chapter.

3.1 Architecture Overview

ASMA is a conceptual self-organization architecture with which di�erent generic overlay
services can be designed. The implementation of an individual overlay service in the

1Original Greek text quoted [Brendel, 1977]: «����������� ������, ������ ��� ������.» - ����� � ��������
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ASMA architecture is referred to as architecture realization. An architecture realization
entails the realizations of tasks defined in ASMA.

ASMA addresses the challenges of abstraction and dynamic adaptation in overlay
services by introducing (i) a multi-level self-organization architecture and (ii) inter-level
interactions. The complexity of overlay networks is managed by multiple application-
independent levels, each with a specific self-organization goal. Each level in ASMA
supports the level above and configures the level below. These bottom-up and top-down
inter-level interactions tune the self-organization operations in each level to improve the
quality of an overlay service as defined in Section 2.3.

Figure 3.1 illustrates the ASMA architecture in a single peer. The design of an
overlay service in ASMA is defined by sets of (i) criteria and (ii) samples within three
application-independent reconfigurable self-organization levels: (i) the discovery level ,
(ii) the structuring level and (iii) the coordination level . For each set of criteria at each
level in the architecture, a set of samples is generated. The discovery level discovers
required information in the network. The structuring level structures this information.
Finally the coordination level uses the structured information to build and provide the
overlay service to an application.

Figure 3.1: The three levels of the ASMA architecture in a peer.

A realization of the ASMA architecture is positioned within the runtime environment
of a peer. Each level of this architecture is managed by one or more autonomous agents.
Note that two corresponding levels in two di�erent peers are able to communicate re-
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motely. In other words, agents of the same type are able to remotely interact. ASMA
defines two types of interactions: (i) vertical and (ii) horizontal. A vertical interaction is
the (local) exchange of criteria and samples between two di�erent levels of ASMA located
within the same peer. In contrast, a horizontal interaction is the (remote) exchange of
criteria and samples between the same two levels of ASMA located within two di�erent
peers.

A criterion is runtime feedback information that parameterizes the operation of a
level in the architecture. In vertical interactions, criteria are provided in a top-down
fashion: from each level to the level below. In horizontal interactions, criteria are
provided by a remote corresponding level. A criterion is generated based on some given
samples and can be practically any information related to a framework realization.
Criteria can be generated by a change in the value of a monitored metric, changes in
the underlying network or the result of an agent negotiation. ASMA defines three types
of criteria in its vertical interactions:

• Organizational criteria: These are criteria that parameterize the self-organization
operation of an overlay service. They are externally provided by an application as
input to the coordination level .

• Structuring criteria: These are criteria that parameterize the structuring of sam-
ples to improve the quality of an overlay service. They are provided by the coordi-
nation level to the structuring level .

• Discovery criteria: These are criteria that parameterize the dissemination and
collection of samples in a network. They are provided by the structuring level to
the discovery level .

A sample is continuously updated information required for the operation of a level
in the ASMA architecture. In vertical interactions, samples are provided in a bottom-up
fashion: from each level to the level above. In horizontal interactions, samples are
provided by a corresponding level. A sample is defined within the context of an overlay
service and may represent a wide range of information related to any of the entities
of Figure 2.3: from information about the local host, such as its IP address or its
geographic location, to information about the user, such as his/her reputation and trust
in an online community. This information is usually abstracted from the application.
For example, the reputation of a user in an online community can be represented as an
abstract rank value of a node in the overlay network of this community. Three types of
samples are defined in the vertical interactions of ASMA:

• Discovered samples: These are samples discovered in the network that are locally
provided to the structuring level in which they are managed.

• Structured samples: These are discovered samples required for building an over-
lay service. They are provided by the structuring level to the coordination level .

• Organized samples: These are the output samples achieving a certain quality of
an overlay service. They are provided by the coordination level to the applications.

The criteria and samples illustrated above are application-independent and are ab-
stracted from the application as illustrated in Section 3.2. Samples are provided from
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the one level to the other if a condition is satisfied. Criteria are feedback parameteriza-
tion triggered by the consumption of sample in a level of the architecture.

The criteria and samples exchanged in horizontal interactions are referred to as (i) in-
coming criteria, (ii) incoming samples, (iii) outgoing criteria and (iv) outgoing samples.
The semantic of these samples and criteria is defined by an architecture realization.

3.1.1 The architectural levels

Each individual level of ASMA is defined according to Figure 3.2. Algorithms 3.1 and 3.2
illustrate event generations and reactions for each ASMA level. Assume an arbitrary
ASMA level that (i) generates some arbitrary output criteria and samples and (ii) reacts to
some arbitrary input criteria and samples. Input criteria trigger execution of the adapt
task that generates the output samples. Similarly, input samples trigger execution of
the consume task that generates output criteria. The provide task sends the output
samples to the level above and the configure task sends the output criteria to the
level below. Samples and criteria can also be sent to a remote corresponding level in a
horizontal interaction. However, the provide task may call the consume task of the
same level instead of the one in the level above. Similarly, the configure task may call
the adapt task of the same level instead of the one in the level below. These internal
calls, within a level, are possible options defined within a realization of an ASMA level.
The realization of a level is defined by the implementation and scheduling of its tasks.

Figure 3.2: The executed tasks of an abstract ASMA level.
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Algorithm 3.1 Generations of output events in an ASMA level.
1: while a condition is satisfied do
2: provide(samples)
3: end while

Ensure: output

Algorithm 3.2 Reactions of input events in an ASMA level.
Require: input
1: if input=criteria then
2: samples=adapt(criteria)
3: else // input=samples
4: criteria=consume(samples)
5: configure(criteria)
6: end if

The three levels of ASMA are summarized as follows: The discovery level , positioned
at the bottom of the architecture, performs discovery of remote samples required by
an overlay service. Sample discovery is achieved by horizontal interactions that dis-
seminate outgoing criteria and trigger the remote collection of incoming samples from
the network. The dissemination and collection of samples is parameterized by the dis-
covery criteria received from the structuring level . The structuring level structures
the discovered samples provided by the discovery level or other incoming samples re-
ceived by horizontal interactions. The structuring criteria customize the structuring
and selection of the structured samples provided to the coordination level . Finally, the
coordination level coordinates the main functionality of an overlay service according
to a set of organizational criteria. The coordination level uses the structured samples
or other incoming samples received by horizontal interactions to update the organized
samples provided to an application. The quality of an overlay service achieved with
certain structured samples is evaluated resulting in a new set of structuring criteria
that trigger new structured samples to improve the quality of an overlay service.

Note that the organized samples are a result of a continuous inter-level adaptations
and optimizations between the three levels of ASMA. The rest of this section illustrates
each level of the ASMA architecture in detail.

3.1.2 The discovery level

The discovery level is responsible for the distribution and availability of samples to
every peer of the hosts of a network providing the abstraction of sample discovery in the
structuring level . The dissemination of outgoing samples in the network is performed
using outgoing criteria and the configure task. Symmetrically, the collection of
remote incoming samples triggers the consume task. Furthermore, the execution of
the adapt task is triggered by incoming criteria and by the discovery criteria that
configure the dissemination and collection of samples in favor of the structuring level .
Note that remote communication between peers is possible as the samples disseminated
and collected in the network contain routing information, e.g. the IP address and port
number.
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Making distributed samples locally available to the peers of a network is challenging
and crucial for building decentralized overlay services. Middleware systems based on
centralized information lookup or distributed lookup mechanisms designed with specific
applications types in mind cannot always support scalable and generic overlay services.
ASMA introduces the discovery level in the foundations of the architecture to bridge the
information gap of decentralization in overlay networks.

This thesis focuses on a gossip-based realization of the discovery level within the
context of the overlay services studied in this thesis. Gossiping is a simple and generic
probabilistic communication model according to which agents exchange samples in a
‘push’, ‘pull’, or ‘push-pull’ fashion [Jelasity et al., 2007]. The exchange of samples
is random to certain degree but other more intelligent policies can be applied as well.
Gossiping information is spread in an epidemic fashion within a network [Van Mieghem
et al., 2009, Tang et al., 2011]. Furthermore, gossiping is able to prevent clustering of
a network by cascading failures of its hosts.

Algorithm 3.3 and 3.4 illustrate a high-level description of a ‘push-pull’ gossiping
protocol that realizes the horizontal interactions of the discovery level . The outgo-
ing criteria represent a ‘push’ message and the incoming samples represent a ‘pull’
message. Both contain local discovered samples that are exchanged in a gossiping
fashion. A gossip-based discovery level periodically sends outgoing criteria to a remote
discovery level of a selected peer defined within these criteria (line 3 of Algorithm 3.3).
The discovered samples are also provided periodically to the structuring level (line
2 of Algorithm 3.3). Furthermore, the discovery level reacts to incoming criteria by
adapting its discovered samples and providing in return outgoing samples (line 2-3 of
Algorithm 3.4). The incoming samples are consumed and generate the next outgoing
criteria (line 5 of Algorithm 3.4).

Algorithm 3.3 Event generations by a gossip-based discovery level .
1: loop // periodically
2: provide(discovered samples)
3: configure(outgoing criteria)
4: end loop

Ensure: output

Algorithm 3.4 Event reactions by a gossip-based discovery level .
Require: input
1: if input=incoming criteria then
2: outgoing samples=adapt(incoming criteria)
3: provide(outgoing samples)
4: else // input=incoming samples
5: outgoing criteria=consume(incoming samples)
6: end if

The core gossiping operations are performed in the adapt and consume tasks
illustrated in Algorithm 3.5 and 3.6. The adapt task (i) handles incoming criteria
that are actual ‘push’ gossiping messages and (ii) generates outgoing samples that
are actual ‘pull’ gossiping messages (line 1-5 of Algorithm 3.5). The discovery criteria
parameterize gossiping by, for example, selecting policies [Jelasity et al., 2007] that
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tune the dissemination of samples under various network conditions, e.g. failures in
hosts. The consume task updates the discovered samples with incoming samples (line
1 of Algorithm 3.6) and selects outgoing samples to disseminate from the discovered
samples (line 2 of Algorithm 3.6).

Algorithm 3.5 The adapt task in a gossip-based discovery level .
Require: criteria
1: if criteria=incoming criteria then
2: outgoing samples=selectToDisseminate(discovered samples)
3: incoming samples=getSamples(incoming criteria)
4: outgoing criteria=consume(incoming samples)
5: return outgoing samples
6: else // criteria=discovery criteria
7: // Parameterizes gossiping [Jelasity et al., 2007]:
8: // ‘peer selection’, ‘view propagation’ and ‘view selection’ policies
9: return discovered samples

10: end if
Ensure: samples

Algorithm 3.6 The consume task in a gossip-based discovery level .
Require: incoming samples
1: discovered samples=selectToCollect(incoming samples)
2: outgoing samples=selectToDisseminate(discovered samples)
3: outgoing criteria=getCriteria(outgoing samples)
4: return outgoing criteria

Ensure: outgoing criteria

Finally, the selectToCollect task (line 1 of Algorithm 3.6) corresponds to the
respective selection task of the peer sampling service. A detailed realization of this task
is illustrated by Jelasity et al. [2007]. The implementation of the selectToDisse-

minate task (line 2 of Algorithm 3.5 and 3.6) is also illustrated in that work. The
getCriteria task performs the selection of the agent to gossip with (line 3 of Algo-
rithm 3.6) and the getSamples task simply derives the incoming samples included in
a set of incoming criteria (line 3 of Algorithm 3.5).

Other mechanisms for discovery such as flooding [Jiang et al., 2003], random
walks [Gkantsidis et al., 2006] and DHT overlays [Yuh-Jzer et al., 2005] are not ex-
cluded from the architecture as they can also achieve decentralized dissemination and
collection of samples. However, these mechanisms require a high customization and
DHTs need maintenance that makes their utilization more complex in the context of
a generic self-organization architecture for overlay services. For this reason, a gossip-
based realization of the discovery level is chosen and studied in this thesis.

3.1.3 The structuring level

The structuring level is responsible for the management of discovered samples, provid-
ing in this way an abstraction to the coordination level . More specifically, the structur-
ing level performs (i) structuring, such as sorting, clustering and classification of the
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discovered samples received from the discovery level and (ii) selection of the structured
samples provided to the coordination level .

Structuring and selection are based on criteria defined by an adaptation strategy.
An adaptation strategy is a set of reconfigurable parameters that define these criteria.
The following three examples illustrate some adaptation strategies:

• Sorting a list of ranked samples in an ascending order and selecting the first
sample from the list.

• Clustering a set of ranked samples based on their ranking distance and selecting
the highest or lowest ranked sample in each cluster.

• Classifying a set of samples in a number of classes and selecting the most recently
added sample from each class.

There is a wide range of adaptation strategies that can be designed regarding a cer-
tain self-organization goal supporting an overlay service. Note that adaptation strategies
provide dynamic management of samples as:

• Multiple adaptation strategies can be designed and adopted dynamically during
runtime.

• The parameters of an adaptation strategy that define the structuring and selection
of samples can be reconfigured during runtime.

Both approaches can be enabled based on structuring criteria received from the
coordination level . The structuring criteria result in new structured samples that
potentially improve the quality of an overlay service. In this case, the structuring criteria
are an actual feedback about the provided structured samples that can be interpreted
by the structuring level as either (i) a switch to a di�erent adaptation strategy or (ii) a
reconfiguration of the parameters that define a certain adaptation strategy.

Algorithms 3.7 and 3.8 illustrate the event generations and reactions in the struc-
turing level . Note that the tasks executed by the structuring level are specializations of
an abstract ASMA level. Criteria and samples exchanged in horizontal interactions are
defined in a level realization.

Algorithm 3.7 Event generations by the structuring level .
1: while a condition is satisfied do
2: provide(structured samples)
3: provide(outgoing samples) // Optional, defined in a level realization
4: configure(outgoing criteria) // Optional, defined in a level realization
5: end while

Ensure: output

Algorithms 3.9 and 3.10 illustrate the adapt and consume task in the structuring
level . The adapt task is based on two subtasks, the adopt and selectToProvide.
The first subtask is responsible for the selection and reconfiguration of the adaptation
strategy based on which the structured samples are selected (line 2 of Algorithm 3.9).
A learning or rule-based system may be used to correlate certain feedback information
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Algorithm 3.8 Event reactions by the structuring level .
Require: input
1: if input=structuring criteria then
2: structured samples=adapt(structuring criteria)
3: else if input=discovered samples then
4: discovery criteria=consume(discovered samples)
5: configure(discovery criteria)
6: else // input=incoming criteria or incoming samples
7: // Optional, defined in a level realization
8: end if

contained in the structuring criteria with a number of adaptation strategies supported
by the structuring level . Furthermore, the selectToProvide subtask selects a num-
ber of structured samples provided to the coordination level (line 3 of Algorithm 3.9).
The selection of structured samples is performed based on criteria defined within the
selected adaptation strategy. The consume task defines the structuring of the discov-
ered samples, such as sorting, clustering, classification, etc., based on the selected
adaptation strategy (line 2 of Algorithm 3.10). The adopt, selectToProvide and
structure subtasks are realized by each overlay service and therefore their definition
is subject of an architecture realization

Algorithm 3.9 The adapt task in the structuring level .
Require: criteria
1: if criteria=structuring criteria then
2: strategy=adopt(structuring criteria)
3: structured samples=selectToProvide(strategy)
4: return structured samples
5: else if criteria=incoming criteria then
6: // Optional, defined in a level realization
7: end if

Ensure: structured samples

Algorithm 3.10 The consume task in the structuring level .
Require: samples
1: if samples=discovered samples then
2: discovery criteria=structure(strategy, discovered samples)
3: return discovery criteria
4: else if samples=incoming samples then
5: // Optional, defined in a level realization
6: end if

Ensure: discovery criteria

Adaptation strategies introduce a modularity level in the design phase of an overlay
service. Self-organization by adopting multiple adaptation strategies or by reconfiguring
a certain strategy provides a flexible compositional environment for supporting self-
organization goals related to various application criteria.
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3.1.4 The coordination level

The coordination level is responsible for the continuous organizational update of the
organized samples provided to an application. The update of the organized samples is
based on the structured samples provided by the structuring level and the organiza-
tional criteria provided by an application. Updating the organized samples may require
some coordination between remote agents of the coordination level . These agents are
defined by the structured samples. Coordination may concern the exchange of samples
required for the operation of an overlay service, a negotiation between two agents about
their required samples, a query, or some other type of remote interaction and operation.

The organized samples are organized as defined by the organizational criteria. Orga-
nization can be tuned by a fitness function [Nelson et al., 2009] or another evaluation
scheme that maximizes the quality of an overlay service. This process generates a set
of structuring criteria containing feedback for the structuring level to trigger the next
structured samples that improve the quality of an overlay service. Therefore, the ex-
change of samples and criteria between the structuring level and the coordination level
is a continuous and iterative optimization process of the quality of an overlay service.

Algorithm 3.11 illustrates the event generations in the coordination level . The deliv-
ery of the organized samples to the application is defined by the organizational criteria
(line 1 and 2 in Algorithm 3.11). The organizational criteria related with this delivery
may concern a certain quality of an overlay service, or an elapsed runtime period.

Algorithm 3.11 Event generations by the coordination level .
1: while a condition is satisfied do
2: provide(organized samples)
3: end while

Ensure: organized samples

Algorithm 3.12 shows the event reactions. A simple coordination scenario of hori-
zontal interactions is assumed in which an agent of the coordination level sends a set of
outgoing criteria containing some outgoing samples and receives back incoming sam-
ples. This scenario corresponds to a coordination based on an information exchange.
Consuming structured samples triggers the outgoing criteria (line 2 in Algorithm 3.12)
and a set of incoming criteria results in providing outgoing samples to the agent from
which these criteria are received (line 8 and 9 in Algorithm 3.12). Receiving incoming
samples completes the coordination by sending a set of structuring criteria to the struc-
turing level (line 5 and 6 in Algorithm 3.12). Finally, the organizational criteria adapt
the organized samples (line 11 in Algorithm 3.12) by parameterizing the operation of
an overlay service.

Algorithm 3.13 illustrates the adapt task. The adapt task performs the param-
eterization of the coordination level as defined in the organizational criteria (line 2 in
Algorithm 3.13). It also handles the coordination by (i) consuming the incoming sam-
ples contained in a set of received incoming criteria, (ii) configuring the structuring
level with the structuring criteria and (iii) generating the outgoing samples that is sent
back to the initiator agent of the coordination (line 4-9 in Algorithm 3.13).

The consume task, illustrated in Algorithm 3.14, (i) initiates the coordination by
generating outgoing criteria (line 2 in Algorithm 3.14) and (ii) organizes the organized
samples provided to the application (line 5 in Algorithm 3.14). This task results in the

36



3.1 Architecture Overview

Algorithm 3.12 Event reactions by the coordination level .
Require: input
1: if input=structured samples then
2: outgoing criteria=consume(structured samples)
3: configure(outgoing criteria)
4: else if input=incoming samples then
5: structuring criteria=consume(incoming samples)
6: configure(structuring criteria)
7: else if input=incoming criteria then
8: outgoing samples=adapt(incoming criteria)
9: provide(outgoing samples)

10: else // input=organizational criteria
11: organized samples=adapt(organizational criteria)
12: end if

Algorithm 3.13 The adapt task in the coordination level .
Require: criteria
1: if criteria=organizational criteria then
2: organized samples=parameterize(organizational criteria)
3: return organized samples
4: else if criteria=incoming criteria then
5: incoming samples=getSamples(incoming criteria)
6: structuring criteria=consume(incoming samples)
7: configure(structuring criteria)
8: outgoing samples=finalizeCoordination(structuring criteria)
9: return outgoing samples

10: end if
Ensure: samples

structuring criteria provided to the structuring level as feedback for the improvement
of the quality of an overlay service.

Algorithm 3.14 The consume task in the coordination level .
Require: samples
1: if samples=structured samples then
2: outgoing criteria=initializeCoordination(structured samples)
3: return outgoing criteria
4: else // samples=incoming samples
5: structuring criteria=organize(incoming samples)
6: return structuring criteria
7: end if

Ensure: criteria

The adapt and consume tasks show that coordination is an actual response of
outgoing samples to a set of incoming criteria based on the structuring criteria (line
8 in Algorithm 3.13) and structured samples (line 2 in Algorithm 3.14) respectively.
Note that the initializeCoordination, finalizeCoordination, organize
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and parameterize subtasks are realized within an overlay service.

3.2 Architecture Coupling with Applications

An overlay service can be used by one or more distributed applications and an applica-
tion instance can be composed by one or more overlay services. Based on this concept,
this section illustrates how applications can utilize overlay services of ASMA. A dis-
tributed application is modeled in two levels: (i) the utilization level that facilitates the
broader context of an application and (ii) the application level that facilitates the actual
application. Both levels are application-dependent and exchange application samples
and application criteria. Figure 3.3 illustrates this two-level application modeling.

Figure 3.3: A two-level utilization of overlay services by distributed applications.

The utilization level is responsible for providing a context within which an overlay
service is utilized. This context can be relevant for more than one application. Further-
more, the utilization level is responsible for the abstraction of application requirements
to service requirements contained in the organizational criteria. Similarly, the organized
samples are specialized to application samples that an application instance acquires
for its operation. Therefore, the utilization level couples the ASMA architecture with
distributed applications.

The application level contains the domain-specific logic of the application. It ben-
efits from this two-level split of concerns as a distributed application can be actually
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composed by di�erent utilization levels.
Finally, note that matching domain-specific and application-dependent require-

ments to the organizational criteria is challenging. Even more challenging is the
specialization of organized samples to application samples that meet the application
objectives. The e�ectiveness of this abstraction and specialization depends on how
flexible and generic an overlay service is realized within the ASMA architecture. The
multi-level architecture of ASMA is designed to support this flexibility.

3.3 Architectural Realization

This section introduces two overlay services designed within the ASMA architecture and
illustrated in the rest of this thesis:

• AETOS, the Adaptive Epidemic Tree Overlay Service (Chapter 4).

• DIAS, the Dynamic Intelligent Aggregation Service (Chapter 5).

AETOS is a self-organization and self-optimization overlay service for overlay net-
works organized in various tree topologies. Trees are used for several operations such
as decision-making, aggregation, information dissemination etc., with an applicability
in a wide range of distributed applications, e.g., distributed databases [González-Beltrán
et al., 2008, Zhuge and Feng, 2008] and multimedia multicasting [Tan et al., 2005a].
The three levels of the ASMA architecture are appropriate to model the complexity of
such an overlay service: (i) discovery for accessing every possible peer in the overlay
network, (ii) structuring/selecting candidate parents and children according to the tar-
get topology to be built and finally (iii) coordination between the parents and children
to form bidirectional links. Distributed applications focus entirely on the utilization of
a tree topology, leaving the building and maintenance to the AETOS overlay service.

DIAS computes aggregates, such as average, summation, maximum, and standard de-
viation, of dynamically changing values distributed in every peer of an unstructured
overlay network. Decentralized computation of aggregates benefits a wide range of dis-
tributed applications as this information is used for load-balancing [Pournaras et al.,
2008a], data mining [Van Renesse et al., 2003], sensor networks [Boulis et al., 2003] etc.
The three-level self-organization of the ASMA architecture supports the computation of
continuously updated and duplicate-free aggregates: (i) discovery for accessing the in-
formation of every possible peer, (ii) structuring this information as exploited (duplicate
information), unexploited (new information) or updated (changed information) and (iii)
using this information for coordinating an accurate computation of aggregates between
the peers of an unstructured overlay network. In this way, distributed applications are
able to have a global view of various system-wide metrics, leaving the computations and
update of aggregate information entirely to the DIAS overlay service.

This thesis studies these two overlay services as a proof of concept for the generic
design of the ASMA architecture.

3.4 Comparison with Related Work

Grace et al. [2004, 2008] introduce the idea of ‘open overlays’ supported by a generic
framework for overlay networks and their applications. This framework receives plug-
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in overlays defined by three components: ‘Forwarding’, ‘state’ and ‘control’. These
components are, in some aspects, similar to the three levels of ASMA. Applications are
also introduced as plug-ins and are associated with possible overlay plug-ins that can
support them. A plug-in can be positioned in the framework as independent or stacked
with other plug-ins. Similarly with ASMA, top-down configurations are applied during
deployment starting from the application plug-ins to the lower level network plug-ins.
However, the number of possible combinations defined by the top-down configurations
between the available overlay plug-ins can be large resulting in complex compositions.

Although dealing with overlay plug-ins is a generic, extensible and highly modular
approach, Grace et al. [2004, 2008] identify that the development of the three overlay
components may be blended and cannot always be intuitive enough. Furthermore, the
framework of overlay plug-ins does not define any high-level semantic of the component
interactions. In contrast, ASMA provides a narrower defined context and objective for
every self-organization level. It also shows how these objectives are mutually supported
via the exchange of criteria and samples.

Some related work focuses on supporting multiple overlays network capabilities
as an IP-layer solution instead of a middleware solution that ASMA proposes for its
realization. Joseph et al. [2006] and Mao et al. [2008] illustrate two representative
mechanisms of this approach. OCALA [Joseph et al., 2006] positions the ‘overlay con-
vergence’ layer, built by an overlay-independent and an overlay-dependent component,
under the transport layer. These layers provide a level of routing and lookup trans-
parency between physical machines belonging to di�erent overlay networks. However,
there is a plethora of problems and open issues related to the support of existing IP-
based applications, security, e�ciency and access to overlay functions beyond routing.
MOSAIC [Mao et al., 2008] is a declarative methodology for the composition of ‘hori-
zontal’ (bridged via gateways) or ‘vertical’ (layered similarly to ASMA) overlay networks.
Although this methodology provides a highly configurable and reasoning compositional
environment for overlay networks, a large amount of information must be known a
priori for each individual peer of the network. In addition, MOSAIC is highly depen-
dent on a directory service that supports the composition process. It is unclear how
changes to the directory service can be automatically reflected in the composed overlay
networks. Note that MOSAIC also faces the restrictions of an IP-layer solution simi-
larly with OCALA. These approaches could in theory function complementary to ASMA
overlay services for supporting communication between heterogeneous networks, e.g.,
wireless and wired networks.

iOverlay [Li et al., 2004] provides an interface for building overlay networks and
their applications. This interface is rather limited as it only supports overlay communi-
cation leaving excessive freedom to the developer. In comparison with ASMA, the main
functionality of iOverlay corresponds to the discovery level of ASMA. A similar approach
with iOverlay is followed by MACEDON [Rodriguez et al., 2004]. Opus [Braynard et al.,
2002] is based on a backbone service to optimize the resource allocation for di�erent
applications. Therefore, the scope of this approach is limited compared to ASMA and
the other approaches illustrated in this section. Joita et al. [2005] illustrate a multi-
level economic framework for Grid services and resource allocation. Self-organization is
engaged for the discovery of agents that negotiate for resources. An overlay abstraction
is provided to the agents. The system is designed based on web service technologies
and therefore some of its components remain centralized. In contrast, ASMA intro-
duces multiple self-organization levels for the discovery, structuring and coordination
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of samples without centralized components.
A comparison of the ASMA overlay services with related approaches is illustrated

within the context of these overlay services in Section 4.9 and 5.10.

3.5 Discussion

The multi-level self-organization approach of the ASMA architecture addresses the chal-
lenge of abstraction in overlay services. Discovery, structuring and coordination are
the components that support self-organization. The architecture of ASMA provides a
split of concerns that shows how to design more generic, modular and reconfigurable
overlay services. Furthermore, the continuous exchange of criteria and samples in a
top-down and bottom-up fashion respectively forms inter-level feedback loops that en-
able dynamic adaptation and more specifically the optimization of quality of an overlay
service.

Self-organization in ASMA enables di�erent overlay services to operate in large-
scale decentralized environments. Furthermore, self-organization supports more in-
formative and structured interactions between agents with semantic information. Self-
organization makes overlay services customizable and flexible to perform topology adap-
tations according to certain application objectives. Complex distributed systems and
their applications that are not based on any form of self-organization lack the flexibility
required to handle frequent system changes.

The proposed utilization of overlay services designed according to the ASMA architec-
ture provides a new compositional environment for applications. Building applications
as a collection of utilization levels results in more modular and extensible applications.
Furthermore, application requirements and objectives can be abstracted to application-
independent parameters contained in the organizational criteria via the utilization level .
All these motivate a more modular and incremental development cycle of applications
based on overlay services of ASMA.

Making the best out of this generic approach requires a degree of domain or appli-
cation awareness: an overlay service can be used by di�erent distributed applications
and an application can be composed by di�erent overlay services. Note that this thesis
does not aim to prove that distributed applications perform better or overlay services
achieve higher quality when using ASMA. The ASMA architecture motivates a higher
abstraction, modularity and reconfigurability for building overlay services. However,
introducing multiple abstraction levels may influence performance. This trade-o� is
studied in the overlay service realizations of ASMA.

3.6 Conclusions

The management of distributed applications with an increasing number of integrated
features supported by overlay networks is challenging. Moving some of this complexity
in a middleware architecture is required. This is an issue discussed in literature [Bray-
nard et al., 2002, Grace et al., 2004, 2008, Joita et al., 2005, Joseph et al., 2006,
Li et al., 2004, Mao et al., 2008, Rodriguez et al., 2004]. ASMA is a conceptual self-
organization architecture that is able to incorporate some of this complexity and more
specifically, the continuous and reconfigurable discovery, structuring and coordination
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of system entities.
The next two chapters introduce two complex overlay services whose design and

implementation adopts the ASMA architecture.
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Chapter 4

The Adaptive Epidemic Tree
Overlay Service*

“Opposition brings concord. Out of discord comes the fairest
harmony."

Heraclitus1

Distributed systems and their applications often require an organizational struc-
ture to perform their operations e�ciently. Certain topologies of overlay networks are
defined by graph properties that enable or enhance a specific application. Tree topolo-
gies are one of them. Their properties, e.g., path uniqueness, and the hierarchy they
reflect enable operations such as decentralized search, decision-making, aggregation
or information dissemination. These operations are fundamental in various application
domains such as distributed databases [González-Beltrán et al., 2008, Zhuge and Feng,
2008], application-level multimedia multicasting [Tan et al., 2005a] and grid comput-
ing [Chakravarti et al., 2006].

However, trees su�er from lack of redundancy and, therefore, their structure is very
sensitive to single node or link failures. Moreover, a tree experiences heterogeneous
load, meaning that nodes close to the root of the topology receive messages forwarded
from all other nodes at the bottom part of this tree. This e�ect is also related to the
impact of a failure that is much higher for nodes close to the root of a tree. All of
these issues make the use of trees in dynamic distributed environments challenging
and sometimes infeasible.

Self-organization in trees is required to overcome these limitations. A robust tree
requires both building and maintenance during runtime of a distributed application.
Nodes are self-organized in a tree topology that ideally minimizes the impact of their
failures. One way to achieve this optimization is by ordering a tree according to specific
application criteria, i.e., the performance profile of nodes. An optimized tree may also
have constraints such as the number of children with which each node can connect.

1Original Greek text quoted [Burnet, 1900]: «�� �������� ��µ����� ��� �� ��� ����������� ��������� ��-
µ����� (��� ����� ���� ���� ��������).» - ����������

*This chapter is based on three published papers [Pournaras et al., 2010b,a, 2009a].
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All of these criteria should be met during self-organization. However, because these
criteria may vary significantly between di�erent distributed applications that utilize tree
topologies, creating a generic overlay service for building a wide range of tree topologies
is the challenge this chapter addresses. This overlay service is AETOS, the Adaptive
Epidemic Tree Overlay Service.

Self-organization in AETOS is based on the following approach: (i) Discovering can-
didate parents and children in the network, (ii) structuring these nodes based on their
proximity information related to application criteria and (iii) coordinating tree build-
ing and maintenance by establishing bidirectional parent-child links. The conceptual
architecture of ASMA, the Adaptive Self-organization in a Multi-level Architecture, in-
troduced in Chapter 3, provides the design of this approach. AETOS is an overlay service
realization of ASMA. This chapter also introduces a number of performance metrics used
as an expression of the quality of the AETOS overlay service.

A number of adaptation strategies within the structuring level provide abstraction,
modularity and customization in the self-organization of trees. Tree topologies with
di�erent graph properties are formed by simply adopting adaptation strategies. The
complexity of adaptation strategies is hidden from the coordination level and they are
applied in an automated fashion during self-organization. Adaptation strategies can be
combined dynamically, providing a powerful meta-level of adaptation and abstraction
in the self-organization of tree topologies based on which a wide range of performance
trade-o�s can be explored as confirmed by the experimental findings of this chapter.

The organization of this chapter is outlined as follows: Section 4.1 illustrates the
graph properties of tree topologies and their relation with distributed applications. It
also defines the organizational goal. Section 4.2 provides a high-level overview of AETOS.
Section 4.3 illustrates the discovery level of AETOS. Section 4.4 discusses the input and
adaptations of the structuring level of AETOS. Section 4.5 shows the building and main-
tenance process of trees in the coordination level . Moreover, Section 4.6 introduces
a number of generic adaptation strategies engaged in the structuring level of AETOS.
Section 4.7 illustrates an experimental evaluation of AETOS and Section 4.8 summa-
rizes the experimental results. Section 4.9 compares AETOS with related methodologies.
Section 4.10 discusses various aspects of AETOS and outlines future work. Finally,
Section 4.11 concludes this chapter.

4.1 Problem Description

This chapter illustrates the problem of designing a generic self-organization overlay ser-
vice for building and maintaining tree topologies defined by various graph properties.
Trees are connected undirected acyclic graphs [Baldwin and Scragg, 2004, Gross and
Yellen, 2005] with some graph properties such as degree-bounding, ordering, balancing
and completeness that influence the performance of distributed applications, making
a tree more robust to node failures or balancing the load between nodes. This chap-
ter focuses on building optimized tree topologies that tune and reflect specific graph
properties to meet requirements of various application types.

This section illustrates these graph properties and their relation to various dis-
tributed applications. It also defines the organizational goal for a certain tree topology
that (optimally) reflects the illustrated graph properties, referred to as the optimum
topology for the given properties. For illustration purposes, the organizational goal is
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explained as a centralized algorithm. A number of application-independent performance
metrics is introduced for the evaluation of this goal. These metrics quantify the quality
of the incremental self-organization process.

4.1.1 Graph properties and applications

A tree topology can be represented as a connected undirected acyclic graph with its
name denoting its properties [Baldwin and Scragg, 2004, Gross and Yellen, 2005]:

• Connected: A graph is connected if there is at least one path between any two
vertices2. A disconnection of a node from a tree may have significant impact as
the graph is split in two branches forming a type of graph called a forest. The
impact of disconnection and the new structure of the graph depends on the po-
sition of the disconnected node and specifically if this node is placed close to the
root or close to the leaves. A distributed application based on a connected overlay
network is able to access all of the available information in nodes. Disconnected
overlay networks do not perform well as network resources remain unexploited
in multiple disconnected clusters or components as referred in graph theory. For
example, a multimedia multicasting application is disrupted [Frey and Murphy,
2008] if a tree is disconnected and, therefore, content cannot be forwarded fur-
ther. Similarly, aggregation queries over a disconnected tree result in inaccurate
estimations of aggregates [Li et al., 2006, Ogston and Jarvis, 2010]. There is a sig-
nificant research e�ort on maintaining dynamic and connected overlay networks
using, for example, gossiping protocols as studied by Jelasity et al. [2007].

• Undirected: A graph is undirected if its edges3 do not have a direction. An undi-
rected link between two nodes of an overlay network denotes that communication
is permitted in both ways between these nodes. Establishment of an undirected
link in an overlay network is more complex than a directed one as this may be sub-
ject of mutual confirmation or negotiation between two nodes. Furthermore, fail-
ures need to be explicitly detected via, for example, heartbeat mechanisms [Yang
and Fei, 2007]. An undirected tree allows top-down and bottom-up communica-
tion: from the root to the leaves and from the leaves to the root respectively.

• Acyclic: A graph is acyclic if the edges of its vertices do not form cycles. In
such a graph, there is a unique path between any two vertices. Path unique-
ness can be critical for distributed applications as it guarantees that the infor-
mation exchanged between the nodes of a tree overlay network is not duplicated.
Furthermore, path uniqueness provides a lower communication overhead as re-
dundant communication is prevented. For example, multimedia multicasting
applications [Tan et al., 2005a] aim for e�cient dissemination of multimedia con-
tent. E�ciency is achieved by maximizing delivery speed and minimizing the
delay experienced in a network. One possible way to meet these requirements
is by acquiring unique paths to reach all of the nodes of a network e�ciently.
Path uniqueness increases delivery speed as nodes receive multimedia content
only once. Therefore, bandwidth consumption for each node is lower and more
e�cient. However, path uniqueness does not come without drawbacks in overlay

2Vertices, as usually referred to in graph theory, correspond to the nodes of an overlay network topology
3Edges, as usually referred to in graph theory, correspond to the links of an overlay network topology.
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networks. A tree topology cannot easily tolerate arbitrary failures of nodes due to
the lack of path redundancy between nodes.

Figure 4.1 illustrates an example of transforming a disconnected directed cyclic
graph to a tree that is a connected undirected acyclic graph.

(a) Starting from a disconnected
directed cyclic graph.

(b) Removing the direction from
all the edges of the graph. The
graph becomes undirected.

(c) Moving one or more edges to
connect the disconnected com-
ponent of the graph. Graph be-
comes connected

(d) Removing edges that create
cycles. Graph becomes acyclic.

(e) The resulting tree.

Figure 4.1: An example of forming a connected undirected acyclic graph (tree).

The trees referred to in this chapter are rooted trees, meaning trees that have a
distinguished root [Gross and Yellen, 2005]. The height of a rooted tree is the length of
the longest path from the root to the leaves. Similarly, every vertex in a tree graph has
a depth. Selecting and studying graph properties of networks is a challenging problem
as illustrated by Li et al. [2011]. This chapter focuses on trees with specific graph
properties that influence the performance of several distributed applications. These
properties and their relation to applications are the following:

• Degree-bounding: The degree of a vertex is the number of (non-directional) edges
attached to this vertex. The degree of a vertex that belongs to a tree is the number
of its children plus one for its parent. Degree-bounding of a tree topology refers to
the maximum number of children that a node supports and is related to various
application constraints. For instance, bandwidth, storage and processing capacity
of a node are related to the maximum number of nodes to which multimedia
content can be disseminated [Fei and Yang, 2007]. Degree-bounding should be
respected during building and maintenance of tree topologies. If the degree of a
node is much lower than the upper bound, then the node is underloaded or the
resources allocated for its application are not fully exploited. In contrast, if the
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degree of a node exceeds the upper bound, then the node is overloaded resulting
in a bottleneck or unavailability of this node. In this case, the topology may
disconnect and the performance of the application degrades.

• Ordering: An ordered tree is a rooted tree in which the children of each vertex
are assigned a fixed ordering. This ordering is performed according to assigned
weights that rank vertices of a tree. These weights are usually related to an
application. For example, multimedia multicasting applications [Birrer and Bus-
tamante, 2007] compute the bandwidth and availability [Bhagwan et al., 2003] of
nodes. The latter is usually related to the uptime of the nodes in the network.
Information about these metrics can be used for the maximization of content de-
livery and speed that is crucial for real-time applications such as multimedia mul-
ticasting. Similarly, social recommender systems [Manouselis and Costopoulou,
2007] capture the profiles of users based on their preferences about an online
product or service. Based on preference matching, these systems aim to increase
engagement of users and the quality of recommendations.

There are di�erent ordering schemes that can be applied to a tree such as the level-
order, pre-order, post-order and in-order [Gross and Yellen, 2005]. This chapter
focuses on the level-order scheme which is described as a top-down and left-to-
right traversal. However, note that in practice the actual communication between
the nodes always occurs via the parent-children links. Because of this fact, the
distributed applications to which this chapter refers to mainly require a top-down
order rather than a left-to-right order.

Ordering can make a tree used by a specific distributed application more robust.
For example, positioning nodes with high availability [Bhagwan et al., 2003] close
to the root instead of nodes with low availability, reduces the impact of a node
failure on the tree as the size of disconnected branches is smaller on average.
Similarly, node close to the root of a tree with low bandwidth is a bottleneck for
multimedia multicasting applications. Therefore, ordering provides a proactive
robustness by minimizing the impact that a low-performing node causes to the
topology and its distributed applications.

• Balancing: A balanced tree with a degree-bounding for each vertex is a rooted tree
from which the leaves have the same depth or their depth di�erence is ‘1’, if degree-
bounding of the vertices does not permit having the same depth. An imbalanced
tree experiences an unequal load among di�erent branches with di�erent path
lengths. Therefore, distributed applications may experience higher latency and
communication overhead due to the higher number of hops to reach each node of
a tree [Jagadish et al., 2006a].

• Completeness: A complete tree is a rooted tree that is balanced and all its vertices,
except the leaves, have the maximum possible number of children as defined by
the degree-bounding. Complete trees have the minimum possible height given
the degree-bounding of the vertices. Overlay networks organized in complete tree
topologies make e�ective resource allocation for their applications as nodes exploit
the maximum number of children without exceeding the upper bound of the node
degrees [Wang et al., 2010].
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Figure 4.2 illustrates an example of transforming an any-ary unordered imbalanced
incomplete tree to a 2-ary (binary) ordered balanced complete tree. This chapter ad-
dresses the challenge of building and maintaining trees that reflect these properties in
a dynamic distributed environment.

(a) Starting from an any-ary un-
ordered imbalanced incomplete
tree.

(b) Moving a third child con-
nected to the root at a lower level.
Tree becomes 2-ary (binary).

(c) Positioning the higher ranked
nodes close to the root and the
lower ranked ones as leaves.
Tree becomes ordered. Each
node has a higher ranked par-
ent, lower ranked children and
respects the degree-bounds (
2).

(d) Moving a node at a lower level
to make the tree balanced.

(e) Moving two nodes at a higher
level to make the tree complete.

(f) The resulting tree.

Figure 4.2: An example of forming a 2-ary (binary) ordered balanced complete tree.

4.1.2 Organizational goal

The properties described in Section 4.1.1 form the building blocks of the organizational
goal of this chapter that is formalized as follows:

Assume an overlay network of n nodes that forms a tree topology. Each node i
is ranked with a unique4 weight wi in the range [0, 1) that represents one or more
application criteria. Furthermore, each node i has a node degree di that refers to
the maximum number of links that this node can establish. Similarly, the maximum
number of children that a node i has is ki  di � 1. Finally, each node i has a tree view
vi(tree) that is a list of other ranked nodes. The first element of a tree view corresponds
to the parent and the rest of the elements to the children of node i.

Next, assume an ordered list of ranked nodes w = {w0, ..., wn�1} under the ‘>’ relation
with the respective number of children k = {k0, ..., kn�1}. Each size ki 2 k corresponds

4The requirement for a rank uniqueness can be technically met with a randomization scheme.
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to the ranked node wi 2 w. An ordered tree T = {w0, ..., wh�1} can be built by splitting
the ordered list w in h number of levels w0, ..., wh�1. An indexed level u � 1 of parents
wu�1 = {wp` , ..., wpa } is defined by the list of the lowest ranked node wp` 2 w and the
highest ranked node wpa 2 w in this level respectively. Similarly, the lowest ranked
child wc` 2 w and the highest ranked child wca 2 w form the list of ranked children
wu = {wc` , ..., wca } that builds the next level with size |wu | = gu .

A degree-bounded, ordered, balanced and complete tree can be built in a centralized
fashion according to Algorithm 4.1. The tree is built level-by-level using a bu�er of
parents p`, ..., pa and children c`, ..., ca indexing nodes in the ordered list w. The num-
ber of children that the next level includes is computed at the beginning (line 4-8 of
Algorithm 4.1). Next, every indexed node from the level of parents is matched with the
indexed nodes from the level of children (line 9-19 of Algorithm 4.1). Therefore, the tree
views can be filled using these indices. This process repeats by incrementing the level
of parents to level of children and recomputing the next level of children at the next
iteration (line 21 of Algorithm 4.1). Figure 4.3 visualizes this incremental process.

Algorithm 4.1 A centralized computation of an optimally organized tree topology with the prop-
erties introduced in Section 4.1.1.
Require: w = {w0, ..., wn�1}, k = {k0, ..., kn�1}
1: // Initialization
2: p` = pa = 0, c` = ca = 1, u = 1, g0 = 0
3: while true do
4: // Computation of the next level of children nodes
5: for i = p` to pa do
6: gu=gu +ki

7: end for
8: c` = pa + 1 = c, ca = pa + gu

9: // Filling the tree views of the nodes
10: for i = p` to pa do
11: for j = c to c + ki do
12: if j > n � 1 then
13: return
14: end if
15: vi(tree) [ {wj} // Adding a child
16: vj(tree) = {wi} // Adding a parent
17: end for
18: c = c + ki

19: end for
20: // Incrementing the level of parents to level of children
21: p` = c`, pa = ca and u = u + 1
22: end while
Ensure: vi(tree)8i 2 {0, .., n � 1}

The above tree topology is optimally and centrally organized as the whole set of
ranked nodes is known. However, in a decentralized self-organization, agents have
limited information about other agents and therefore, they need a certain execution
time to discover, structure and coordinate with other agents with which they form
parent-child links. Performance metrics are required to quantify the degree to which
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(a) Level-2. (b) Level-3. (c) Level-4.

Figure 4.3: Centralized building of a binary, ordered, balanced, and complete tree by defining
the tree levels incrementally.

the illustrated graph properties are met during the self-organization runtime. This
chapter introduces four performance metrics for this purpose: (i) connectedness �, (ii)
connectivity �, (iii) fitness � and (iv) instability �().

Connectedness � is the proportion of nodes that are connected to the largest com-
ponent of the forest: the main tree. For a forest F of n tree components {T0, ..., T

n�1},
connectedness is defined as:

� =
max(|T0|, ..., |T

n�1|)
n

(4.1)

In contrast, the tree connectivity � refers to the number of links established between
the nodes relative to the maximum number of links n � 1 that can be established in a
tree topology [Gross and Yellen, 2005]:

� =
1

2(n � 1)

n�1X

i=0

|vi(tree)| (4.2)

Note that the computation of connectedness is mainly related to the nodes of a tree,
whereas, connectivity is associated with the links. This is an intuition for readers to
distinguish their di�erence.

The fitness � expresses the quality of the ordering process based on the selection of
the parent and children for each node. Fitness is associated with the ranking of nodes
that form parent-child links. This chapter correlates the fitness � with the relative
ranking distance between nodes and their parents. This is the distance w0 2 vi(tree)�wi

between a ranked node wi and its parent w0 2 vi(tree) in relation to the maximum
distance that they can have if the node i has the highest ranked node for parent. For
example, assuming nodes with uniformly distributed weights in [0, 1), the maximum
possible ranking distance is approximately 1 �wi . Therefore, fitness � is defined as:

� ⇡ 1
n�0

n�1X

i=0

w0 2 vi(tree) �wi

1 �wi
(4.3)

where �0 is the optimum fitness computed using Algorithm 4.1.
Note that the optimum fitness �0 depends on the topology built and therefore it

is related to the other tree properties such as the degree-bounding. The maximum
optimum fitness value corresponds to a tree organized in a star topology. In this case,
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every node has the highest ranked node as a parent. In contrast, the minimum optimum
fitness value corresponds to a tree organized in an ordered list.

Finally, the instability �() of a performance metric describes the variation of this
metric during a self-organization runtime period. Instability is calculated using relative
standard deviation. For example, instability �(�) of fitness � during a period of time ˆt is
defined as follows:

�(�) =
1
�

r
1

ˆt � 1

X
ˆt�1
t=0[�(t) � �]

2 (4.4)

Note that minimizing instability of a performance metric is a factor to detect the
convergence of self-organization according to this performance metric.

4.2 System Overview

This chapter introduces AETOS, the Adaptive Epidemic Tree Overlay Service. AETOS is
an overlay service that provides middleware-level self-organization capabilities in over-
lay networks to organize themselves in tree topologies with the properties of degree-
bounding, ordering, balancing and completeness illustrated in Section 4.1. Discovery,
structuring and coordination are crucial operations in such an overlay service. Dis-
covery is required to access the samples of agents such as their network address for
communication and weights with which their nodes are ranked. Structuring of ranked
nodes is crucial for a more informed selection of the parent and children for every node.
Finally, the parent-child bidirectional links cannot be established without coordination
because of the constraints that should be respected such as the degree-bounding of the
nodes and the weights with which each node is ranked. These are reasons that make
the levels of the ASMA architecture, illustrated in Chapter 3, relevant for the realization
of the AETOS overlay service.

Figure 4.4 illustrates the architecture of AETOS realizing the three levels of the ASMA
architecture. Note that this figure is not a redefinition of the architecture but a special-
ization of the main concepts defined in Figure 3.1. The discovery level in AETOS provides
a gossip-based dissemination and collection of discovered samples corresponding to the
aforementioned samples of agents. The discovery criteria are actual gossiping criteria
that parameterize the discovery level and inject the weights of the nodes that participate
in the tree self-organization. These samples together with the network addresses of the
agents are continuously exchanged in a gossip fashion. The discovered samples are the
actual agent samples provided to the structuring level that performs clustering. Agent
samples are clustered based on the proximity of their weights defined by an adopted
adaptation strategy. The structuring criteria contain an actual adaptation feedback and
other clustering criteria that parameterize the adopted adaptation strategy. Clustering
provides a search space from which candidate parents and children are selected. These
are the structured samples provided to the coordination level responsible for coordi-
nating the building and maintenance of the tree topology. The agents corresponding to
the candidate parents and children are contacted for the establishment of parent-child
links. If this negotiation is successful, the tree view is filled and is provided to appli-
cations as the organized samples. Finally, the organizational criteria are tree criteria
containing information about the graph properties of the built tree.
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Figure 4.4: The AETOS middleware architecture. The architectural levels, criteria and samples
realize the ones defined in ASMA as illustrated in Figure 3.1.

Figure 4.5 illustrates the main concept of how AETOS performs self-organization of
tree topologies. Each level of AETOS contains a view containing ranked agent samples.
Each view is filled incrementally by the view at the level below. Each peer of a network
has three views that correspond to layered overlay networks. The bottom overlay net-
work is defined by random samples of agents collected by the discovery level . These
random discovered samples become the input at the structuring level in which they
are clustered and form a clustered overlay network of candidate parents and children
based on the proximity of their weights. Finally, based on a selection scheme defined by
an adaptation strategy, such as the selection of the highest ranked agents, candidate
parents and children potentially fill the tree view.

A more detailed illustration of the functionality of each level follows in the next
sections.

4.3 Dissemination and Collection

The discovery level of AETOS is realized by the peer sampling service, a gossiping protocol
introduced by Jelasity et al. [2007]. This gossiping protocol is illustrated in Section 3.1.2
as a possible realization of the discovery level in ASMA. The intuition of this selection is
to position a highly connected and dynamic overlay network under the tree topologies
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Figure 4.5: Managing the weights of agents in three levels with their views forming three layered
overlay networks.

built and maintained by AETOS. This is crucial because of the sensitivity of trees in single
node and link failures that can easily disconnect the topology. An underlying dynamic
gossiping mechanism provides (i) a connected overlay network and (ii) the discovery of
agent samples required for the self-organization of trees.

The discovery level maintains the random view that is a list of limited size r contain-
ing the discovered samples. The discovered samples exchanged by the discovery level
in AETOS concern the network identifiers of the respective agents located in the peers
of a network, e.g., the IP address and the port number. For each unique identifier of
an agent, the weight wi of its node i is included in the discovered samples. Additional
information can be included such as a timestamp of this weight or the uptime of an
agent. These scenarios are discussed in Section 4.10.

4.4 Clustering

This section illustrates the cluster-based structuring performed in the structuring level
of AETOS. This level periodically selects and provides candidate parents and children to
the coordination level based on clustering criteria received by the coordination level .
Event generations of the structuring level in AETOS are time-based (line 1 of Algo-
rithm 3.7). This section shows how the input of agent samples is managed, enhanced
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and how these samples are clustered dynamically based on a number of introduced
adaptation strategies.

4.4.1 The input of the proximity view

Searching randomly for the parent and children of each node may not be a cost-e�ective
approach for the self-organization of tree topologies. In many cases, a metric based on a
proximity distance may be more e�ective. The proximity distance between a ranked node
i and its input node j provided by the discovery level is defined by their ranking distance
|wi � wj |. This computation indicates the proximity of the nodes. Discovered samples
are structured in an ordered list of limited size, the proximity view vi(proximity), based
on their ranking distance. Each proximity view vi(proximity) of a node i is virtually split
in two parts containing candidate parents and candidate children. The weight wi of a
node i is the reference point for this split: For example, nodes ranked higher than wi

are candidate parents and nodes ranked lower are candidate children. The maximum
size of the proximity view qi of a node i is controlled by the scaling factor f and is related
to the maximum number of children ki as follows: qi = f ⇤ (ki + 1). The scaling factor
determines the number of times the proximity view is larger than the tree view.

The proximity view has random samples of ranked nodes provided by the discovery
level of AETOS. The proximity view provides a smaller search space for nodes to select
a parent or child in closer proximity distance. Although clustering of random nodes is
possible, other methodologies can enhance the discovery speed. This section outlines
the T-MAN gossiping protocol [Jelasity et al., 2009]. Its impact on the performance of
AETOS is shown experimentally in Section 4.7.8. T-MAN is introduced in AETOS to im-
prove performance, i.e., higher convergence speed in the self-organization process, by
determining the proximity view with ranked nodes in closer proximity. Therefore, tree
building, balancing and ordering is more e�cient as defined in Section 4.1.2. Nodes in
T-MAN are clustered on the basis of proximity. Agents exchange their proximity views
with other agents in close proximity. T-MAN is relevant in the context of AETOS for three
reasons: (i) It is a decentralized self-organization mechanism. (ii) It performs organiza-
tion of nodes based on their ranking distance indicating their proximity. (iii) It requires
samples of ranked nodes that the architecture of ASMA defines and AETOS supports at
the discovery level . Although T-MAN is a generic topology management mechanism for
building and maintaining various topologies based on the ranking distance of nodes,
it is not generic enough to organize complex topologies such as the tree topologies il-
lustrated in Section 4.1 that have organizational constraints, e.g., degree-bounding,
acyclic paths during building, etc. Furthermore, T-MAN cannot guarantee a cycle-free
topology during self-organization.

Algorithms 4.2 and 4.3 illustrate the T-MAN functionality embedded in the adapt
and consume tasks of the structuring level . Note that the T-MAN functionality blocks
replace the optional blocks indicated in Algorithm 3.9 and 3.10 respectively. Further-
more, the event generations of T-MAN are periodic, meaning that the configure(out-
going criteria) (line 4 of Algorithm 3.7) is executed every fixed period of time. The
periodic executions are studied experimentally in Section 4.7.7.

The exchange of the proximity views between agents in close proximity is performed
using horizontal interactions of ASMA. Outgoing criteria and outgoing samples contain
the exchanged proximity views. The selectToCluster subtask selects the ranked
node with which the proximity views are exchanged and embeds the proximity view in
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Algorithm 4.2 T-MAN functionality embedded in the adapt task of the structuring level in AETOS.
Require: criteria
1: if criteria=incoming criteria then
2: incoming samples=getSamples(incoming criteria)
3: discovery criteria=structure(strategy, incoming samples)
4: configure(discovery criteria)
5: outgoing samples=selectToCluster(vi(proximity))

6: return outgoing samples
7: end if

Ensure: outgoing samples

Algorithm 4.3 T-MAN functionality embedded in the consume task of the structuring level in
AETOS.
Require: samples
1: if samples=incoming samples then
2: discovery criteria=structure(strategy, incoming samples)
3: outgoing samples=selectToCluster(vi(proximity))

4: outgoing criteria=getCriteria(outgoing samples)
5: return discovery criteria
6: end if

Ensure: discovery criteria

the outgoing samples respectively (line 5 and 3 of Algorithm 4.2 and 4.3 respectively).
More in-depth technical details about the operations of T-MAN are provided by Jelasity
et al. [2009]. The structure subtask (line 3 and 2 of Algorithm 4.2 and 4.3 respec-
tively) performs the building of the proximity view according to the adopted adaptation
strategy illustrated in Section 4.6.

4.4.2 Adaptations

The proximity view is not a simple static container of ranked nodes from which candidate
parents and children are selected based on static criteria. In contrast with the random
view and tree view, the proximity view is dynamic and its input is controlled by a number
of adaptations illustrated in this section.

The agent of node i includes in its proximity view nodes ranked in the range [0, wi)[
(wi, 1) by default. Restricting this space results in a more targeted search for candidate
parents and children given the limited size of the proximity view. Performing exclusions
of a range of weights from the default range of weights [0, wi) [ (wi, 1) is the approach
followed to limit this search space. Figure 4.6 illustrates the concept of such adaptations
applied in the range of ranked nodes in proximity view. Four types of adaptations are
applied:

• Reset : This adaptation defines the default range [0, wi) [ (wi, 1) of ranked nodes
in the proximity view. It is applied if the proximity view remains empty for a period
of time as a result of multiple upgrade and downgrade adaptations applied.

• Upgrade: This adaptation excludes nodes that are ranked with low weights in fa-
vor of the highly ranked nodes. The new range is defined as (wc` , wi)[(wp` , 1) with
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Figure 4.6: Adaptations in the range of ranked nodes in the proximity view: (a) reset adaptation,
(b) upgrade adaptation, (c) downgrade adaptation, (d) upgrade and downgrade adaptation.

c` and p` indexing a child and parent respectively based on which this reconfigu-
ration is defined. This adaptation results in potentially higher ranked candidate
parents and children provided to the coordination level of AETOS.

• Downgrade: This adaptation excludes nodes that are ranked with high weights in
favor of the low ranked nodes. The new range is defined as [0, wca )[ (wi, wpa ) with
ca and pa indexing a child and parent respectively based on which this reconfig-
uration is defined. This adaptation results in potentially lower ranked candidate
parents and children provided to the coordination level of AETOS.

• Upgrade and downgrade: This adaptation excludes the low and highly ranked
nodes and defines an in-between range from which candidate parents and children
are selected. This new range is defined as (wc` , wca ) [ (wp` , wpa ).

The purpose of adaptations is to improve the selections of candidate parents and
children provided to the coordination level for building and maintaining the tree topol-
ogy. The structuring criteria concerning the clustering of AETOS contain a positive or
negative feedback about the earlier provided candidate parents and children. This feed-
back is associated with the applied adaptations. For example, positive feedback can be
interpreted by the structuring level as selecting higher ranked candidate parents and
children than before and therefore, positive feedback is associated with an upgrade
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adaptation. Note that a ranked node, such as the wp` , wpa , wc` and wca in the above
examples is a reference weight based on which adaptations are performed and is also
part of the structuring criteria in AETOS.

Adaptations support more informed selections of candidate parents and children
provided to the coordination level . The proximity view is constrained to higher or lower
ranked candidate parents and children. The same approach can be applied for the
actual selections provided to the coordination level : Highly or low ranked candidate
parents and children may be preferred. Therefore adaptations and selections can be
combined in various schemes forming adaptation strategies illustrated in Section 4.6.

4.5 Building and Maintenance

The coordination level is responsible for building and maintaining the tree topology.
Self-organization is performed by coordinating parent-child links that respect the graph
properties of nodes, e.g., degree-bounding. The links of the organized tree topologies
should be bidirectional. For this reason, the agents of the coordination level contact the
respective agents of the candidate parents/children provided by the structuring level
to establish parent-child links that respect these properties. Links are established if
and only if they are mutually accepted between communicating agents. Furthermore, a
link can be removed by a connected node without mutual acceptance in favor of a new
link with another node. Mutual acceptance of a link corresponds to positive feedback
whereas rejection or removal of a link is negative feedback. This feedback is part of the
structuring criteria provided to the structuring level .

Furthermore, the agents of the coordination level are competitive and seek to connect
with the highest or lowest possible ranked parent and children. This requirement is
part of the organizational criteria and therefore it is abstracted from an actual factor
that influences the performance of an application. For simplicity, this chapter assumes
that the highest ranked nodes are preferred.

AETOS introduces peer-to-peer coordination based on four types of exchanged mes-
sages:

• Request : This message is sent to a candidate parent (parent request ) or candidate
child (child request ). It contains agent samples of the sender agent such as the
weight of its node and its network identifier. A request is sent if and only if the tree
view is not filled or the candidate parents and children provided by the structuring
level are ranked higher than the parents and children in the tree view.

• Acknowledgment : This message is an acceptance of a request . Given a parent
request , an acknowledgment is sent if the parent in the tree view is ranked lower
than the sender node of the parent request . Similarly, given a child request ,
an acknowledgment is sent if the children in the tree view are not all ranked
higher than the node of the sender node of the child request . The receipt of
an acknowledgment follows the filling of the tree with a new parent or child and
positive feedback to the structuring level . If these actions require the replacement
of a parent or child from the tree view, a removal message is sent to this parent
or child.

• Rejection: This message is denial of a request . For a parent request , a rejection
is sent if the parent in the tree view is ranked higher than the sender node of the
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parent request . Similarly, in case of a child request , a rejection is sent if the
children in the tree view are all ranked higher than the sender node of the child
request . The receipt of a rejection follows a negative feedback to the structuring
level .

• Removal : This message triggers deletion of a parent or child from the tree view.
In case of a receipt of a removal message, negative feedback is provided to the
structuring level .

Appendix A illustrates the communication algorithm of the agents in detail.

4.6 Adaptation Strategies

The structuring level of AETOS performs selection of ranked nodes within the adaptive
range of the proximity view based on two concepts:

• Selecting candidate parents only, candidate children only, or both: three selection
options

• Selecting the highest or lowest ranked candidate parents and children: two selec-
tion options

These selection options create 23 = 8 combinations. These combinations are the
adaptation strategies of AETOS and they are illustrated in Figure 4.7. Adaptation stra-
tegies provide (i) di�erent preference schemes of candidate parents and children and (ii)
di�erent schemes for the applicability of adaptations in the range of ranked nodes in
the proximity view as illustrated below:

• presbyopic: It defines the selection of the highest ranked candidate parents and
the lowest ranked candidate children in the proximity view. A positive feedback is
associated with an upgrade adaptation for the candidate parents and a downgrade
adaptation for the candidate children of the proximity view. In contrast, a negative
feedback corresponds to a downgrade adaptation for the candidate parents and
an upgrade adaptation for the candidate children.

• myopic: It defines the selection of the lowest ranked candidate parents and the
highest ranked candidate children in the proximity view. A positive feedback is
associated with a downgrade adaptation for the candidate parents and an upgrade
adaptation for the candidate children of the proximity view. In contrast, a negative
feedback corresponds to an upgrade adaptation for the candidate parents and a
downgrade adaptation for the candidate children.

• humble: It defines the selection of the lowest ranked candidate parents and chil-
dren in the proximity view. Positive feedback is associated with a downgrade
adaptation for the candidate parents and children of the proximity view. In con-
trast, negative feedback corresponds to an upgrade adaptation for the candidate
parents and children.
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Figure 4.7: The selection schemes of the adaptation strategies in AETOS.

• greedy: It defines the selection of the highest ranked candidate parents and
children in the proximity view. Positive feedback is associated with an upgrade
adaptation for the candidate parents and children of the proximity view. In con-
trast, negative feedback corresponds to a downgrade adaptation for the candidate
parents and children.

• top-down: It defines the selection of the highest ranked candidate children in
the proximity view. Positive feedback is associated with an upgrade adaptation
for the candidate children of the proximity view. In contrast, negative feedback
corresponds to a downgrade adaptation for the candidate children.

• bottom-up: It defines the selection of the lowest ranked candidate parents in
the proximity view. Positive feedback is associated with a downgrade adaptation
for the candidate parents of the proximity view. In contrast, negative feedback
corresponds to an upgrade adaptation for the candidate parents.

• top: It defines the selection of the highest ranked candidate parents in the prox-
imity view. Positive feedback is associated with an upgrade adaptation for the
candidate parents of the proximity view. In contrast, negative feedback corre-
sponds to a downgrade adaptation for the candidate parents.

• bottom: It defines the selection of the lowest ranked candidate children in the
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proximity view. Positive feedback is associated with a downgrade adaptation for
the candidate children of the proximity view. In contrast, negative feedback cor-
responds to an upgrade adaptation for the candidate children.

Note that the adaptation strategies are not aware of the actual graph properties
of an organized tree topology. For example, an adaptation strategy does not contain
any information about the degree-bounding or the completeness of the tree topology,
properties that are all handled in the coordination level . The adaptation strategies
are a number of generic, highly modular and customizable selection schemes for cou-
pling nodes. The actual utilization and adoption of these strategies define the resulting
topology that emerges from this coupling of nodes based on their proximity. In AETOS,
the utilization of an adaptation strategy is controlled by the feedback contained in the
structuring criteria. This feedback defines the applied adaptation in the proximity view.
The adoption of an adaptation strategy is performed as follows:

• Static adoption: An adaptation strategy is adopted as a system parameter. In this
case, an adaptation strategy is designed explicitly to serve the self-organization of
one or more specific topologies.

• Dynamic adoption: The adopted adaptation strategy changes dynamically during
system runtime. However, the decision for change is based on static criteria
selected empirically or based on some monitored parameters. For example, the
adopted adaptation strategy may change after some runtime period or after a
topology change, e.g., insertion of new nodes in the network.

• Emergent adoption: The adopted adaptation strategy changes dynamically dur-
ing system runtime based on the feedback provided by the coordination level .
This approach requires the definition and reasoning of transitions from the one
adopted adaptation strategy to another. For example, if the selection of candidate
parents and children based on the greedy adaptation strategy results in a negative
feedback, then a possible transition is the adoption of the humble strategy.

Note that the adopt subtask of Algorithm 3.9 realizes the adoption of an adaptation
strategy. Moreover, the selectToProvide subtask of the same algorithm adapts the
range of ranked nodes in the proximity view from which the candidate parents and
children are selected as defined by the adopted strategy. The structure subtask
of Algorithm 3.10 inserts in the proximity view the ranked nodes contained in the
discovered samples upon their weights belong in the range defined by the adopted
strategy. Finally, the eight adaptation strategies of AETOS are not the only strategies
that can be designed. Additional selection options of candidate parents and children
can be defined resulting in new adaptation strategies. The purpose of this chapter is
to introduce the concept of an adaptation strategy instead of illustrating an exhaustive
applicability of this concept.

4.7 Experimental Evaluation

AETOS is implemented and evaluated in Protopeer [Galuba et al., 2009], a prototyping
toolkit for distributed systems illustrated in Section 2.4. A concurrent implementation
of AETOS in the AgentScape simulation framework [Oey et al., 2010a] confirms the
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results of Protopeer. Table 4.1 summarizes the selected experimental settings. Note
that multiple values for a single parameter denote the tested variations of this parameter
in some of the illustrated experiments. The values depicted with bold are the default
ones.

Table 4.1: The experimental settings for the evaluation of AETOS. The bold values are the default
ones in the performed experiments.

Parameter Value
n 1500

t(AETOS) 400
T (AETOS) 1000
t0(AETOS) 6
w 2 [0, 1) random

AETOS

|v(ring)| 5
k 3, 4, 6, varied
z 2Coordination level

T (coordination level) 1000
q 30
f 6

strategy adoption static, dynamic
T (reset) 7, 15, 30

strategy adoption static, dynamic
T (reset) 2000, 3000, 5000, 1

T-MAN inclusion enabled, disabled
t0(structuring level) 6

Structuring level

T (structuring level) 100, 200, 250, 500, 1000
r 50

view selection policy swapper
view propagation policy push-pull

peer selection policy random
Discovery level

T (discovery level) 100, 200, 250, 500, 1000

A network of 1500 peers is simulated running AETOS for t(AETOS) = 400 epochs.
Every epoch lasts for T (AETOS) = 1000 ms. Protopeer initially bootstraps peers in a ring
topology. The bootstrapping time period is t0(AETOS) = 6 epochs and the size of the ring
view |v(ring)| = 5 for every peer. Every node of the tree topology is ranked with a random
weight w 2 [0, 1).

The coordination level defines the number of children k = 4. Other topologies with
k = 3, 5 and a random number k of 3, 4 or 5 children for each node of the tree topology
are evaluated. Furthermore, the coordination level sends z = 2 number of request
messages. If the adopted adaptation strategy includes both candidate parents and
children in the proximity view, the requests are one for each candidate type. Finally the
request messages are sent periodically every T (coordination level) = 1000 ms.

In the structuring level , the size of the proximity view is q = 30 with the scaling
factor5 chosen to be f = 6. The static and dynamic adoption schemes of adaptation
strategies are evaluated. Adaptations and the T-MAN mechanism are enabled and

5In the case that the number of children for each node is k = 4, the proximity view contains 6 candidate
parents and 24 candidate children as defined by qi = f ⇤ (ki + 1).
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disabled in some of the experiments. When adaptations are enabled, the reseting period
is chosen to be T (reset) = 3000 ms. The alternative values of 2000, 5000, and the
case of no reseting are examined. Moreover, when T-MAN is enabled, it runs with the
parameters m = 40, � = 20, l = 6. The role of these parameters is out of the scope of
this thesis and is illustrated by Jelasity et al. [2009]. Finally, the structuring level is
bootstrapped within t0(structuring level) = 6 epochs and its execution period is selected
at T (structuring level) = 200 ms. The alternative values of 100, 250, 500 and 1000 ms

are also examined.
The discovery level is realized by the peer sampling service [Jelasity et al., 2007].

The size of the random view is r = 50 and the execution period is T (discovery level) =
T (AETOS)/5 = 200 ms. Other values examined are 100, 250, 500 and 1000 ms. The
values of the ‘view selection’, ‘view propagation’ and ‘peer selection’ policies are selected
to maximize the randomness and dissemination speed of gossiping. More information
about these parameters are provided by Jelasity et al. [2007].

4.7.1 Evaluation outline

The evaluation of AETOS is based on the four performance metrics illustrated in Sec-
tion 4.1: connectedness �, connectivity �, fitness � and instability �(). These four
metrics represent the quality of the AETOS overlay service. The optimum fitness of a tree
for given graph properties is computed in a centralized fashion as illustrated in Algo-
rithm 4.1. Note that the experiments performed specifically focus on the convergence
of connectedness, connectivity and fitness during system runtime of t(AETOS) = 400
epochs. Furthermore, the instability of a performance metric is computed after the
system has converged to its average maximum value. The number of messages �(level)
generated by each level of AETOS is also computed as a measure of the communication
cost. Finally, qualitative comparisons are performed by visualizing the self-organized
tree topologies using the JUNG6 visualization library of O’Madadhain et al. [2005]. The
trees are visualized in a radial layout that depicts clearer the balancing and complete-
ness graph properties.7

Six aspects of AETOS are examined in the performed experiments:

1. The adaptation strategies.

2. The e�ect of adaptations.

3. The dynamic adoption of the adaptation strategies.

4. The periodical reset of the adaptations.

5. Tree topologies with di�erent graph properties.

6. The adjustment of periodical executions in the three levels of AETOS.

7. The e�ect of the T-MAN mechanism.

The rest of this section illustrates the experimental results for each of these aspects.
6Available at http://jung.sourceforge.net (Last accessed: May 2012)
7In the colored version on this thesis, the trees are visualized with blue and red nodes. The blue nodes

indicate the ones that form the main tree. In contrast, the red nodes represent the ones that are disconnected
from the main body of the tree.

62



4.7 Experimental Evaluation

4.7.2 Adaptation strategies

Figure 4.8 illustrates the convergence of connectedness for the eight adaptation stra-
tegies. For higher readability, the figures of this section that concern the adaptation
strategies are split in four subgraphs, (a)-(d), each showing the results of two adap-
tation strategies. The order represents the performance of the adaptation strategies,
starting from the adaptation strategy with the highest performance to the adaptation
strategy with the lowest one. The myopic, humble, bottom-up and top-down adaptation
strategies converge to the maximum connectedness of 1 within the first 40 epochs as
depicted in Figure 4.8a and 4.8b. The instability of connectedness in myopic and hum-
ble is approximately 0.002. For bottom-up and top-down, instability increases to 0.004
and 0.007 respectively. In contrast, the greedy, presbyopic, top and bottom adaptation
strategies follow in Figure 4.8c and 4.8d at a lower performance. More specifically,
greedy and presbyopic converge approximately 20 epochs slower and reach an average
connectedness of 0.82. Their instability is 0.029 and 0.026 respectively. Top is even
more ine�cient with an average connectedness of 0.54 and an instability of 0.067. The
bottom strategy does not converge and results in multiple disconnected parent-child
links.

(a) Myopic and humble. (b) Bottom-up and top-down.

(c) Greedy and presbyopic. (d) Top and bottom.

Figure 4.8: Convergence of connectedness for the adaptation strategies.

Figure 4.9 illustrates the convergence of connectivity for the eight adaptation stra-
tegies. The performance comparisons of this performance metric are similar with the
ones of connectedness. The myopic, humble, bottom-up and top-down of Figure 4.9a
and 4.9b converge to the maximum connectivity of 1 in fewer than 30 epochs. The
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instability of connectivity in these strategies is approximately 0. In contrast, presbyopic
and greedy in Figure 4.9c converge to an average maximum connectivity of 0.95 in ap-
proximately 40 epochs with an instability of 0.012. Despite the relative low connectivity
of the bottom adaptation strategy shown in Figure 4.9d, it converges to an average max-
imum connectivity of 0.85 and an instability of 0 in approximately 40 epochs. This is
because there is a significant number of parent-child links formed whose nodes remain
disconnected between each other. In other words, these links remain independent and
decoupled. Finally, top, also depicted in Figure 4.9d, achieves the lowest connectivity.
The average maximum connectivity is approximately 0.67 with an instability of 0.031.

(a) Myopic and humble. (b) Bottom-up and top-down.

(c) Presbyopic and greedy. (d) Bottom and top.

Figure 4.9: Convergence of connectivity for the adaptation strategies.

Note that the myopic, humble, bottom-up and top-down adaptation strategies that
achieve the highest connectedness and connectivity do not define highly ranked can-
didate parents in the proximity view of agents. Furthermore, bottom is ine�ective as
selection of the lowest candidate children is not consistent with the selection criteria
of the coordination level that defined a preference for the highest possible parents and
children.

Figure 4.10 illustrates the fitness of the tree topology built by each adaptation stra-
tegy. The performance comparisons show di�erent results in this case. Top-down and
myopic converge to the average maximum fitness of 0.95 in more than 150 epochs as
depicted in Figure 4.10a. The instability of their fitness is 0.007 and 0.008 respectively.
Therefore, these two strategies provide the highest fitness and the slowest convergence,
yet the fitness is higher than the fitness in the other adaptation strategies during this
convergence period. Humble and bottom, illustrated in Figure 4.10b, follow with an
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average maximum fitness of 0.87 and 0.86 respectively and instability of 0. These two
adaptation strategies converge in less time, approaching their maximum fitness in ap-
proximately 60 epochs. Figure 4.10c shows the results of presbyopic and greedy. The
average maximum fitness is 0.85 and 0.83 respectively, converging in approximately 40
epochs. Their instability is 0.011 and 0.018 respectively. Finally, the top and bottom-
up adaptation strategies of Figure 4.10d result in the lowest fitness of 0.72 and 0.65
respectively. Top converges in more than 100 epochs, whereas the bottom-up converges
in 30 epochs. In contrast to the bottom-up that has an instability of 0, the top has the
highest instability of 0.025.

(a) Top-down and myopic. (b) Humble and bottom.

(c) Presbyopic and greedy. (d) Top and bottom-up.

Figure 4.10: Convergence of fitness for the adaptation strategies.

Note that the bottom adaptation strategy achieves a relatively high fitness but low
connectedness and connectivity. This is because the highly ranked nodes are preferred
in the coordination level and therefore they connect with the lowest ranked nodes
resulting in robust parent-child links.

The communication cost of the discovery level and the structuring level is con-
stant and depends on the gossiping period of the peer sampling service and T-MAN
respectively. During the runtime of these 2 gossiping protocols, agents exchange pe-
riodically 2 messages in each case as both protocols are ‘push-pull’. Furthermore,
each gossiping protocol is executed 5 times during an epoch as T (discovery level) =
T (structuring level) = T (AETOS)/5 = 1000/5 = 200 ms. Therefore, the total number of
messages that an agent of the discovery level and the structuring level sends during an
epoch is 2⇤2⇤5 = 20 messages or �(discovery level)+�(structuring level) = 20⇤1500 =
30000 messages for the total number of these agents in the network. Results confirm
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these estimations.
In contrast, the communication cost of the coordination level is influenced by the

adopted strategy. Figure 4.11 illustrates the convergence of this communication cost.
All adaptation strategies converge in fewer than 40 epochs. In Figure 4.11a, the bottom-
up adaptation strategy minimizes the number of exchanged messages to 0 in 30 epochs.
At the same figure, the communication cost of the humble adaptation strategy consumes
2100 messages per epoch in average after its convergence. The instability of the commu-
nication cost is approximately 0.019. Myopic and bottom of Figure 4.11b converge to an
average maximum communication cost of 2600 and 4600 messages respectively. The
instability of the communication cost is 0.017 and 0.015 respectively. In Figure 4.11c,
presbyopic and top-down have a communication cost of 5300 and 5400 messages per
epoch with an instability of 0.018. Finally, greedy and top have the highest average
maximum communication cost of 5700 and 6300 messages and an instability of 0.017
and 0.02 respectively.

(a) Bottom-up and humble. (b) Myopic and bottom.

(c) Presbyopic and top-down. (d) Greedy and top.

Figure 4.11: Convergence of messages exchanged at the coordination level for the adaptation
strategies.

Figure 4.12 shows the optimally organized topology computed in a centralized fash-
ion as shown in Algorithm 4.1. Table 4.2 provides a visualization of the eight adaptation
strategies at four time points during convergence: 20th , 35th , 50th and 350th epoch.

Visually, the greedy and presbyopic adaptation strategies result in similar topologies:
Well balanced branches close to the root that become less balanced and less complete
close to the leaves of the tree. A few disconnected branches are present. The top adapta-
tion strategy has the e�ect of a large well balanced and connected branch disconnected
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Figure 4.12: Visualization of the optimally organized tree topology of 1500 nodes.

from a large number of smaller branches. Myopic, humble, and bottom-up result in sig-
nificantly better connected topologies that have, however, imbalanced branches. From
these three adaptation strategies, the imbalance of humble is the highest. Moreover,
the topology of top-down is organizationally the closest to the optimally organized tree
topology of Figure 4.12. Most branches are balanced and there is a minimum number
of disconnected nodes. Finally, the bottom adaptation strategy results in a forest with
a large number of disconnected trees without a distinction of the main tree (branch).

4.7.3 The e�ect of adaptations

The reset , upgrade and downgrade adaptations of the proximity view contribute signif-
icantly in the achieved performance of the adaptation strategies. Without adaptations,
meaning only performing selections and ignoring the feedback provided by the coor-
dination level to the structuring level , the connectedness, connectivity, and fitness
remain low with increased instability. However, communication cost decreases without
adaptations as fewer connections are negotiated in the coordination level .

For example, the achieved connectedness without adaptations is approximately 20%

lower for greedy and 10% lower for myopic compared with the case in which adaptations
are enabled in the system. Fitness is almost double for greedy and 20% higher for
myopic when using adaptations. In contrast, the communication cost with adaptations
increases 30% for greedy and more than double for myopic.

4.7.4 Dynamic adoption of the adaptation strategies

Section 4.7.2 shows that adaptation strategies result in performance trade-o�s. Moti-
vated by this observation, this section shows how adaptation strategies can be combined
to collectively achieve higher performance than each one individually. This section de-
scribes a number of possibilities rather than an exhaustive illustration of how adap-
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Table 4.2: Visualization of the adaptation strategies at four time points during the runtime of
AETOS: (i) 20th , (ii) 35th , (iii) 50th and (iv) 350th epoch.

20th Epoch 35th Epoch 50th Epoch 350th Epoch

presbyopic

myopic

humble

greedy

top-down

bottom-up

top

bottom

tation strategies can be adopted dynamically. Self-organization of a tree based on the
synergy of two or more adaptation strategies is referred to as hybrid adaptation strategy.

Hybrid adaptation strategies introduced in this section are based on the following
intuition. Certain adaptation strategies, such as top, greedy and presbyopic cannot
meet the requirement of building a fully connected tree. They also consume a high

68



4.7 Experimental Evaluation

number of messages without approaching the fitness of top-down or myopic. In contrast,
the bottom-up builds a fully connected tree at a minimum communication cost but with
significantly lower fitness than the aforementioned adaptation strategies. Therefore,
the possibility of combining the bottom-up with one of the other adaptation strategies
potentially results in a maximization of connectedness, fitness and a minimization of
the communication cost. This section experimentally investigates this intuition.

Three hybrid adaptation strategies are examined: (i) top#bottom-up ) hybrid-01,
(ii) greedy#bottom-up) hybrid-02, and (iii) presbyopic#bottom-up) hybrid-03. AETOS
is initiated with the former adaptation strategy in each case. After the 250th epoch, the
nodes that do not have a parent, therefore they are disconnected from the main body of
the tree, switch (#) to the bottom-up adaptation strategy.

Figure 4.13 illustrates connectedness, connectivity, fitness and communication cost
of the three hybrid adaptation strategies. Note that all hybrid adaptation strategies
inherit the property of a maximum connectedness and connectivity from the bottom-
up. After the 250th epoch, both metrics converge within a short time to the maximum
of 1.0 as depicted in Figure 4.13a and 4.13b. Note also the significant reduction of
the communication cost in Figure 4.13d. Hybrid-01 minimizes this cost to 0, whereas,
hybrid-02 and hybrid-03 continue generating approximately 700 and 1800 messages per
epoch respectively. Fitness has an increase of 10% and 8% for hybrid-02 and hybrid-03
respectively as shown in Figure 4.13c. However, this is not the case for hybrid-01 in
which adoption of bottom-up negatively influences the fitness by approximately 10%.

(a) Connectedness. (b) Connectivity.

(c) Fitness. (d) Number of messages generated by the coordi-
nation level of AETOS.

Figure 4.13: The performance of the hybrid adaptation strategies.
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Table 4.3 visualizes the three hybrid strategies at three di�erent points during run-
time: (i) On the 245th epoch, that is 5 epochs before bottom-up is adopted, (ii) on the
255th epoch, that is 5 epochs after the dynamic adoption of bottom-up and (iii) on the
380th epoch. This table shows clearly transitions of the adaptation strategy and their
e�ect. The disconnected branches are connected to the leaves of the main tree forming
a fully connected tree. The deterioration of fitness in hybrid-01 is explained by the long
‘lists’ of nodes attached at the bottom of the tree. This attachment is more uniform for
hybrid-02 and hybrid-03.

Table 4.3: Visualization of the tree topologies at three di�erent epochs for three hybrid strategies
on the (i) 245th , (ii) 255th and (iii) 380th epoch.

245th Epoch 255th Epoch 380th Epoch

hybrid-01

hybrid-02

hybrid-03

Note that hybrid adaptation strategies achieve a highly comparable performance to
top-down and myopic. Furthermore, they suggest additional performance trade-o�s. For
example, the hybrid-02 and hybrid-03 achieve a significantly lower communication cost
at a price of 3% � 5% lower fitness compared to top-down and myopic.

4.7.5 Reseting adaptations

The reset adaptation is applied to the proximity view if it remains empty for a period
of time. This is because multiple upgrade and downgrade adaptations applied may
restrict the range of ranked candidate parents and children to such an extent that
excludes all ranked nodes. This may be the case at the beginning of self-organization
in which temporary links that are removed later on a�ect the proximity view of other
nodes via the applied adaptations. In this case, the system is actually ‘trapped’ in a few
locally optimum parent-child links, leaving a large number of nodes isolated with an
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empty proximity view. Conditional and periodic reset adaptation solves this problem.
Experimental evaluation confirms this intuition. Without reset adaptations, con-

nectedness achieved with greedy remains lower than 0.45 for more than 160 epochs.
Fitness remains high as few links formed are highly robust with nodes close to the
root getting connected with the leaves of the tree in the respective optimum topology.
However, the di�erence is insignificant to claim an improved fitness in the case of no
adaptations in the proximity view. When T (reset) decreases to 5, 3 and 2 epochs, the
performance metrics converge fast as shown in Section 4.7.2.

Note that the experimental results also show that the lowest reseting period of
T (reset) = 2 epochs results in the highest communication cost as the probability of
sending parent and child requests to the same nodes increases when adaptations are
reset more frequently. For greedy, the communication cost is 2% higher for T (reset) = 2
compared with T (reset) = 5.

4.7.6 Tree topologies with di�erent graph properties

Three di�erent tree topologies are evaluated: (i) A 3-ary tree, (ii) a 5-ary tree and (iii) a
tree with randomly selecting 3, 4 or 5 children per node. These tree topologies represent
di�erent distribution of links among their nodes. An application that uses a 5-ary tree
may require higher computational and network resources in peers than a 3-ary tree,
e.g., bandwidth [Tan et al., 2005a]. Results show a clear trend for most of the adaptation
strategies. More levels result in a higher complexity meaning that the performance of
AETOS degrades as the size of the tree view decreases. Therefore, a 3-ary tree performs
worse compared to a 5-ary tree that has a fewer number of levels.

Table 4.4 illustrates performance results of the eight adaptation strategies for each
tree topology. Fitness, connectedness and connectivity of a 3-ary tree topology is lower
and their convergence slower for the presbyopic, myopic, humble, greedy, top-down, and
top adaptation strategies. However, the communication cost is higher for the 5-ary tree
in these adaptation strategies. For example the fitness for greedy is � = 0.77 on the
380th epoch for a 3-ary tree whereas for the 5-ary tree is � = 0.87. The respective
values for the rest of the adaptation strategies are � = 0.83 and � = 0.85 for presbyopic,
� = 0.85 and � = 0.88 for myopic, � = 0.89 and � = 0.98 for top-down, � = 0.7
and � = 0.74 for top. Similar trends appear for the connectedness, connectivity and
communication cost.

Finally note that the topology with random selections of 3, 4 or 5 children per
node performs comparable to the topology with a fixed number of 4 children per node
concluding that the e�ect of a random number of children per node is averaged.

4.7.7 Adjusting the periodical executions

Relative execution periods of the three levels in AETOS are crucial for the convergence
speed and performance of self-organization. For example, an adaptation applied in
the proximity view of the structuring level requires a period of time for updating the
candidate parents and children. This is because the three levels are decentralized and
interdependent within an overlay service. The update of the proximity view requires
some gossip exchanges at the discovery level to collect new discovered samples. For
this reason, the coordination level should not synchronize with its bottom levels.
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Table 4.4: Performance results of adaptation strategies for di�erent tree topologies: (i) k = 3, (ii)
k = 5 and (iii) k = rand(3, 4, 5). The values concern the (i) connectedness �, (ii) connectivity �,
(iii) fitness � and (iv) the number of messages �(coordination level). Each pair of values refers to
the 30th and 380th epoch of runtime.

presbyopic myopic humble greedy

k = 3
� 0.68, 0.81 0.99, 1.0 1.0, 1.0 0.67, 0.85
� 0.92, 0.94 1.0, 1.0 1.0, 1.0 0.9, 0.92
� 0.83, 0.83 0.82, 0.92 0.83, 0.85 0.76, 0.77
�(coordination level) 5116, 5101 2478, 2592 1968, 1920 5737, 5777

k = 5
� 0.82, 0.91 1.0, 1.0 1.0, 1.0 0.84, 0.88
� 0.93, 0.96 1.0, 1.0 1.0, 1.0 0.93, 0.96
� 0.84, 0.85 0.85, 0.95 0.84, 0.88 0.83, 0.87
�(coordination level) 5587, 5405 2430, 2598 2327, 2247 5575, 5683

k = rand(3, 4, 5)

� 0.78, 0.92 1.0, 1.0 1.0, 1.0 0.83, 0.88
� 0.95, 0.98 1.0, 1.0 1.0, 1.0 0.95, 0.95
� 0.84, 0.87 0.83, 0.92 0.84, 0.87 0.81, 0.83
�(coordination level) 5313, 5296 2557, 2605 2212, 2145 5643, 5665

top-down bottom-up top bottom

k = 3
� 0.31, 0.99 0.91, 1.0 0.33, 0.56 0.01, 0.02
� 1.0, 1.0 1.0, 1.0 0.58, 0.66 0.84, 0.84
� 0.8, 0.89 0.65, 0.65 0.64, 0.7 0.86, 0.86
�(coordination level) 5830, 5561 2, 0 6751, 6699 4329, 4234

k = 5
� 0.97, 1.0 0.5, 1.0 0.59, 0.68 0.02, 0.02
� 1.0, 1.0 1.0, 1.0 0.66, 0.72 0.87, 0.87
� 0.92, 0.98 0.61, 0.61 0.69, 0.74 0.81, 0.84
�(coordination level) 5708, 5551 0, 0 6411, 6232 4881, 4780

k = rand(3, 4, 5)

� 0.86, 0.97 0.83, 1.0 0.46, 0.6 0.02, 0.02
� 1.0, 1.0 1.0, 1.0 0.63, 0.68 0.88, 0.88
� 0.88, 0.94 0.65, 0.64 0.68, 0.72 0.84, 0.86
�(coordination level) 5793, 5612 4, 0 6539, 6360 4697, 4582

The experimental findings confirm this. If all levels are synchronized at 1000 ms, the
maximum average connectedness converges at 350th epoch for the greedy adaptation
strategy. However, the convergence speed increases proportionally to the maximum
performance for this adaptation strategy as the periodical execution of the discovery level
and structuring level decreases to 500, 250, 200 and 100 ms at a cost of a proportional
increase in the number of messages at these two levels. The number of messages
exchanged by the coordination level also increases by approximately 600 messages in
this range of periodical executions. This is because the proximity view is updated and
therefore, there are available candidate parents and children that are contacted for the
establishment of parent-child links. This trend is observed in the evaluation of all of
the adaptation strategies.
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4.7.8 The e�ect of T-MAN

T-MAN enhances clustering at the structuring level and therefore plays a crucial role
for the convergence speed of the performance metrics. For example, the connectedness
achieved by the greedy adaptation strategy without T-MAN is 10% less and its con-
vergence 200 epochs slower. Similarly, the fitness achieved with greedy by excluding
T-MAN is 2% less and 150 epochs slower. Because of the slower update of the proxim-
ity view, the communication cost in the coordination level is lower by 500 messages in
every epoch.

4.8 Evaluation Summary

The experimental results show that the top-down (� ⇡ 1, � = 1, � = 0.95), humble
(� = 1, � = 1, � = 0.87) and myopic (� = 1, � = 1, � = 0.95) adaptation strategies achieve
the highest performance with respect to connectedness �, connectivity �, and fitness
�. Convergence is achieved in fewer than 40 epochs except the fitness of top-down and
myopic that converges within a minimum of 150 epochs. The communication cost that
top-down imposes to the coordination level of AETOS is 5400 messages per epoch and is
the highest compared to humble and myopic that require 2100 and 2600 messages per
epoch respectively.

Adaptations of the proximity view positively influence connectedness, connectivity
and fitness but negatively influence communication cost up to 50% compared to the
case in which adaptations are not applied. Moreover, dynamic adoption of adaptation
strategies, e.g., hybrid-02 and hybrid-03, shows that maximum connectedness, con-
nectivity and fitness can be achieved at a minimum communication cost. Any single
adopted adaptation strategy results in lower performance. Reseting adaptations is cru-
cial to guarantee that the proximity view does not remain empty when the range of
ranked nodes in the proximity view is constrained. A higher frequency of resets re-
sults in a small increase of communication cost, i.e., 2% for greedy. In addition, the
results show a clear performance trend of AETOS in regards to the tree topology built:
AETOS performs worse when a tree is built by a higher number of levels/lower maximum
number of children k compared to a tree with fewer number of levels/higher maximum
number of children k. The performance di�erence for the connectedness, connectivity
and fitness metrics can reach up to 12% between the cases of a 3-ary and a 5-ary tree.

Finally, when the frequency of the periodical executions in the coordination level
decreases in relation to the periodical executions of the discovery level and structuring
level , the convergence of the performance metrics is significantly faster at a cost of a
proportionally higher communication rate in the discovery level and structuring level .
Note that T-MAN also contributes significantly to the convergence speed of AETOS by,
for example, a 200 epochs faster convergence for greedy.

4.9 Comparison with Related Work

In contrast to the application-level multicasting methodologies of Banerjee et al. [2003]
and Wang et al. [2010] that are based on central components for managing or boot-
strapping a tree overlay, AETOS is designed as an application-independent middleware
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for decentralized environments. Table 4.5 summarizes the related decentralized mech-
anisms discussed in this section. A more complete survey can be found in Pournaras
[2009]. Note that the comparison is mainly qualitative. AETOS contributes a more
generic, modular and reconfigurable self-organization of trees instead of performance
enhancements.

Table 4.5: An overview of related decentralized mechanisms to AETOS.

Self-organization Optimization Reconfigurability Applications

AETOS
gossiping,
clustering,
negotiation

degree-bounding,
ordering,

balancing and
completeness

three-level
modularity and

adaptation
strategies

generic

Choe et al. [2004] edge changes
degree-bounding

and diameter
minimization

- multicasting

Costa and Frey
[2005]

DHT mapping
and breadth-first

traversing
degree-bounding -

content-based
publish-subscribe

systems

England et al.
[2007]

minimum
spanning tree

algorithms, e.g.,
Bellman-Ford

algorithm

hop counting,
path weighting

trade-o�s by
weighted

optimization
metrics

sensor networks
and load

scheduling

Fei and Yang
[2007]

minimum
spanning tree

algorithms, e.g.,
Prim’s algorithm

degree-bounding,
proactive recovery

NATa/firewalls,
grandfathers-
siblings and

uncles-
granduncles
candidates

multicasting

Frey and Murphy
[2008]

negotiation
protocol and cycle

prevention
degree-bounding repair strategies generic

Jagadish et al.
[2005, 2006b]

join at first
available bottom

node
balancing

network
restructuring and

load-balancing

multi-dimensio-
nal data indexing,
exact and range

queries

Leitao et al.
[2007]

pull and lazy
push gossiping

strategies
hop counting

threshold-based
optimization and

gossiping
parameters

broadcasting

Tan et al. [2005a] leaf joins and
sift-up operations

bandwidth and
time based
ordering

frequency of
sift-up operations live streaming

Tang et al. [2005]

DVMRPb

mechanism over
random/proximi-

ty-based
gossiping

degree-bounding,
latency

dynamic
periodical
executions

group
communication

Yuan and Wei
Tsang [2004]

mesh-first
protocol and

top-down
construction

minimum
spanning and

shortest path tree

timer for parent
selection video streaming

a Network Address Translation.
b Distance Vector Multicast Routing Protocol.
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4.9 Comparison with Related Work

Related approaches follow a di�erent design approach in which self-organization
and tree optimization are designed based on the requirements of a specific application
type or domain. Tan et al. [2005a] introduce a combination of a bandwidth-ordered
and time-ordered tree overlay for streaming applications. The position of each node is
continuously evaluated and improved by calculating the ‘service capability contribu-
tion’ (SCC). This metric is the product of the outbound bandwidth of a peer and its age
(uptime) in the system. Based on the SCC metric, nodes are sorted by shifting parent-
children positions. In contrast, the nodes of AETOS are ranked with an abstract weight
value attributed by the utilization level responsible for the abstraction of application
criteria to application-independent weights of nodes. Furthermore, the SCC of Tan
et al. [2005a] is computed as the product of two independent metrics. This would not
be the case if more metrics with interdependencies are combined. For example, latency
experienced by peers may be related to their available bandwidth. Therefore, the two
metrics have a dependency that makes the estimation of a latency-aware SCC chal-
lenging. More knowledge about the underlying network infrastructure is required and
therefore more complexity in self-organization. This is the reason that AETOS decouples
application complexity from self-organization. The utilization level should be realized
to handle this complexity by associating the weights of the nodes with the performance
criteria for a specific application type.

One important aspect of comparison is the optimization of the topology self-orga-
nization. For example, the approaches of Leitao et al. [2007], Yuan and Wei Tsang
[2004], Choe et al. [2004] and Tan et al. [2005b] are limited to building a minimum span-
ning tree known to minimize latency in multimedia multicasting applications. However,
these approaches do not adopt any ordering process of nodes that could express the
heterogeneity of their performance profiles. AETOS does not explicitly optimize trees for
a given underlying network infrastructure. Nevertheless, it can provide such optimiza-
tion if it is instructed appropriately by the utilization level . Similar issues concern tree
overlays designed for optimizing distributed database queries, e.g., range queries. In
this case, trees act as indexing structures. Load-balancing for minimizing the computa-
tional load of peers is the optimization applied in this application type by Jagadish et al.
[2005], and Jagadish et al. [2006b]. However, note that this optimization is not relevant
for the time-ordered tree of Tan et al. [2005a] as it results in a load-imbalanced tree.
Di�erent applications require di�erent graph properties in the formed tree overlay net-
works. The same concept holds for trees that serve publish-subscribe systems [Costa
and Frey, 2005]. In contrast, AETOS achieves di�erent topological properties in the
formed trees transparently from applications. This is achieved by changing the organi-
zational criteria of the utilization level and adopting a di�erent adaptation strategy.

AETOS combines proactive and reactive features in its design concerning the re-
silience of the tree self-organization. Proactiveness is related to the (i) ordering of the
tree to minimize, for example, the impact of peer failures and (ii) the dynamic mainte-
nance of the random view and proximity view. These proactive features support and
serve the reactiveness of AETOS: The feedback provided by the coordination level and
the adaptation strategies that manage this feedback to improve self-organization and
meet the organizational goal. The combination of proactiveness and reactiveness is
one of the novel properties of AETOS. In contrast, the following related methodologies
introduce an explicit proactive or reactive mechanism for building tree overlays for a
specific application. Proactive mechanisms may come with a high communication and
computational cost. Fei and Yang [2007] introduce a highly proactive method for main-
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taining a minimum spanning tree for multicasting. Alternative back-up parents are
negotiated before departures of peers occur. Therefore, reconnections are rapid and the
tree becomes more resilient. However, the benefit of this high responsiveness comes
with a high bandwidth consumption. This proactive method pays back the high band-
width cost in case of frequent peer departures. If peer departures are rare, the system
experiences a significant bandwidth overhead without an actual benefit in the resilience
of the tree. Alternative proactive methodologies for tree resilience are evaluated by Bir-
rer and Bustamante [2007]. These methodologies are based on various schemes of
redundancy: (i) cross-link, (ii) in-tree and (iii) multiple-tree redundancy. However, re-
dundancy significantly increases the communication cost and the resources of peers. It
is also illustrated as a relevant solution for multicasting applications. Finally, proactive
and reactive components of the epidemic broadcast trees introduced by Leitao et al.
[2007] work in synergy to provide a fast tree construction and repair. However and in
contrast to AETOS, the proximity of nodes is not considered and the formed trees are not
ordered to express the heterogeneity of peers and their applications.

Most other related approaches [Tan et al., 2005a, Costa and Frey, 2005, Walters
et al., 2008, Jagadish et al., 2006b] are based on adaptation without the use of proactive
back-end mechanisms. Frey and Murphy [2008] propose a number of transformation
and rewiring strategies for reconnecting disconnected branches. The configuration of
tree connections is similar to the configuration which the coordination level of AETOS
performs. However, the adaptations of Frey and Murphy [2008] do not sort a tree or
control its graph properties required for an application.

AETOS is highly customizable as it is based on the generic and application-inde-
pendent ASMA architecture, composed of three continuously reconfigurable levels and
several adaptation strategies. The application-dependence of most of the related ap-
proaches unavoidably results in a low customization and optimization options. Some
of these approaches [England et al., 2007, Jagadish et al., 2006b, Leitao et al., 2007]
introduce additional costly protocols and management mechanisms to improve the cus-
tomization of self-organization in dynamic scenarios. For example, custom tree repair-
ing, load-balancing and decentralization mechanisms are some of them. Furthermore,
the periodical executions in the protocols of Leitao et al. [2007], Tang et al. [2005]
and Tan et al. [2005a] are limited to control or influence the convergence speed and
the consumed bandwidth in application-level multicasting. In contract, by customizing
inter-related periodical executions of the three levels of AETOS, performance is tuned as
shown in Section 4.7.2.

Exploration of multiple strategies for self-organization of trees is significantly limited
in related work. Frey and Murphy [2008] illustrate six repair strategies for trees. These
strategies are related to the satisfaction of application requirements, e.g., node degrees,
during parent-child reconnections in the tree. These strategies appear to influence the
tree topology in a similar way as the adaptation strategies of AETOS, for example, forming
lower or higher branches. However, compared to AETOS, there are two fundamental
di�erences: (i) The AETOS agents always respect the organizational criteria, such as the
maximum number of children. (ii) The adaptation strategies do not only concern the
tree repairs, but both the building and maintenance of trees. Therefore, the adaptation
strategies are integrated to a higher degree in the core self-organization of AETOS.
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4.10 Discussion and Future Work

Ranking nodes with numerical weights that abstract one or more blended application
criteria is possible for a wide range of application types as shown in Section 4.1 and 4.9
but not for every type. There could be several problems in ranking. Weights should
be independent meaning that if the weight of a node depends on the weights of other
nodes there is no linearity in the sorting process and therefore weight comparisons are
biased. Bahl et al. [2006] deal with this problem. Furthermore, several criteria are not
measurable or composed. For example, the availability or bandwidth of peers as an
application criterion is a measurable and comparable metric. However security is not
straightforward to measure and compose as illustrated by Müller-Quade and Renner
[2009]. Note that the weighting scheme of AETOS concerns only the nodes and not the
links between them. Various performance metrics deal with the links and not only
the nodes such as the latency in application-level multicasting. All of these issues are
interrelated and should be addressed in future work.

The weights of the nodes in the performed experiments are static, meaning that they
do not change during runtime. In case this assumption does not hold, there are various
approaches to satisfy the consistency of the tree ordering. For example, if changes of
the weights are synchronous, meaning that all weights change at the same time point,
self-organization process may be reinitiated. If changes of the weights are asynchronous
and infrequent, the a�ected parent-child connections may be simply dropped and the
coordination level of AETOS must guarantee that the new connections are coordinated
based on the up-to-date weights. If dropping connections is not a desirable approach,
alternative reactive mechanisms such as the one of Frey and Murphy [2008] may be ap-
plicable. Another solution is to use the ‘healer’ peer selection policy of the peer sampling
service in the discovery level [Jelasity et al., 2007]. This policy considers the age the
peers in the system. If the age represents the most recent weight of a node in the system,
then the discovery level disseminates and collects the most recently updated weights
resulting in more consistent parent-child connections. Finally, if changes are highly
frequent, weight averaging may by unavoidable to deal with the extreme communica-
tion cost that frequent adaptations originate in the self-organization process. Failures
of peers can be handled based on similar concepts [Vassilakis and Stavrakakis, 2010].

Adaptation strategies provide a level of abstraction, modularity and customization
in AETOS. Furthermore, they hide a significant level of detail on how the adaptations in
self-organization are performed. This results in a lower complexity at the coordination
level and a higher transparency than manual system parameterizations. Performance
trade-o�s can be explored using the adaptation strategies. For example, the top-down
adaptation strategy provides the highest fitness by consuming a large number of mes-
sages. In contrast, myopic achieves a comparable fitness by consuming fewer than
half of the messages of top-down. Similar performance trade-o�s can be explored by
enabling or disabling the adaptations in the proximity view. Dynamic adoption of adap-
tation strategies during runtime results in hybrid adaptation strategies that collectively
achieve a higher performance than the individual adaptation strategies of which they
are composed of. Emergent adoption of adaptation strategies and reasoning is part of
future work.

Adaptation strategies do not depend on the coordination level that is agnostic of
the built topology. Other types of topologies can be built if they are organized based
on the proximity of their nodes. Super-peer topologies [Yang and Garcia-Molina, 2003,
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Pournaras et al., 2008a] or distributed hash tables [Kaashoek et al., 2003] are examples
of such topologies.

The discovery level and structuring level generate a significant number of messages,
yet constant and controlled by the periodical gossiping executions. Note that these two
levels are generic and therefore their communication cost can be shared between di�er-
ent applications. For example, the peer sampling service maintains a highly connected
overlay network that could be used as a back-end for di�erent systems. If the compu-
tational or other resources of a host cannot support every level of AETOS, the peer could
provide a virtualization by deploying each level of AETOS on di�erent hosts.

4.11 Conclusions

This chapter concludes that AETOS is able to build and maintain complex self-organizing
tree topologies defined by several graph properties related to a wide range of application
requirements. Our experimental findings confirm the cost-e�ectiveness of AETOS by
introducing and measuring a wide range of generic performance metrics applicable for
various applications. Self-organization is designed as an overlay service in contrast to
other related methodologies that (i) provide a dedicated mechanism for an application
domain and (ii) study a subset of the graph properties introduced in this chapter.
The separation of organizational complexity in di�erent levels that follow the ASMA
architecture proves to be a modular and customizable design choice for this overlay
service. The adaptation strategies result in di�erent tree topologies by exploring di�erent
performance trade-o�s. The adaptation strategies can also be combined to compose
hybrid adaptation strategies with collective properties suggesting a new meta-level of
abstraction and reasoning in future work.
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Chapter 5

The Dynamic Intelligent
Aggregation Service*

“These (elements) never cease changing place continually, now being
all united by Love into one, now each borne apart by the hatred
engendered of Strife, until they are brought together in the unity of
the all, and become subject to it."

Empedocles1

The increasing scale and decentralization of complex distributed systems and appli-
cations results in an information gap: Agents, with partial knowledge about a system,
require the local availability of collective and summarized knowledge about the state of
the whole system to perform decision-making, adapt the execution of their tasks and
meet global application objectives. Therefore, aggregation of information becomes a
crucial requirement to acquire such collective and summarized knowledge for a wide
range of distributed applications. For example, aggregation is used to locate paths of
trustworthy service providers as illustrated by Wang and Singh [2006]. Aggregation is
widely used as a core operation for managing and reducing the energy consumption in
sensor networks. Baek et al. [2004] and Boulis et al. [2003] study aggregation in this
application domain. Aggregation for the stabilization of energy consumption [Pournaras
et al., 2010c, 2009b] in Smart Power Grids is investigated in Chapter 6.

Centralized computation of aggregation functions is straightforward as the whole
set of information is available in one location. However, centralized aggregation is not
always an option for reasons that may concern scalability or privacy. This chapter fo-
cuses on the challenging problem of decentralized aggregation of information distributed
across the peers of a network. Aggregates are computed locally by agents in every peer
in a network2. Communication, storage and processing costs are fundamental issues

1Original Greek text quoted [Fairbanks, 1898]: «��� ����� ���������� ���µ����� ����µ� �����, ������ µ��
�������� �������µ��� ��� �� ������, ������ �� �� ���� ������ �����µ��� ������� �����, ����� �� µ�� �� ��
������� µ�µ����� ������� ��� ����� ��������� ���� ������ �����������.» - �µ��������

2Note that the result of these computations actually represents estimations of aggregates as distributed
environments are typically not deterministic.

*This chapter is based on a submitted journal paper [Pournaras et al., 2013a].



The Dynamic Intelligent Aggregation Service

that challenge the design of a generic overlay service for decentralized aggregation.
This chapter introduces DIAS, the Dynamic Intelligent Aggregation Service to address

the following four aspects and limitations of decentralized aggregation:

• Lack of abstraction in the computation of di�erent aggregation functions. Di�erent
methodologies [Jelasity et al., 2005, Kempe et al., 2003, Nath et al., 2008] have
been introduced for specific aggregation functions or classes of functions as a
result of this drawback.

• Lack of abstraction in the use of di�erent routing mechanisms. Most aggregation
methodologies [Jelasity et al., 2005, Kashyap et al., 2006, Kempe et al., 2003] are
actually information routing mechanisms for the computation of specific aggrega-
tion functions, e.g., tree topologies or information di�usion.

• Lack of adaptations in computed aggregates when agent information changes.
Related methodologies [Jelasity et al., 2005, Kashyap et al., 2006, Kempe et al.,
2003, Nath et al., 2008] either assume static information or perform expensive
recomputations.

• Influence in accuracy in case of duplicate information [Haridasan and van Re-
nesse, 2008] routed over an unstructured (irregularly organized) overlay net-
work or when the local information of the agents changes [Nabeel Ahmed, David
Hadaller, 2006].

DIAS is an overlay service designed according to the ASMA architecture illustrated in
Chapter 3. It is realized as a generic, agent-based and decentralized middleware for dy-
namic aggregation based on a holistic approach: availability of distributed information
in every peer of the network that enables the simultaneous computation of almost any
aggregation function. Multi-level discovery, classification and aggregation of the dis-
tributed information in the network, as defined by ASMA, make this holistic approach
possible.

DIAS is based on the concept of aggregation membership. Aggregation member-
ships are aggregation information derived and abstracted from the explicit distributed
aggregation values. For example, an agent has memberships of other agents whose
information is aggregated. Complementarily, an aggregate of an agent has member-
ships of the aggregated information in other agents. This chapter shows that such
implicit information can be locally and e�ciently stored in probabilistic data structures
known as the bloom filters [Bloom, 1970, Brodera and Mitzenmacher, 2004, Dillinger
and Manolios, 2004].

A known problem of bloom filters is that of false positives [Bloom, 1970]. A false
positive incorrectly denotes that a membership exist when it actually does not. DIAS is
able to detect inconsistencies such as duplicate and outdated information under the
e�ect of false positives generated by bloom filters. This chapter shows how detection
is possible by mutually checking the memberships between the remote agents of DIAS
without introducing additional communication. Experimental evaluation illustrates the
e�ciency and performance trade-o�s of DIAS. High accuracy is achieved under a range
of aggregation and resource-constrained settings.

This chapter is outlined as follows: Section 5.1 illustrates the problem description
in depth. Section 5.2 outlines the architecture of DIAS based on the ASMA architecture.
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5.1 Problem Description

Section 5.3 introduces the model of dynamic aggregation in DIAS. Section 5.4 shows the
realization of the discovery level in DIAS. Section 5.5 illustrates the classification process
in the structuring level of DIAS based on the concept of aggregation memberships.
Section 5.6 outlines the computation of aggregates in the coordination level of DIAS.
Section 5.7 follows with a realization of the aggregation memberships based on the
probabilistic data structures of bloom filters. Section 5.8 evaluates the performance
of DIAS under various experimental settings. Section 5.9 summarizes this evaluation.
Section 5.10 compares DIAS with related methodologies. Section 5.11 discusses the
approach of DIAS and outlines future work. Finally, Section 5.12 concludes this chapter.

5.1 Problem Description

Assume an overlay network of nodes, all having an aggregation value representing the
state of a (application) parameter. These nodes acquire the computation of a set of
aggregates3. Decentralized aggregation is defined in this chapter as the computation of
aggregation functions (aggregates) by all of the nodes of an overlay network that have
as an input the total aggregation values of all the nodes in this overlay network.

A generic overlay service for aggregation should perform decentralized aggregation
for a wide range of distributed applications. This is challenging as most distributed
aggregation systems experience the following four limitations:

1. Function-dependence: Distributed applications may require the computation of a
wide range of aggregation functions. Average, summation, maximum and minimum
are common numerical aggregation functions. Textual and rule aggregation are
more complex. Aggregation functions share di�erent mathematical properties as
shown by Calvo et al. [2002] and, therefore, their computational requirements
may vary significantly. Due to this reason, di�erent aggregation methodologies
have been developed for specific aggregation functions or classes of aggregation
functions. Most existing aggregation methodologies are function-dependent and
have limited applicability.
For example, Jelasity et al. [2005] propose an aggregation methodology based
on gossiping. This methodology calculates the average function as an iterative
variance reduction algorithm over the values of nodes in an overlay network.
Nonetheless, the count operator that estimates the number of participating nodes
cannot be calculated without additional protocol complexity. The summation oper-
ator is derived by the product estimation of average and count and therefore, two
instances of gossiping protocols are required. Similar issues are raised by Kempe
et al. [2003] together with inaccuracy issues when there are failures in the net-
work. Note that although gossiping protocols provide highly robust information
routing, robustness in the accuracy of aggregation is not guaranteed.

2. Routing-dependence: The variance reduction algorithm applied in the aggregation
approach of Jelasity et al. [2005] requires gossiping communication between peers
in a network. Information di�usion based on which distributed aggregation is per-
formed in the approach of Kempe et al. [2003] also depends on a similar gossiping

3Aggregates should be relevant to the distributed aggregation values. This means that the information type
of the aggregation value, e.g. numerical or textual, matches with the input information type of the aggregation
functions that compute these aggregates.
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protocol. Aggregation over structured topologies, such as trees, relies on multi-
casting. Replacing the routing mechanism of an aggregation methodology with
a di�erent one can make aggregation cost-ine�ective if not totally infeasible and
inaccurate. For example, tree aggregation requires unique paths between nodes
in an overlay network to avoid double-counting. This requirement is not satisfied
in unstructured (random) overlay networks maintained by gossiping protocols.
Therefore, most aggregation methodologies are designed in line with the prop-
erties, strengths and constraints of the routing mechanism selected to support
them.

3. Static aggregation values: The aforementioned gossiping and tree aggregation
methodologies assume that aggregation values in nodes do not change during ag-
gregation. However, these values may change and be derived from a continuous
or discrete domain of values. Speed of change matters. Distributed aggregation
schemes may be infeasible if aggregation values are highly dynamic. Investigating
the degree of tolerable changes in the aggregation values of nodes is crucial for a
dynamic aggregation system. Updating aggregates with new aggregation values is
potentially a more cost-e�ective solution than performing expensive recomputa-
tion.

4. Inaccuracies: Inaccuracies are estimations of aggregates with significant deviation
from the actual aggregates. Two types of inaccuracies are studied: (i) double-
counting and (ii) outdated aggregation values, i.e., values that have changed dur-
ing runtime. In duplicate-sensitive aggregation functions, such as summation,
summing aggregation values twice results in an inaccurate aggregate. The same
holds if aggregation values of nodes in an overlay network change dynamically
during system runtime. Aggregates require adaptation to converge to their most
recent actual values. Other inaccuracies related to network uncertainties, fault-
intolerance etc. are not the focus of this thesis and are usually related to the
adopted routing mechanism [Kennedy et al., 2009].

The above limitations appear to a certain degree in most of the existing aggregation
approaches of Nabeel Ahmed, David Hadaller [2006], Artigas et al. [2006], Haridasan
and van Renesse [2008], Jelasity et al. [2005], Kashyap et al. [2006], Kempe et al.
[2003], Nath et al. [2008] and are mentioned in the related surveys of Chitnis et al.
[2008], Fasolo et al. [2007], Kennedy et al. [2009], Rajagopalan and Varshney [2006],
Sang et al. [2006] and Weise et al. [2008]. These approaches and their limitations
are discussed and compared in detail in Section 5.10. Motivated by these issues, this
chapter focuses on the problem of designing an e�cient overlay service for dynamic,
accurate and decentralized aggregation decoupled from a specific routing mechanism
and aggregation function.

5.2 System Overview

This chapter introduces DIAS, the Dynamic Intelligent Aggregation Service. DIAS is a
middleware overlay service that computes aggregation functions from an input set of
continuously changing aggregation values distributed in every peer of a network. Fig-
ure 5.1 illustrates the architecture of DIAS as an overlay service realization of ASMA.
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5.2 System Overview

Figure 5.1: The DIAS middleware architecture. The architectural levels, criteria and samples
realize the ones defined in ASMA as illustrated in Figure 3.1

Agents, as defined in Section 2.3, represent the three levels of DIAS and act as ag-
gregators and disseminators. These three agents, within a peer, provide aggregation
values to the agents of other peers and consume aggregation values from them. This
setting is the most challenging in matter of performance as the maximum communi-
cation, storage and computational cost is experienced by every peer in the network.
However, note that in practice, applications may not require all agents to disseminate
and aggregate values. Section 5.11 discusses this issue in more detail.

The discovery level4 of DIAS is responsible for gossip-based dissemination and collec-
tion of the aggregator samples. Disseminators gossip aggregator samples to locate the
agents to which the aggregation values need to be sent. Gossiping can be continuously
parameterized by gossiping criteria as illustrated in Section 3.1.2.

The discovered aggregator samples are provided to the structuring level in which
they are classified. Each disseminator classifies the received aggregators into three
possible classes: (i) exploited, (ii) unexploited and (iii) outdated. These classes indicate
if the aggregation value of a disseminator has been aggregated before by the classified
aggregators, if it has not been aggregated or if an earlier (outdated) aggregation value
has been aggregated that has changed. Classification is performed based on histori-

4The discovery level of DIAS, similarly to AETOS, uses the gossiping mechanism of the peer sampling ser-
vice [Jelasity et al., 2007].
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cal aggregation information that indicates membership of an aggregation value in the
computed aggregates. Unique membership of an aggregation value in aggregates is the
minimum information required to decide if this value is new, outdated or duplicate in
aggregation. Memberships are the result of remote interactions between remote agents
of the structuring level . The structuring level provides to the coordination level con-
tact information of possible aggregators to which aggregation values can be aggregated.
DIAS is able to tune discovery of new aggregation values instead of updating the existing
aggregated values and the other way around. These are the adaptation strategies of
DIAS and are configured by the classification criteria provided by the coordination level .

Finally, the coordination level interacts with the remote aggregators to exchange ag-
gregation values. These overlay interactions have two possible semantics: exploitation
of a new aggregation value or update of aggregates with the most recent aggregation
value. A number of aggregates are computed and delivered to the applications as de-
fined by the aggregation criteria.

DIAS addresses the limitations illustrated in Section 5.1 at a cost of higher communi-
cation overhead compared to related methodologies that specialize in specific aggrega-
tions functions or routing mechanisms [Jelasity et al., 2005, Nath et al., 2008]. As most
of these limitations are related to a lack of abstraction, modularity and customization
of the aggregation mechanisms, DIAS is designed based on the ASMA architecture that
splits the complexity of dynamic decentralized aggregation into three self-organization
levels.

Memberships of DIAS are the means to detect inaccuracies such as double-counting
and outdated aggregation values. However, a decentralized system cannot explicitly
store memberships of all aggregation values locally in each peer. This approach is
neither scalable, e�cient nor decentralized. To overcome this challenge, this chapter
introduces probabilistic data structures for management of memberships, bloom filters,
illustrated by Brodera and Mitzenmacher [2004]. Bloom filters provide tremendous
space savings at a cost of false positive memberships. DIAS, however, is able to de-
tect false positive inconsistencies and, therefore, maintain a high accuracy level in the
computed aggregates without introducing additional communication cost.

The routing requirements of DIAS are restricted to information dissemination and
information collection as shown in Figure 5.1. The discovery level of ASMA can be
realized with di�erent mechanisms as discussed in Section 3.1.2. DIAS computes aggre-
gation functions based on e�cient local availability of all of the dynamically changing
aggregation values in the network. If aggregators can locate the whole sample of aggre-
gation values e�ciently, di�erent aggregation functions can be computed regardless of
the data type stored, e.g., numerical or textual.

5.3 Modeling of Dynamics

This section introduces a model for aggregation of states. A state represents a (aggre-
gation) value of an application parameter at a specific point in time. The state of an
application parameter changes during runtime. Decentralized aggregation computes
aggregation functions that receive as input the states of di�erent peers. All aggregated
states in each peer correspond to the same application parameter.

Assume that n peers of DIAS form an aggregation overlay network of n nodes. Each
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node i contains an aggregator Ai and a disseminator Di
5. Each of these nodes contains

a selected state s0i that is the one to be aggregated in all nodes. During each runtime
iteration, selected state s0i can be equal to one and only one state from a finite number v
of locally unique possible states s0i = s0

i |s1
i |...|sv�1

i . For example, in a movie recommender
system, movies are ranked with one to five stars. The number of stars are the possible
states and an actual ranking of a movie is the selected state. Note that two possible
states in di�erent nodes may have the same value but not in a single node. As the
selected state changes, an earlier selected state is indicated as ŝi .

The system goal is the aggregation f(s00, s01, ..., s0n�1) of all of the selected states in
the overlay network during an aggregation phase. An aggregation phase is defined as
the time period in which the selected states may change but the set of possible states
remains the same. During an aggregation phase, the aggregates change continuously
as a result of changes in the local selected states. Aggregation does not converge to a
single value but rather to a distribution of aggregates over time.

Section 5.11 discusses the applicability of this model in distributed applications.

5.4 Dissemination and Collection

Decentralized aggregation requires the means to access all of the locations of aggrega-
tors that acquire the selected states of disseminators. Dissemination and collection of
aggregator samples via gossiping provide lookup in a distributed environment. An ag-
gregator sample contains the network peer identifier of this aggregator, e.g., IP address
and port number. Each agent of the discovery level maintains a random view of size
r with aggregator samples that are continuously updated via the gossiping protocol of
the peer sampling service [Jelasity et al., 2007]. The realization of the discovery level is
illustrated in Section 3.1.2.

Introducing a highly connected and dynamic overlay network provides higher avail-
ability of the aggregation values. Furthermore, continuous update of the random view
enables the discovery of aggregation values that have changed.

5.5 Consistent Aggregation Sessions

The purpose of the structuring level in DIAS is to provide aggregators to the coordination
level that guarantee consistent aggregation sessions.

An (unidirectional) aggregation session concerns (re)computation of the aggregates
by an aggregator Aj after the receipt of a selected state from a remote disseminator Di .
If (re)computation occurs in both aggregators of nodes i and j, this aggregation session
is bidirectional.

An aggregation session is consistent if the input selected state of performed (re)co-
mputation by an aggregator Aj is not (i) a duplicate or (ii) an outdated selected state
that has now changed. A consistent aggregation session between an aggregator Aj and
a disseminator Di is mutually satisfied if and only if the following conditions hold:

• The disseminator Di disseminates for first time (i) its selected state, or (ii) its
updated selected state to the aggregator Aj.

5Recall from Section 5.2 that this is the most challenging performance setting resulting in the maximum
communication, storage and computational complexity.
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• The aggregator Aj aggregates for first time (i) the selected state, or (ii) the updated
selected state of the disseminator Di .

An inconsistent aggregation session usually results in inaccurate aggregates. Note
that double-counting does not always result in inaccuracies as some aggregation func-
tions are insensitive to duplicates, i.e., maximum or minimum. However, duplicates cause
additional communication and processing overhead in hosts. For this reason, this
chapter treats inconsistent aggregation sessions as subject of prevention.

Selecting aggregators that result in consistent aggregation sessions requires some
form of history information about the past aggregation sessions performed. This section
introduces the concept of aggregation memberships and their use to classify aggregators
in the outdated, exploited and unexploited classes. Beyond consistency, this classification
provides the option to perform the update of aggregates in favor of (i) changing (outdated)
aggregation values or (ii) unexploited aggregation values. These two options distinguish
the two adaptation strategies of DIAS.

5.5.1 Aggregation memberships

This section illustrates the concept of aggregation membership. Assume a sample of
aggregation values that each becomes an input in an aggregation function during an
aggregation phase. If an arbitrary aggregation value is selected from the whole sample
at an arbitrary time point during this aggregation phase, this aggregation value has
a probability of membership in the computed aggregates. Aggregation membership
Mgroup(member) of a certain ‘member’ to a certain ‘group’ is either positive or negative.

This concept can be applied to the aggregation dynamics illustrated in Section 5.3.
Each agent of the structuring level in a peer i stores unique identifiers of possible states
S

0
i , ..., S

v�1
i corresponding to the actual possible states s0

i , ..., sv�1
i . Respectively, S

0
i and

ˆ

Si refer to the unique identifiers of the selected s0i and outdated ŝi state in peer i. The
structuring level stores a representation of the local states, their unique identifiers,
and the coordination level stores the actual states, e.g., numerical or other type. The
structuring level also uses the local unique peer identifier to map the local aggregator Ai

and disseminator Di . Therefore, Ai = Di . The following four aggregation memberships
are defined in a unidirectional aggregation session between an aggregator Aj and a
disseminator Di in two peers i and j:

Membership 1 (M
Di (Aj)). Membership of an aggregator in a disseminator.

A disseminator Di stores the identifier of an aggregator Aj to which it has dissemi-
nated its selected state at least once during an aggregation phase.

Membership 2 (M
S

u
i
(Aj)). Membership of an aggregator in a possible state.

A disseminator Di stores the identifier of an aggregator Aj for each possible state
identified as S

u
i aggregated by this aggregator.

Membership 3 (M
Aj (Di)). Membership of a disseminator in an aggregator.

An aggregator Aj stores the identifier of a disseminator Di from which it has aggre-
gated its selected state at least once during an aggregation phase.

Membership 4 (M
Aj (S

0
i )). Membership of a selected state in an aggregate.
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An aggregator Aj stores the identifier of a selected state S

0
i aggregated from a dis-

seminator Di .
Figure 5.2 illustrates the aggregation memberships of DIAS stored in the structur-

ing level . Aggregation memberships can be used as follows: Assume an aggregation
session between disseminator Di that sends its selected state S

0
i and aggregator Aj

that receives this state. Disseminator Di knows if aggregator Aj aggregates its selected
state S

0
i for first time by checking aggregation membership M

Di (Aj). Furthermore, Di

knows if Aj has aggregated a di�erent possible state earlier by checking all aggregation
memberships M

S

u
i
(Aj). Respectively, aggregator Aj knows if it has aggregated a selected

state from disseminator Di by checking aggregation membership M
Aj (Di). Moreover, Aj

knows if the specific selected state S

0
i has been aggregated earlier by checking aggrega-

tion membership M
Aj (S

0
i ). Therefore, both (i) duplicate and (ii) outdated selected states

can be detected between an aggregator and a disseminator and the consistency of an
aggregation session is satisfied.

Figure 5.2: The aggregation memberships of DIAS.

Explicit storage of aggregation memberships in the agents of the structuring level is
not a scalable and decentralized solution. Furthermore, in practice, aggregation mem-
berships represent two mutual conditions resulting in information redundancy: Both
aggregators and disseminators store membership information about their in-between
aggregation. Section 5.7 shows how this redundancy is exploited in an e�cient model
realization of aggregation memberships based on bloom filters.
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5.5.2 Classification

Classification performed in the structuring level is based on an aggregation pool con-
taining three aggregation views. These views are queues of a limited size in which
aggregators are classified. Three aggregation views are defined in the aggregation pool:
(i) exploited, (ii) unexploited and (iii) outdated. The exploited aggregators of a disseminator
Di are the ones that have aggregated its earliest selected state s0i . The unexploited aggre-
gators of a disseminator Di are the ones with which a consistent aggregation session
has not been established and therefore, Di has not provided any of its selected states to
these aggregators. Finally, the outdated aggregators of a disseminator Di are the ones
that have aggregated a selected state of this disseminator earlier but since then this
selected state has changed. Aggregation views are used as a bu�er and have a limited
size to allow scalability and decentralization. Indicating size examples are examined in
Section 5.8.4 and 5.8.5.

Figure 5.3 illustrates the classification of an aggregator Aj in the aggregation pool
based on the aggregation memberships M

Di (Aj) and M
S

0
i
(Aj) of a disseminator Di . When

Aj is received by the discovery level , the structuring level executes a membership query
M

Di (Aj) that indicates if a consistent aggregation session has been performed between Aj

and Di . If membership is negative, aggregator Aj is classified as unexploited. Otherwise,
if membership is positive, the next membership query M

S

0
i
(Aj) is performed to indicate

if aggregator Aj has computed in its aggregates the most recent selected state S

0
i . If

this membership is positive, aggregator Aj is exploited (duplicate aggregation value),
otherwise, aggregator Aj has computed an earlier selected state of Di and therefore Aj

is classified as outdated.
If the selected state of disseminator Di changes, the aggregation pool requires rear-

rangement. Aggregators contained in the exploited view before the change of the selected
state move to the outdated view. In contrast, aggregators contained in the outdated view
before the change of the selected state are queried again (M

S

0
i
(Aj)) and are classified

as outdated or exploited according to Figure 5.3. As a result of this querying, the ag-
gregation pool remains consistent and adapts instantly after a change of the selected
state.

Note that the classification of aggregator samples in the aggregation pool realizes
the structure subtask of Algorithm 3.10 in the ASMA architecture.

5.5.3 Adaptation strategies

A consistent aggregation session is established with either an unexploited or an outdated
aggregator. The choice of the one over the other is related to aggregation dynamics, for
example, speed of changes of the selected states and participant peers in the network.
Priority can be given to aggregation sessions established with unexploited or outdated
aggregators as defined by the structuring criteria received from the coordination level .
These two options are the two adaptation strategies of DIAS and are referred to as
exploitation and update respectively.

exploitation is a more relevant adaptation strategy if selected states do no change
often and the aggregates still converge to their actual values, for example, at the begin-
ning of aggregation or during network scaling with new peers. In contrast, update is
more relevant for steady size of networks and when aggregates have converged to the
actual values. Changes of the selected states after convergence require adaptations of
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Figure 5.3: Classification of aggregators in the aggregation pool.

aggregates.
Selection of aggregators from the aggregation pool is conditional to the availability

of aggregators in the class of preference for each adaptation strategy. This means that
if exploitation is adopted but the unexploited view of the aggregation pool is empty,
then outdated aggregators are selected corresponding to the selections of the update
adaptation strategy. The same holds if the update adaptation strategy is adopted and
the view of outdated aggregators is empty: unexploited aggregators are selected. To this
extent, the adaptation strategies of DIAS can be considered to be dynamic.

The adaptation strategies of DIAS realize the selectToProvide subtask of Al-
gorithm 3.9 in the ASMA architecture. The returned structured samples contain the
selected aggregators and their class that is unexploited or outdated. Adoption of an
adaptation strategy, realized by the adopt subtask of Algorithm 3.9 in the ASMA archi-
tecture, can be static, e.g., a system parameter contained in the classification criteria,
or dynamic during system runtime. For example, the adopted adaptation strategy may
change based on some monitored parameters or based on a time period that the aggre-
gates do not change significantly.

5.5.4 Aggregation session

An aggregation session requires remote interactions between the aggregators and the
disseminators of two peers i and j to guarantee its consistency. Figure 5.4 illustrates

89



The Dynamic Intelligent Aggregation Service

the remote interactions during a bidirectional aggregation session between a peer i and
j. A unidirectional aggregation session is established with horizontal interactions of
ASMA. Two messages are exchanged as outgoing criteria and outgoing samples. The
arrows (1) and (2) of Figure 5.4 correspond to these two messages. A bidirectional
aggregation session includes a set of outgoing criteria within the message of the out-
going samples (arrow (2) of Figure 5.4) and completes with a third message of outgoing
samples depicted by arrow (3) of Figure 5.4.

Figure 5.4: The remote interactions of a bidirectional aggregation session.

A set of incoming criteria initiates a unidirectional or bidirectional aggregation ses-
sion and contains the following information illustrated for arrow (1) of Figure 5.4:

• Flag: This denotes a unidirectional ‘uni’ or bidirectional ‘bi’ aggregation session.

• Class: This denotes if the aggregator Ai , receiving these criteria, is classified by a
disseminator Dj as unexploited or outdated.

• Dj: This is the identifier of the disseminator Dj that has performed the classifica-
tion of the aggregator Ai .

• S

0
j : This is the selected state identifier of the disseminator Dj.

• ˆ

Sj: This is the earlier selected state identifier of the disseminator Dj that the
aggregator Ai has aggregated.
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A set of incoming samples completes a unidirectional or bidirectional aggregation
session and contains the following information illustrated for arrow (2) of Figure 5.4:

• Flag: This denotes a unidirectional ‘uni’ or bidirectional ‘bi’ aggregation session. A
third flag, the ‘uni-bi’, denotes the upgrade of a unidirectional aggregation session
to a bidirectional one by including in the incoming samples a set of incoming
criteria flagged as ‘bi’.

• Class: This denotes if the aggregator Aj, sending these samples, is classified by a
disseminator Di as unexploited or outdated.

• Aj: This is the identifier of the aggregator Aj.

• Incoming criteria: These criteria are optional and integrated in the message of
incoming samples. They upgrade the unidirectional aggregation session to a
bidirectional one in the interaction depicted by the arrow (2) of Figure 5.4.

Algorithm 5.1 and 5.2 illustrate the interactions of an aggregation session. Note
that these interactions refer to the optional parts of the adapt and consume tasks in
Algorithm 3.9 and 3.10 respectively. An aggregation session is initiated by the sele-
ctToProvide subtask. Before a selected aggregator Ai is provided to the coordination
level , a set of outgoing criteria is sent to Ai to make its aggregation memberships con-
sistent to the memberships of disseminator Dj. Lines 1-7 of Algorithm 5.1 illustrate the
update of the aggregation memberships by aggregator Ai . Update of the memberships
is performed according the classification outcome of Ai by disseminator Dj. Aggregator
Ai adds the memberships M

Ai (Dj) and M
Ai (S

0
j ) if it is classified as unexploited by Dj and

additionally removes membership M
Ai (

ˆ

Sj) if it is classified as outdated. The possibility of
performing a bidirectional aggregation session is checked in lines 9-18 of Algorithm 5.1
using the classification approach of Figure 5.3.

Similarly, the receipt of incoming samples by disseminator Di triggers the update of
its aggregation memberships as shown in lines 1-7 of Algorithm 5.2. Disseminator Di

adds the memberships M
Di (Aj) and M

S

0
i
(Aj) if aggregator Aj is unexploited and additionally

removes the membership M
ˆ

Si
(Aj) if Aj is outdated. This completes a unidirectional

aggregation session. If a bidirectional aggregation session is performed, the adapt

task is executed with the incoming criteria as an input (line 9 of Algorithm 5.2).
Note that the incoming criteria for a bidirectional aggregation session are integrated

in the message of the incoming samples. This provides one message fewer for a bidi-
rectional session to complete. This communication reduction may have a significant
impact at the beginning of aggregation during which the majority of the aggregators are
classified as unexploited and therefore the aggregations sessions are mostly bidirectional.
The experimental findings of Section 5.8 confirm this.

5.6 Computation of Aggregates

The coordination level is responsible for the computation of aggregates. An aggregate
is continuously computed based on an aggregation function provided by the aggrega-
tion criteria. The parameterize subtask of Algorithm 3.13 provides the aggregation
function. Aggregates are updated by sending the value of the selected state to aggre-
gators provided by the structuring level and classified as unexploited. If the provided
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Algorithm 5.1 The operations of an aggregation session embedded in the adapt task of the
structuring level in DIAS.

Require: incoming criteria: flag, class, Dj, S

0
j , ˆ

Sj

1: add M
Ai (S

0
j )

2: if class=unexploited then
3: add M

Ai (Dj)

4: end if
5: if class=outdated then
6: remove M

Ai (
ˆ

Sj)

7: end if
8: if flag=‘uni’ then
9: if M

Di (Aj) : negative then
10: outgoing criteria=getCriteria(‘bi’, unexploited, Di , S

0
i , ˆ

Si)

11: outgoing samples=getSamples(‘uni-bi’, class, Ai , outgoing criteria)
12: else if M

Di (Aj) : positive and M
S

0
i
(Aj) : negative then

13: outgoing criteria=getCriteria(‘bi’, outdated, Di , S

0
i , ˆ

Si)

14: outgoing samples=getSamples(‘uni-bi’, class, Ai , outgoing criteria)
15: else // M

Di (Aj) : positive and M
S

0
i
(Aj) : positive

16: outgoing samples=getSamples(‘uni’, class, Ai)

17: end if
18: return outgoing samples
19: else // flag=‘bi’
20: outgoing samples=getSamples(‘bi’, class, Ai)

21: return outgoing samples
22: end if
Ensure: outgoing samples

Algorithm 5.2 The operations of an aggregation session embedded in the consume task of the
structuring level in DIAS.
Require: incoming samples: flag, class, Aj, incoming criteria
1: add M

S

0
i
(Aj)

2: if class=unexploited then
3: add M

Di (Aj)

4: end if
5: if class=outdated then
6: remove M

ˆ

Si
(Aj)

7: end if
8: if flag=‘uni-bi’ then
9: adapt(incoming criteria)

10: end if

aggregators are classified as outdated, the earlier selected state is sent as well. The
initializeCoordination subtask initiates this communication, the finalize-

Coordination subtasks completes it and the organize subtask realizes the compu-
tation of the aggregation functions as defined in Algorithm 3.13 and 3.14 of the ASMA
architecture.
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The coordination level forms an overlay network between aggregators and dissemi-
nators linked with overlay links that have two possible semantic values: unexploited or
outdated but not exploited. Therefore, the aggregation functions computed exclude over-
lay links from the coordination level that result in duplicate aggregation values (exploited
aggregators) as input. The aggregation memberships, the classification process, the se-
lections of aggregators are all complexity that is hidden from the aggregation process of
the coordination level . As explained in Section 5.5.3, the adaptation strategies tune the
aggregation process in favor of (i) updating the aggregates with the most recent selected
states (update) or (ii) discovering new selected states in the system (exploitation). The
coordination level has to only provide the classification criteria that trigger this opti-
mization and inform about changes in the selected state. Therefore, the coordination
level remains agnostic about the details of the optimization.

Providing aggregates to the applications may be related to di�erent requirements.
For example, periodic delivery is an option. Another option is a minimum deviation
threshold over a certain time period that may denote convergence to the actual aggregate
values in the system. The aggregation criteria define these requirements.

5.7 Realization based on Bloom Filters

Explicit storage of aggregation memberships in every agent of the structuring level is
not a scalable, e�cient and decentralized solution. This section shows how aggregation
memberships of DIAS can be a cost-e�ective and viable approach in large-scale decen-
tralized environments using an implicit storage mechanism: bloom filters [Bloom, 1970,
Brodera and Mitzenmacher, 2004].

A bloom filter is a probabilistic data structure for e�cient membership storage and
querying. A bloom filter is based on a number of k hash functions that hash an element
in a limited binary space of 2m size. More specifically, each hash function outputs a
random index in this binary space.

A simple bloom filter supports insertions and membership queries. During an inser-
tion, the bits that are indexed by the hash functions are set to 1. During membership
queries, the membership of an element in the bloom filter is confirmed if all of the bits
indexed by all of the hash functions are 1.

Counting bloom filters additionally support removal of memberships as illustrated
by Li et al. [2000]. This is achieved by representing the storage space with integers,
instead of single bits, that act as counters. Insertions increment the counters indexed by
the hash functions and removals decrement respectively. Data overflow by consecutive
insertions is prevented by choosing an adequate size of 3 � 4 bits for the integers.
Therefore, a counting bloom filter is 3 � 4 times larger than a simple one.

Each of the memberships illustrated in Figure 5.2 is stored in a bloom filter. More
specifically, a disseminator Di has a simple bloom filter for storing M

Di (Aj) memberships
and v counting bloom filters, one for each possible state, for storing M

S

u
i
(Aj) member-

ships. The counting bloom filters provide the flexibility to reflect the changes of the
selected states. For example, in an aggregation session between a disseminator Di and
an outdated aggregator Aj, the membership M

ˆ

Si
(Aj) is removed from the counting bloom

filter of the earlier selected state ˆ

Si and the membership M
S

0
i
(Aj) is added in the counting

bloom filter of the most recent selected state S

0
i . Complementarily, the aggregator Aj

has a simple bloom filter for storing the M
Aj (Di) memberships and a counting bloom
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filter for storing the M
Aj (S

0
i ) memberships. Storing M

Aj (S
0
i ) memberships in a counting

bloom filter provides a consistent update of aggregates by replacing outdated selected
states with the most recent ones.

The space saving achieved by bloom filters come at the cost of false positives. False
positive membership indicates that a state or agent identifier is hashed in a bloom filter
when it is actually not hashed. The probability of false positives depends on (i) the
number of elements stored in the bloom filter, (ii) the number k of hash functions used
and (iii) the size 2m of the storage space. More specifically, the minimum number of
bits in a simple bloom filter x that hashes n elements and results in a certain prob-
ability Pfp(x) of false positives is computed as 2m = �n ln Pfp(x)

(ln 2)

2 [Goel and Gupta, 2010].
False positives can cause inconsistent aggregation sessions (inaccurate aggregates) and
additional communication overhead if they are not detected and eliminated.

The space savings computed for a bloom filter can be outlined as follows: Assume
at least 128n bits stored in conventional data structures such as an array. The 128n
bits are actually n number of agent or state memberships represented by global unique
identifiers of 128 bits. A hash table requires even a higher storage space due to the
additional storage of indexes that enhance searching operations. In contrast, assume
a bloom filter x with a probability Pfp(x) = 0.01 of false positives that stores the same
number n of memberships. The relation 2m = �n ln Pfp(x)

(ln 2)

2 shows that, in this case, an
array stores 128/9.6 ⇡ 13 times the space of this bloom filter. For a bloom filter with
Pfp(x) = 0.1 and Pfp(x) = 0.001, its space storage is approximately 56 and 9 times lower
than the one of conventional data structures respectively.

Note that false negatives in counting bloom filters may only occur if an erroneous
element removal is performed. This removal results in a biased and inconsistent proba-
bilistic data structure. For example, if a removed element is not actually hashed in this
bloom filter, then its removal changes bits indicating memberships of other elements
that are actually hashed. Therefore, the data structure becomes inconsistent as Deke
et al. [2010] shows. This chapter assumes that false negatives cannot be generated in
principle if and only if removals are not performed from counting bloom filters. Other-
wise, Section 5.7.3 illustrates how false negatives are prevented in DIAS if removals are
performed.

5.7.1 The mutual membership check

DIAS deals with the problem of false positives in bloom filters by taking advantage of
decentralized mutual membership checks between disseminators and aggregators. A
mutual memberships check, denoted as ‘e’ in this chapter, is the process of querying two
memberships in a disseminator and an aggregator that are assumed to either be both
present or not. For example, the aggregation memberships M

Di (Aj) and M
Aj (Di) between

a disseminator Di and an aggregator Aj are mutual. During an aggregation phase,
a disseminator stores memberships of aggregator identifiers and, respectively, these
aggregators store memberships of the respective disseminator identifiers resulting in
mutual aggregation memberships. M

S

0
i
(Aj) and M

Aj (S
0
i ) are also mutual memberships.

Selected state S

0
i of a disseminator Di is associated with the M

S

0
i
(Aj) membership of an

aggregator Aj. Respectively, aggregator Aj stores the M
Aj (S

0
i ) membership of the selected

state identifier S

0
i .

Mutual membership checks provide detection of false positives in the bloom filters of
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DIAS. Only if multiple false positives occur between M
Di (Aj)-MAj (Di) and M

S

0
i
(Aj)-MAj (S

0
i )

in a single aggregation session, then an inconsistent aggregation session may come as
a result of these false positives.

Assume two arbitrary memberships Mx (a) and My(b) based on the unique identifiers
of two members a and b in the groups x and y respectively. Assume also that these two
memberships are mutual, meaning that they should be both positive or negative such
as Mx (a) e My(b) : positive | Mx (a) e My(b) : negative. Mx (a) and My(b) are stored in two
simple bloom filters with false positive probabilities Pfp(x) and Pfp(y) respectively. The
possible outcomes of the mutual membership check are the following:

Check 1. if Mx (a) : positive and My(b) : positive then Mx (a) e My(b) : positive

Mx (a) and My(b) memberships are confirmed with a probability of 1 � Pfp(x)Pfp(y).
This confirmation is false if and only if both bloom filters generate a false positive that
is the product Pfp(x)Pfp(y) of their false positive probabilities.

Check 2. if Mx (a) : positive and My(b) : negative, or, Mx (a) : negative and My(b)

: positive then Mx (a) e My(b) : negative

Mx (a) and My(b) memberships are not confirmed with a probability of 1. In this case,
one of the bloom filters generates a false positive. False negatives cannot be generated
by simple bloom filters.

Check 3. if Mx (a) : negative and My(b) : negative then Mx (a) e My(b) : negative

Mx (a) and My(b) memberships are not confirmed with a probability of 1 as simple
bloom filters cannot generate false negatives.

Mutual membership checks provide (i) a decrease in the probability that an inconsis-
tent aggregation session occurs (Check 1) and (ii) detection of false positives (Check 2).
This section introduces a consistency mechanism of aggregation sessions that supports
accurate aggregates. This mechanism is based on two nested mutual membership
checks between the bloom filters of an aggregator Aj and a disseminator Di . These
mutual membership checks define four possible outcomes of an aggregation session:

• Exploitation: Aggregator Aj and disseminator Di are involved for a first time in a
consistent aggregation session as defined in Section 5.5. A selected state has
not been aggregated before and the aggregates are updated with new information.
The M

Di (Aj), M
Aj (Di), M

S

0
i
(Aj) and M

Aj (S
0
i ) memberships are added in the respective

bloom filters.

• Update: Aggregator Aj and disseminator Di have been involved before in a con-
sistent aggregation session, however, this time the selected state has changed.
The aggregator Aj updates its aggregates with the new selected state. The M

ˆ

Si
(Aj)

membership is replaced by the M
S

0
i
(Aj) membership and the M

Aj (
ˆ

Si) membership
is replaced by the M

Aj (S
0
i ) membership.

• Duplicate: Aggregator Aj and disseminator Di have been involved before in an
aggregation session with the same selected state. Aggregation is not performed
and no actions are applied to their bloom filters.
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• Inconsistency: Aggregator Aj and the disseminator Di are involved for a first time
in a consistent aggregation session but the mutual membership check cannot
confirm this. Alternatively, aggregator Aj and disseminator Di have been involved
before in an aggregation session with a di�erent selected state. However, the
consistency check cannot identify the outdated selected state to replace. These
uncertainties are treated as an inconsistency and are a result of multiple false
positives in the bloom filters of DIAS.

The two nested mutual membership checks illustrated in Section 5.7.2 and 5.7.3
show how an aggregation session reaches each of the above possible outcomes. The
nested membership checks can be performed in both the disseminator and aggregator if
the results of the memberships are exchanged in the messages defined in Section 5.5.4.
Therefore, there is no additional communication required for this purpose. Note that the
results of the memberships exchanged concern the boolean results of the bloom filter
queries. There is no need for agents to exchange their bloom filters that are always
stored locally.

5.7.2 First level check

This mutual membership check identifies if a consistent aggregation session has not
been performed between an aggregator Aj and a disseminator Di . Disseminator Di

queries the M
Di (Aj) membership of the Aj identifier in its bloom filter. Complementarily,

aggregator Aj queries M
Aj (Di) membership. The M

Di (Aj) and M
Aj (Di) memberships are

mutual as they are either both added in the bloom filters or not. Therefore, a mutual
membership check provides the following benefits at the first level of the nested mutual
membership check: (i) A decrease in the probability of an inconsistent aggregation
session that requires two false positives generated by the two bloom filters. (ii) Detection
of a false positive in either the M

Di (Aj) or M
Aj (Di) membership. Recall that false negatives

do not occur in simple bloom filters. Algorithm 5.3 illustrates the first level of the nested
mutual membership check.

Algorithm 5.3 The first level of the nested mutual membership check for consistent aggregation
sessions.
Require: access to disseminator Di and aggregator Aj

1: if M
Di (Aj) e M

Aj (Di) : negative then
2: outcome=exploitation
3: else
4: go to Algorithm 5.4
5: end if

Ensure: outcome

This mutual membership check detects an exploitation outcome between a dissem-
inator Di and an aggregator Aj if and only if M

Di (Aj) e M
Aj (Di) : negative holds. This

outcome is generated if at least one of the M
Di (Aj) and M

Aj (Di) memberships, in case
of a single false positive, or both memberships, in case of no false positives, cannot
be confirmed in the respective bloom filters. On this first level of the nested mem-
berships check, the exploitation outcome is reached with an absolute certainty as false
negatives cannot be generated at this stage. However, two simultaneous false positives
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in the M
Di (Aj) and M

Aj (Di) memberships are possible. Therefore, further examination
is required on a second level of a mutual membership check to detect multiple false
positives and lower the uncertainties of the outcomes in an aggregation session.

5.7.3 Second level check

The second level of the mutual membership check detects if there is an outdated selected
state ˆ

Si aggregated from a disseminator Di that di�ers from its new selected state S

0
i .

The detection is performed by querying every M
S

u
i
(Aj) bloom filter membership of the

respective possible state S

u
i 2 {S0

i , ..., S

v�1
i }. M

Aj (S
u
i ) membership is also queried for

every possible state S

u
i . The number o of positive mutual memberships M

S

u
i
(Aj) e

M
Aj (S

u
i ) define the outcome of an aggregation session. This mutual membership check

is illustrated in Algorithm 5.4.

Algorithm 5.4 The second level of the nested mutual membership check for consistent aggrega-
tion sessions.
Require: access to disseminator Di and aggregator Aj

1: o = 0, ˆ

Si = S

0
i

2: for u = 0 to v � 1 do
3: if M

S

u
i
(Aj) e M

Aj (S
u
i ) : positive then

4: ˆ

Si = S

u
i

5: o = o + 1;
6: end if
7: end for
8: if o = 0 then
9: outcome=exploitation

10: else if o = 1 then
11: if ˆ

Si , S

0
i then

12: outcome=update
13: else
14: outcome=duplicate
15: end if
16: else // o > 1
17: outcome=inconsistency
18: end if
Ensure: outcome

If there are no positive mutual memberships detected (o = 0 in line 8 and 9 of
Algorithm 5.4), there is no positive M

Aj (S
u
i ) membership in the bloom filter of Aj (no

selected state aggregated before from Di ) and/or there is no positive M
S

u
i
(Aj) membership

in any bloom filter of the possible states. This condition conflicts with the positive result
of the mutual membership check M

Di (Aj) e M
Aj (Di) in the first level. False negatives

cannot occur in those bloom filters and therefore, both M
Di (Aj) and M

Aj (Di) memberships
are false positives. The outcome in this case is an exploitation.

If there is one positive mutual membership detected (o = 1 in lines 10-15 of Algo-
rithm 5.4), the system can derive the outdated selected state ˆ

Si . The outcome is either
a duplicate, if the outdated selected state ˆ

Si is the same with the new selected state S

0
i ,
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or an update in the opposite case. The uncertainty of this outcome is minimized by the
nested mutual membership checks.

Finally, if more than one positive mutual membership is detected (o > 1 in lines
16-18 of Algorithm 5.4), multiple false positives occur that cannot be identified. These
false positives concern the M

S

u
i
(Aj) and M

Aj (S
u
i ) memberships, or the M

Di (Aj) and M
Aj (Di)

memberships in the first level of the nested mutual membership check. The outcome is
an inconsistency and therefore, any aggregation at this point may result in inaccuracies
of the aggregates.

Inconsistencies can be handled in various ways. The ‘safer’ approach followed by
DIAS is to ignore these aggregation sessions and not perform any aggregation that may
result in inaccurate computations of the aggregates. However, not only the aggregates
can be influenced in this case. Recall from the beginning of this section that removal
of a membership from a counting bloom filter that is actually not present introduces
false negatives according to Deke et al. [2010]. Therefore, the following aggregation
sessions are prone to inaccuracies as the assumption of no false negatives does not
hold anymore. By skipping inconsistent aggregation sessions, DIAS makes sure that the
condition of no false negatives in bloom filters is not violated.

5.8 Experimental Evaluation

DIAS is implemented and evaluated in Protopeer [Galuba et al., 2009], a prototyping
toolkit for distributed systems illustrated in Section 2.4. Table 5.1 summarizes the
selected experimental settings. Note that multiple values for a single parameter denote
the tested variations of this parameter in some of the illustrated experiments. The
values depicted with bold are the default ones.

A network of n = 1500 peers is simulated running DIAS for t(DIAS) = 800 epochs.
The agents of each peer act both as aggregators and disseminators. Each epoch lasts
for T (DIAS) = 1000 ms. Protopeer initially bootstraps peers in a ring topology. The
bootstrapping period is t0(DIAS) = 6 epochs and the size of the ring view is |v(ring)| = 5
for each peer.

A simulated application of dynamically changing states is bootstrapped in t0(appli-
cation) = 15 epochs. Each application instance in the peers of the network generates
v = 5 numerical possible states in a single aggregation phase. The case of v = 2 is
also evaluated to show the e�ect of a lower number of possible states. The numeri-
cal values of the possible states are selected randomly from the range [0, 1) of input
values defined by five di�erent beta distributions, one for each possible state. The
control of the skew in beta distribution, by changing the alpha and beta parameters,
provides di�erent random input domains for each possible state. Figure B.1 of Ap-
pendix B illustrates these beta distributions. The selected state changes cyclically as
s0i = s0

i , s1
i , ..., sv�1

i , s0
i , etc. Two factors trigger a change of a selected state: (i) time and

(ii) the parameter itself that the possible states represent. These two factors are mod-
eled based on two probabilities: (i) the probability Pc(time) of changing a selected state
every period T (application) and (ii) the probability Pc(parameter) of change in a specific
type of application parameter. The probability Pc(s0i ) of a peer i to change its selected
state is calculated as Pc(s0i ) = Pc(time)Pc(parameter) assuming that the two probabilities
Pc(time) and Pc(parameter) are independent. Note that this simplified way of modeling
changes in the selected states serves the simulation purposes of the model. By choosing
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Table 5.1: The experimental settings for the evaluation of DIAS. The bold values are the default
ones in the performed experiments.

Parameter Value
n 1500

t(DIAS) 800
T (DIAS) 1000
t0(DIAS) 6

DIAS

|v(ring)| 5
t0(application) 15

v 2, 5
type of states numerical

input domain of states [0, 1)

generation of possible states beta distribution
distribution for s0

i alpha = 5, beta = 25
distribution for s1

i alpha = 25, beta = 5
distribution for s2

i alpha = 10, beta = 5
distribution for s3

i alpha = 5, beta = 10
distribution for s4

i alpha = 5, beta = 5
selection of a possible state cyclical

T (application) 10 (asynchronous), 200 (synchronous)

Application

Pc(time), Pc(parameter) (1.0, 1.0), (0.4, 0.7)

T (coordination level) 1000Coordination level
f() average, summation, maximum

T (structuring level) 1000
z 5, 10
q 30, 45
e 7, 15, 30

adaptation strategy adoption static
hashing scheme double hashing

Structuring level

m, k (16, 24), (14, 24), (14, 6)

r 50
T (discovery level) 250, 1000

view selection policy swapper
view propagation policy push-pull

Discovery level

peer selection policy random

di�erent values for T (application), Pc(time), and Pc(parameter), a wide range of dynamic
settings can be tested.

Two types of changes in the selected states are examined: synchronous and asyn-
chronous. In synchronous changes, the selected states of all peers in the network
change simultaneously. Synchronous changes are modeled as Pc(time) = 1 and Pc(pa-
rameter) = 1 for T (application) = 200 epochs. In contrast, asynchronous changes
occur arbitrary over time. A dynamic setting of asynchronous changes is modeled as
Pc(time) = 0.4 and Pc(parameter) = 0.7 for T (application) = 10 epochs.

The execution period of the coordination level is synchronized with the one of the
structuring level as T (coordination level) = T (structuring level) = 1000 ms. The aver-
age, summation and maximum aggregation functions6 are computed. The messages ex-

6Results are also available upon request for the following aggregation functions: summation square, minimum,
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changed by the structuring level and coordination level are integrated. This minimizes
the number of exchanged messages �(sessions) in DIAS. Therefore, the only messages
exchanged by DIAS are at maximum the three ones of an aggregation session as illus-
trated in Section 5.5.4. The integrated messages additionally contain the actual states
for the computation of the aggregation functions. The aggregates are provided to the
application after every computation.

The structuring level is periodically executed at T (structuring level) = 1000 ms dur-
ing which z = 10 bidirectional aggregation sessions are initiated at maximum. The
convergence speed of DIAS is compared with z = 5. The size of the aggregation pool is
selected to q = 3 ⇤ 15 = 45 with the unexploited, exploited and outdated views containing
15 aggregators at maximum. The alternative size of q = 3⇤10 = 30 and the size of 25, 5
and 15 for the unexploited, exploited and outdated views respectively are also evaluated.
The aggregation pool is filled by classifying e = 15 random aggregator samples collected
from the discovery level in each execution period. The impact of the number of collected
samples is evaluated with a comparison to e = 7 and e = 30. Static adoptions of the
exploitation and update adaptation strategies are evaluated.

Aggregation memberships are realized in the bloom filters of the XSiena BloomFilter

7

library of Jerzak and Fetzer [2008]. The double hashing method of Dillinger and Mano-
lios [2004] is used for collision resolution in the hashed elements of bloom filters. The
implementation of double hashing is part of the XSiena BloomFilter library. The size 2m

of the bloom filters and the number of hash functions k are selected empirically using
the testing tools of the BloomFilter library. The expected number of hashed elements
during the performed experiments is equal to the network size n. This selection is
performed manually during system parameterization or in an automated fashion. In
the latter case, DIAS is initialized with a default size of bloom filters and computes the
system size using the count aggregation function. This aggregate is able to indicate if
the bloom filters have an adequate size.

Three schemes are adopted in DIAS: (i) m = 16, k = 24, (ii) m = 14, k = 24 and (iii)
m = 14, k = 6. The first scheme, with 216 = 65536 bits = 8.192 KB, does not result
in false positives during the performed library tests, whereas false positives appear
in the other two schemes because of the fewer number of bits available for hashing:
214 = 16384 bits = 2.048 KB. The relation 2m = �n ln p

(ln 2)

2 verifies the probability of false
positives for each scheme. For n = 1500, the probability of false positives in the first
scheme is 0.76 ⇤ 109, whereas, for the other two schemes is 0.005. The second scheme
introduces higher randomness compared to the third one due to the higher number of
hash functions. However, the second scheme causes a higher number of bit changes
during insertions. This results in a higher number of potential collisions [Dillinger and
Manolios, 2004] that cause a higher number of false positives.

The discovery level is realized by the peer sampling service [Jelasity et al., 2007].
The size of the random view is r = 50 and the execution period is T (discovery level) =
T (DIAS)/5 = 250 ms. The execution period of 500 ms is also examined to study its
influence on convergence speed. The values of the ‘view selection’, ‘view propagation’
and ‘peer selection’ policies are selected to maximize the randomness and dissemination

standard deviation and count. The aggregation functions with the most representative and relevant findings
are shown in this chapter, i.e., the duplicate-sensitive summation, the commonly used average and the
duplicate-insensitive maximum.

7Available at: http://wwwse.inf.tu-dresden.de/xsiena/bloom_filter (Last accessed: June
2011)
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speed of gossiping. More information about these parameters are provided by Jelasity
et al. [2007].

5.8.1 Evaluation outline

The e�ciency of DIAS is related to how close the values of the computed aggregates
are to the actual ones. This closeness is quantified by two evaluation metrics: (i)
accuracy � and (ii) matching µ. Accuracy � is defined as � = 1 � �/�max where � is
the absolute error and �max is the maximum probable absolute error. The absolute error
is the absolute di�erence of the actual aggregate from the computed aggregate. The
maximum probable absolute error is the maximum possible absolute di�erence that the
actual aggregate and the computed aggregate can have. Note that the convergence of
accuracy is particularly interesting for the evaluation of DIAS as it outlines its speed and
adaptivity in the computation of aggregates. Matching µ is based on the calculation of
the correlation coe�cient [Rodgers and Nicewander, 1988] and indicates the closeness of
the distribution of the computed aggregates to the distribution of the actual aggregates.
This metric is especially useful for the evaluation of DIAS under asynchronous changes
in which aggregates are highly dynamic. The accuracy and matching are two possible
performance metrics that quantify the quality of the DIAS overlay service.

The source data from which accuracy is computed are illustrated in Figure B.2, B.3,
B.4 and B.5 of Appendix B. Both accuracy and matching are studied in line with the
communication cost of the aggregation sessions in terms of the number of messages
�(sessions) exchanged by agents. The communication cost of the discovery level is
excluded from the illustrated results as it is constant and is discussed in Section 5.8.8.
Finally, the results are interpreted based on the number of aggregation outcomes that
the aggregation sessions result in.

Seven aspects of DIAS are examined in the performed experiments:

1. The adaptation strategies.

2. The bloom filter schemes.

3. The size of the aggregation pool.

4. The (relative) size of the unexploited, exploited and outdated views.

5. The number of random aggregator samples collected from the discovery level .

6. The number of aggregation sessions established periodically.

7. The adjustment of periodical executions in the three levels of DIAS.

The rest of this section illustrates the experimental results for each of these aspects.

5.8.2 Adaptation strategies

This section evaluates the e�ciency of DIAS with and without adaptation strategies.
For this reason, the bloom filter scheme of m = 16 and k = 24 is adopted that does
not result in false positives according to the empirical tests. The case when DIAS does
not employ adaptation strategies is referred to as the random strategy and concerns
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random samples directly received from the discovery level without a classification in
the aggregation pool.

Figures 5.5a-5.5c illustrate the convergence of accuracy under synchronous chan-
ges. The exploitation and update adaptation strategies converge to the maximum ac-
curacy � = 1 and adapt the aggregates within 100 epochs. The matching µ achieved
with these two adaptation strategies is 0.79, 0.59 and 0.90 for average, summation
and maximum respectively. The distribution of the exploitation and update outcomes
depicted in Figure 5.6a and 5.6b explains the convergence of accuracy. These out-
comes represent z = 10 bidirectional aggregations sessions by n = 1500 aggregators:
10 ⇤ 2 ⇤ 1500 = 30000 exploitation and update outcomes. Note that under synchronous
changes, exploitation and update have the same e�ect. The total number of aggregation
sessions with an exploitation outcome are performed within the first T (application) = 200
epochs for both adaptation strategies. The next aggregation sessions result in update
outcomes.

Random also achieves a high accuracy according to Figures 5.5a-5.5c, with 0.71,
0.33 and 0.90 matching µ for each aggregate respectively. However, random has a
slower convergence of 150 additional epochs compared to exploitation and update. This
is because of the number of duplicate outcomes that reaches 28000 during convergence
as depicted in Figure 5.6c. Exploitation and update do not cause duplicate outcomes as
the exploited aggregators are not selected from the aggregation pool.

Figure 5.5d-5.5f illustrate the convergence of accuracy � under asynchronous cha-
nges. Although Pc(time)Pc(parameter)n = 0.4 ⇤ 0.7 ⇤ 1500 = 420 selected states change
on average every T (application) = 10 epochs, accuracy converges to the maximum
for the adaptation strategies. Matching µ between the actual and computed average
for exploitation and update is 0.57 and 0.70 respectively. The random adaptation
strategy is not influenced significantly and achieves a matching of µ = 0.66 for the
average aggregate. This is because random reaches exploitation and update outcomes
during the converge period in contrast to exploitation that mostly reaches exploitation
outcomes during the first 100 epochs (Figure 5.6d) and update outcomes in the next
epochs (Figure 5.6e). Similarly with the case of synchronous changes, random requires
150 additional epochs to converge compared to exploitation. A converged number of
10000 duplicate outcomes depicted in Figure 5.6f causes this delay. The matching µ
achieved for the maximum aggregate is 0.67, 0.55 and 0.45 respectively for exploitation,
update and random. Note that summation is more challenging to compute. Exploitation
provides the fastest convergence within the first 100 epochs. Random converges in
approximately 250 epochs. Update does not converge before the 400th epoch as it does
not prefer aggregators from the unexploited view and is influenced by the continuous
changes of the selected states.

Figure 5.7 illustrates the messages �(sessions) sent during the aggregation sessions
of DIAS. Under synchronous changes, the distribution of the communication cost during
runtime depicted in Figure 5.7a corresponds to the exploitation and update outcomes in
Figure 5.6a and 5.6b respectively. The exploitation and update adaptation strategies
minimize the messages exchanged to 0 when the aggregates converge to their actual
values. This is not the case for random that continuously exchanges �(sessions) =
nz3 = 1500 ⇤ 10 ⇤ 3 = 45000 messages during runtime. These messages are generated
by 1500 peers that periodically establish 10 bidirectional aggregation sessions with
3 messages exchanged in each session. This is the how the communication cost is
estimated for larger networks or a di�erent frequency of aggregation sessions. Under
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(a) Average under synchronous changes. (b) Summation under synchronous changes.

(c) Maximum under synchronous changes. (d) Average under asynchronous changes.

(e) Summation under asynchronous changes. (f) Maximum under asynchronous changes.

Figure 5.5: Convergence of accuracy � for the exploitation, update and random adaptation
strategies.

asynchronous changes and during convergence in the first 100 epochs, exploitation
and update exchange the maximum number of 38000�45000 messages that converges
to 38000 in the next epochs during which update outcomes are mainly reached.

This communication cost becomes significantly lower if the peers of the network do
no run both an aggregator and a disseminator agent. For example, if the network has
500 of its peers with an aggregator and the rest 1000 peers with a disseminator, the
communication cost is computed in this case as 1000 ⇤ 10 ⇤ 2 = 20000 messages that
is significantly lower than the upper communication cost examined in this chapter.
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(a) Exploitation outcomes under synchronous
changes.

(b) Update outcomes under synchronous changes.

(c) Duplicate outcomes under synchronous
changes.

(d) Exploitation outcomes under asynchronous
changes.

(e) Update outcomes under asynchronous
changes.

(f) Duplicate outcomes under asynchronous
changes.

Figure 5.6: The number of outcomes for the exploitation, update and random adaptation strate-
gies.

5.8.3 Bloom filter aggregation memberships

This section investigates the impact of false positives in the accuracy � of the computed
aggregates and the communication cost of DIAS. Specifically, the bloom filters scheme
of m = 16 and k = 24 adopted in Section 5.8.2 is compared with two other schemes
prone to false positives according to the empirical investigations: (i) m = 14, k = 24 and
(ii) m = 14 and k = 6.

Concerning the accuracy of the computed aggregates, no significant influence is
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(a) Synchronous changes. (b) Asynchronous changes.

Figure 5.7: Number of messages �(sessions) exchanged during the aggregation sessions for the
exploitation, update and random adaptation strategies.

observed in the two schemes prone to false positives. The matching µ between the com-
puted and actual aggregates for both (i) aggregation strategies and (ii) synchronous/asy-
nchronous changes remains almost intact. For example, the bloom filter scheme with
m = 14 and k = 24 results in a 0.01 lower matching of average under synchronous
changes compared to the one with m = 16 and k = 24.

Figure 5.8 compares the outcomes of aggregation sessions for the exploitation adap-
tation strategy in each of the bloom filter schemes. The results of the update adaptation
strategy are similar and, therefore, are omitted. The exploitation outcomes are also
omitted as they show similar results to those of Figure 5.8a and 5.8d8.

The bloom filter schemes with m = 14, k = 24 and m = 14, k = 6 miss update
outcomes that actually result in inconsistency outcomes. This is shown in Figure 5.8a
and 5.8b under synchronous changes and in Figure 5.8d and 5.8e under asynchronous
changes. Figure 5.8c and 5.8f show that the scheme with m = 14, k = 24 generates 6
and 9 duplicate9 outcomes as a result of false positives during classification of aggrega-
tors in the aggregation pool.

False positives result in a higher number of messages �(sessions) generated by the
adaptation strategies during runtime. This is because during the classification of aggre-
gators false positives result in aggregation sessions of inconsistency outcomes. An aggre-
gator Aj is incorrectly classified in the outdated and exploited views if the memberships
M

Di (Aj) and M
S

0
i
(Aj) are false positive respectively. Note also that when synchronous

changes occur, incorrectly classified exploited aggregators move to the outdated view
causing aggregation sessions that are inconsistent. Figure 5.9 illustrates the number
of messages �(sessions) generated by the aggregation sessions of DIAS for the three
bloom filter schemes during runtime. Exploitation is the adaptation strategy adopted.
The results of the update adaptation strategy are similar and, therefore, are omitted.

Inconsistency outcomes raise the total number of messages exchanged by 15%. The
same holds for asynchronous changes but the e�ect is much smaller as changes in the
selected states occur more frequently. In this case, the increase in the total number of

8This is because exploitation outcomes are reached during convergence in which the bloom filters do not
contain enough aggregation memberships to generate false positives. Recall that the probability of false
positives increases as more memberships are stored in the bloom filters.

9Note that there may be more duplicate outcomes that cannot be detected and result in inconsistency out-
comes.
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(a) Update outcomes under synchronous changes. (b) Inconsistency outcomes under synchronous
changes.

(c) Duplicate outcomes under synchronous
changes.

(d) Update outcomes under asynchronous
changes.

(e) Inconsistency outcomes under asynchronous
changes.

(f) Duplicate outcomes under asynchronous
changes.

Figure 5.8: The number of outcomes for the exploitation adaptation strategy using three bloom
filter schemes: (i) m = 16, k = 24, (ii) m = 14, k = 24 and (iii) m = 14, k = 6.

messages is 2%.

5.8.4 Adjusting the size of the aggregation pool

Decreasing the size of the aggregation pool from q = 45 to q = 30, with a maximum
number of 10 aggregators in each class does not have any significant influence in the
accuracy �, matching µ and communication cost �(sessions) of DIAS. As long as the
number of aggregation sessions is lower than the available aggregators in the aggrega-
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(a) Synchronous changes. (b) Asynchronous changes.

Figure 5.9: Number of messages �(sessions) exchanged during the aggregation sessions for the
exploitation adaptation strategy using three bloom filter schemes: (i) m = 16, k = 24, (ii) m = 14,
k = 24 and (iii) m = 14, k = 6.

tion pool, the size of the aggregation pool does not influence the performance of DIAS.

5.8.5 Adjusting the size of the aggregator classes

An unequal distribution in the size to the aggregator classes does not have a significant
influence in the accuracy �, matching µ and communication cost �(sessions) of DIAS.
This claim is supported by testing an aggregation pool with a maximum number of 25
unexploited, 5 exploited and 15 outdated aggregators.

5.8.6 Adjusting the number of aggregator samples

Decreasing the number of collected aggregator samples e from 15 to 7 results in a
decrease of 30 epochs in the convergence speed of accuracy �. The influence of matching
µ is insignificant. The total communication cost for synchronous changes remains the
same, however, its distribution is spread by 30 epochs caused by the convergence delay.
In asynchronous changes and due to the continues changes in the aggregates, the
communication cost is increased by approximately 2000 messages during convergence.

Performance is influenced as e = 7 < z = 10 and therefore, there are epochs within
which the aggregation pool does not contain enough aggregator samples to exploit all
of the z = 10 aggregation sessions.

5.8.7 Adjusting the number of aggregation sessions

The influence of z in the performance of DIAS is similar to the influence of the number of
aggregator samples collected from the discovery level . Yet, the number of aggregation
sessions has an even higher impact in the performance of DIAS. The convergence speed
is slower by 100 epochs if z = 5 compared to z = 10. The total communication cost for
synchronous changes remains the same, however, its distribution spreads in a longer
by 100 epochs period of time as Figure 5.10a depicts. In asynchronous changes, the
communication cost is doubled as shown in Figure 5.10b. This observation suggests a
performance trade-o� between convergence speed and communication cost.
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(a) Synchronous changes. (b) Asynchronous changes.

Figure 5.10: Number of messages �(sessions) exchanged during the aggregation sessions of DIAS
for the exploitation adaptation strategy using (i) z = 10 and (ii) z = 5.

5.8.8 Adjusting the periodical executions

The communication cost of the discovery level is constant and depends on the gossiping
period of the peer sampling service [Jelasity et al., 2007]. The agents of the discovery
level exchange periodically 2 messages as defined by this ‘push-pull’ gossiping protocol.
Furthermore, gossiping is executed 4 times during an epoch as T (discovery level) =
T (DIAS)/4 = 1000/4 = 250 ms. Therefore, the total number of messages that an agent
of the discovery level sends during an epoch is 2⇤4 = 8 messages or �(discovery level) =
8 ⇤ 1500 = 12000 messages for the total number of these agents in the network. The
experiments performed confirm these estimations.

Assume that the rate of the communication cost in the discovery level requires a sig-
nificant decrease, for example, T (discovery level) = 1000 ms. This results in four times
fewer number of messages compared to T (discovery level) = 250. Assume also that the
number of aggregator samples collected doubles from 15 to 30 as a configuration choice
to minimize the impact of synchronizing the periodical execution of the discovery level
with the upper levels. The experimental results in this case show a slower convergence
by 50 epochs as a payed cost for decreasing the number of messages from 12000 to
3000 in the discovery level . Furthermore, the total number of messages �(sessions)

under synchronous changes remains the same, yet, there is a small increase of 3000
messages under asynchronous changes during convergence.

5.9 Evaluation Summary

The experimental results of Section 5.8 show that the exploitation and update adapta-
tion strategies of DIAS achieve a maximum accuracy of � = 1 and a matching µ > 0.5
for the average and maximum aggregation functions under synchronous/asynchronous
changes. The convergence of accuracy can be achieved within 100 epochs. Under
synchronous changes, random cannot follow the matching (up to 26% lower) and ac-
curacy convergence (150 additional epochs) of exploitation and update. Furthermore,
under asynchronous changes, summation is challenging to compute, especially for up-
date whose convergence of accuracy is influenced by the continuous changes of the
selected states. This influence results in a convergence period of 450 epochs that is
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150 epochs more than random. Note that under synchronous changes, the exploitation
and update adaptation strategies consume up to 45000 messages per epoch during
convergence that are minimized to zero after convergence. This is not the case (i) for
random, which is prone to duplicates and continuously consumes 45000 messages dur-
ing runtime, and (ii) for the case of asynchronous changes that requires a continuous
communication in order the agents to update their aggregates.

The above results are acquired with settings of bloom filters that do not generate
false positives. If the settings of bloom filters generate false positives, the accuracy and
matching remain almost intact. This is achieved by a significant number of inconsistency
outcomes detected by DIAS that prevent inaccurate computations of aggregates. The
number of inconsistency outcomes approaches the maximum of 9000 that are reached
instead of update outcomes. These outcomes also cause 15% higher communication
cost.

The size of the aggregation pool and the relative size of the aggregator classes do
not influence the performance of DIAS. This is not the case for the number of aggregator
samples collected from the discovery level . Performance degrades if the number of ag-
gregator samples e is lower than the number of aggregation sessions z established every
epoch. If e = 7 < z = 10, the convergence speed of accuracy decreases by 30 epochs. In
addition, the communication cost increases by 2000 messages during convergence for
asynchronous changes. Moreover, if the number of aggregation sessions z decreases
from 10 to 5, convergence speed decreases by 100 epochs. The total communication
cost remains the same under synchronous changes, however it almost doubles under
asynchronous changes.

Finally, any decrease in the frequency of periodical executions at the discovery level
increases the communication cost of this level proportionally. Although the communi-
cation cost of the structuring level is not influenced under synchronous changes, an
increase of 3000 messages is observed under asynchronous changes.

5.10 Comparison with Related Work

DIAS achieves a generic function-independent aggregation because of its fundamental
design approach: the e�cient representation and local storage of the distributed aggre-
gation values as memberships of the final aggregates. DIAS performs explicit computa-
tions of aggregates in every peer of the network for each single distributed aggregation
value collected. Such an abstraction results in a larger message overhead compared to
related approaches based on the di�usion of the aggregation values. Table 5.2 summa-
rizes the related aggregation mechanisms discussed in this section.

The iterative variance reduction algorithm of Jelasity et al. [2005] computes the av-
erage approximately 4�5 faster than DIAS under static aggregation values. However, for
synchronous changes, the performance of the two aggregation methodologies, i.e., com-
munication cost in number of messages and convergence speed, becomes comparable
as the iterative variance reduction algorithm requires recomputation of the aggregates.
This performance impact becomes more significant as the frequency of changes in-
creases, for example, more than 4 � 5 times faster convergence for DIAS. Furthermore,
if changes become asynchronous, the algorithm of Jelasity et al. [2005] becomes infea-
sible. Recomputations of aggregates cannot be performed as they require some type of
synchronization. Finally, DIAS does not require any changes in its aggregation method-
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Table 5.2: An overview of related decentralized mechanisms to DIAS.

Aggregation
Function

Aggregation
Values

Routing
Requirements

Storage
Requirements

DIAS any highly dynamic dissemination
and collection bloom filters

Nabeel Ahmed,
David Hadaller
[2006]

summationa,
count, average,

standard
deviationb

dynamic
flooding,

gossiping or
random walks

counting
sketches [Flajolet
and Nigel Martin,

1985]
Haridasan and
van Renesse
[2008]

distribution of
aggregation

values
static gossiping synopsis di�usion

Jelasity et al.
[2005]

average, countc,
summationa

static,
recomputations gossiping hash maps for

count

Kashyap et al.
[2006]

algorithm
variations for

minimum, maximum,
summation,

average, rank

static group formation
and gossiping synopsis di�usion

Kempe et al.
[2003]

algorithm
variations for
summation,

average and
quantiles

static gossiping synopsis di�usion

Nath et al. [2008] summation, count static
ring/tree

topologies,
flooding

synopsis di�usion

Ogston and
Jarvis [2010]

summationd

queries dynamic tree topology parent and
children

a It is derived by the average and count aggregates.
b It is derived by the summation and its squares.
c It is computed using the ‘inverse birthday paradox’ as explained in Section 5.10.
d Others aggregates could be potentially computed.

ology if di�erent aggregation functions need to be computed simultaneously. Note that
this is the most cost-e�ective use of DIAS that motivates its selection for aggregation
over related methodologies.

Di�usion methodologies cannot be applied to a wide range of aggregation functions
and are usually routing-dependent. For example, maximum and minimum require the
communication cost of epidemics [Jelasity et al., 2005, Kashyap et al., 2006] that ap-
proaches the one of DIAS. The count aggregate requires additional computational and
storage complexity to e�ectively apply the ‘inverse birthday paradox’ [Jelasity et al.,
2005] based on which the summation aggregate is computed.

Furthermore, the information di�usion and gossiping aggregation of Haridasan and
van Renesse [2008], Jelasity et al. [2005], Kempe et al. [2003], Kennedy et al. [2009]
and Nath et al. [2008] do not consider dynamic changes of the aggregation values
and assume synchronized recomputations. Coordination of these recomputations in
distributed environments in not straightforward. Nabeel Ahmed, David Hadaller [2006]
extend the work of Nath et al. [2008] on synopsis di�usion by incorporating incremental
updates of aggregates if changes in the aggregation values occur. However, only a
relatively low number of changes can be tolerated compared to DIAS. For example, DIAS
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tolerates in the illustrated experiments 33600 changes compared to the 1000 changes
in the work of Nabeel Ahmed, David Hadaller [2006]. This is because the bit vectors
of synopsis di�usion cannot tolerate the representation of a high number of items as it
causes significant inaccuracies. The false positives of DIAS do not influence the accuracy
of aggregates as they can be detected and eliminated by the mutual membership checks.

Robust tree overlays are a flexible methodology to compute a wide range of aggre-
gates but require topology self-management [Pournaras et al., 2010a,b] in decentralized
environments as shown in Chapter 4. Communication and storage complexity can be
higher than the aggregation itself, if such mechanisms are used explicitly for aggrega-
tion. Performing a relevant evaluation and comparison of aggregation trees with other
more dedicated to aggregation mechanisms, such as DIAS, requires a use-case context
and a specific application scenario. In contrast, if tree topologies are reused between
di�erent distributed applications, including aggregation, the allocated cost of the over-
lay service is shared between these applications something that makes the use of trees
more e�ective as illustrated by Fei et al. [2001]. The unique paths of tree topologies are
not required in DIAS as unique aggregation values are identified by the classification per-
formed in the structuring level . Furthermore, tree aggregation su�ers from an unequal
load distribution in nodes and the impact of failures as discussed by Ogston and Jarvis
[2010]. The nodes close to the root receive a high number of forwarded messages from
the bottom nodes. Similarly, the impact of a failure close to the leaves is small whereas
a single failure close to the root partitions the whole overlay network. These issues do
not concern DIAS as it does not depend on a specific routing mechanism. Nonetheless,
the realization of the discovery level by the peer sampling service [Jelasity et al., 2007]
results in a uniform communication overhead between nodes.

In general, DIAS achieves a dynamic function-independent and routing-independent
aggregation because of its fundamental design approach: the e�cient representation
and local storage of the distributed aggregation values as memberships of the final
aggregates. DIAS performs explicit aggregate computations in every aggregator of the
network for each single distributed aggregation value. Such an abstraction results in
a relative large message overhead compared to related approaches based on the ‘mass
di�usion’ of aggregation values.

5.11 Discussion and Future Work

DIAS is a realization of the ASMA architecture that provides three levels of abstrac-
tion and modularity in the aggregation process. The coordination level does not have
any knowledge about the underlying complexity of the classification and aggregation
memberships. A wide range of aggregation functions can be accurately computed as
the structuring level guarantees that the provided aggregator samples are classified
as unexploited or outdated. Similarly, the structuring level receives random aggregator
samples from the discovery level . Beyond the peer sampling service, other mecha-
nisms can realize the discovery level such as flooding [Jiang et al., 2003] and random
walks [Gkantsidis et al., 2006].

A key feature of DIAS is the predefined number of possibles states during an ag-
gregation phase. There are at least two reasons that this feature does not limit the
approach of DIAS. The first reason concerns the fact that a large number of applications
are fundamentally based on this assumption and design. User ranking aggregation in
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recommender systems, such as the ones of Garcin et al. [2009] and Lekakos and Giaglis
[2007], is based on a finite and often restricted number of options for a user to rank an
element. Applications of demand-side energy management, such as the one of James
et al. [2006] and the work [Pournaras et al., 2010c, 2009b] illustrated in Chapter 6, ag-
gregate information about a finite number of alternative energy consumptions of home
devices to improve the stability of the Smart Power Grid. The second reason is related
to the potential to extend the idea of discrete possible states to continuous ranges of
values from which possible states are parameterized. In this case, each possible state
is a representative value, e.g., average, of a respective range of values.

Dissemination and collection of all aggregation values in every agent of the network
requires a significant communication cost in DIAS. Section 5.10 shows that this cost is
relatively higher than related aggregation methodologies. One way to decrease this cost
is to eliminate the number of aggregators and disseminators in a network. Section 5.8.2
shows that the communication cost of DIAS is decreased more than half if the network
is split into the 2/3 of the peers running disseminators and 1/3 aggregators. It is
not always necessary for each peer of the network to perform both aggregation and
dissemination as various applications do not require this. Section 6.4 discusses an
application scenario in the energy domain in which agents have di�erent goals and
require aggregators or disseminators but not both. Limiting the number of aggregators
or disseminators is a way to decrease the communication cost significantly.

DIAS is based on the exchange of aggregator samples instead of disseminator sam-
ples. In the current design of DIAS, aggregation values are disseminated to aggregators
instead of the aggregators requesting the aggregation values. The M

Ai (S
0
j ) membership

of the aggregator cannot be used during the classification process as the selected state
S

0
j is not known. This issue can be overcome by injecting the selected state in the

exchanged disseminator samples of the discovery level .
Experimental evaluation illustrates the e�ciency of DIAS under di�erent experimen-

tal settings. High accuracy and matching is achieved even in the case of false positives
in the bloom filters. The tolerance of DIAS to false positives provides some large data
space savings. Accuracy is maintained even in the case of significantly decreasing the
size of bloom filters, resulting in a high number of false positives that DIAS detects. The
size of the bloom filters is examined in this chapter empirically. However, a future exten-
sion is the dynamic and automated allocation of larger space in the bloom filters based
on accuracy requirements under false positives. Furthermore, alternative approaches
to bloom filters are also considered in future work, e.g., hash compaction [Dillinger and
Manolios, 2004].

The classification of aggregator samples in the aggregation pool proactively prevents
duplicate outcomes that increase the communication overhead. Moreover, the mutual
membership checks reactively detect duplicate outcomes that are not detected in the
classification due to false positives. Therefore, mutual membership checks guarantee
a high accuracy in the computation of aggregates, especially in the case of duplicate-
sensitive aggregation functions such as the summation without introducing additional
communication cost. The performance of the random strategy shows the large com-
munication cost that duplicate outcomes cause and the large savings achieved by the
exploitation and update adaptation strategies. Furthermore, exploitation and update
cover a wide range of network settings. For example, during network scaling by peer
arrivals or during bootstrapping, exploitation provides a faster convergence of accu-
racy. In a stable network with continuous changes of selected states, update provides a
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faster adaptation of the aggregates. An automated switch of strategies is possible. The
illustrated results in Section 5.8.2 depict the convergence of the exploitation and update
outcomes based on which a decision for switching an adaptation strategy can be made
by agents.

Other future work concerns the evaluation of DIAS and its applications in various
network conditions, such as churn [Kennedy et al., 2009] and latency.

5.12 Conclusions

This paper concludes that DIAS, as an overlay service of the ASMA architecture, is able
to act as a generic and decentralized middleware for dynamic aggregation in large-
scale distributed networks. The aggregation approach of DIAS is holistic: a local and
duplicate-free availability of the distributed aggregation values that enables the simul-
taneous computation of almost any aggregation function. Achieving this abstraction in
a cost-e�ective manner and without depending on a specific routing mechanism is a
challenge that has not been addressed in related work. DIAS meets these requirements
by introducing an implicit representation and storage of the explicit distributed aggre-
gation values: aggregation memberships in bloom filters. However, the high degree of
abstraction in DIAS has an impact of a higher communication overhead compared to
methodologies based on information di�usion [Jelasity et al., 2005, Nath et al., 2008].

The experimental evaluation shows that DIAS achieves a high accuracy under syn-
chronous and asynchronous changes of the aggregation values. Even under challenging
settings of bloom filters with a high number of false positives, accuracy is maintained
almost entirely due to the mutual membership checks. The classification of aggregator
samples and their selection based on two adaptation strategies provide (i) the minimiza-
tion of duplicates that increase inaccuracies and communication overhead and (ii) the
intelligent adaptation of the aggregation process in di�erent network conditions.
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Chapter 6

Demand-side Energy
Management using Overlay
Services*

“Make the best use of what is in your power, and take the rest as it
happens."

Epictetus1

Meeting robustness criteria in socio-technical infrastructures, such as the Smart
Power Grid, is increasingly complex and challenging [Ipakchi and Albuyeh, 2009].
For example, the variation of power demand [Strbac, 2008], the outdated infrastruc-
ture [Massoud Amin and Wollenberg, 2005], the integration of renewable energy re-
sources [Brandstätt et al., 2011] and technologies such as electrical vehicles [Clement-
Nyns et al., 2010] are some of these emergent challenges. Traditionally, matching sup-
ply and demand has been managed from production-side that usually involves complex
and costly actions managed by human actors, e.g., system operators. Such actions
include the activation of operating reserves and the installation of new power plants or
other infrastructure [Joskow and Tirole, 2007].

Within an electrical power grid that is smart, sustainable, environmental-friendly
and has the means to self-configure its load in extreme and unpredictable conditions,
demand-side energy management is an alternative promising approach. Two demand-
side energy management mechanisms based on overlay services are introduced in this
chapter: (i) EPOS, the Energy Plan Overlay Self-stabilization system and ALMA, the Adap-
tive Load Management by Aggregation system. These mechanisms provide an intelligent
communication and interaction medium to consumers that can be used to collectively
influence the aggregate energy consumption under di�erent conditions.

1Original Greek text quoted [Matheson, 1916]: «�� ����� �� ����µ��� �������� �� ������, ���� ���� ��������
�� ����µ��� �� ������� ��� ���������.» - ���������

*This chapter is based on five published papers [Pournaras et al., 2010d,c, 2009b, 2008c,b] and a submit-
ted paper [Pournaras et al., 2013b].
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EPOS performs stabilization of energy consumption over time by minimizing devia-
tion and reversing deviation of earlier energy consumption. This is achieved by soft-
ware agents that control thermostatically controlled appliances, i.e., refrigerators, water
heaters etc. Agents self-organize themselves in a tree overlay network to coordinate en-
ergy consumption of their devices. Self-organization is performed using the AETOS over-
lay service illustrated in Chapter 4. Coordination is automated and based exclusively
on the operational flexibility of thermostatically controlled appliances. The involvement
of consumers is not required.

However, in extreme conditions in which the Smart Power Grid requires an actual in-
crease or decrease of demand due to a failure of a power plant or excessive availability of
micro-generation [Paulus and Borggrefe, 2011], ALMA can be used. Consumers dynami-
cally select between a number of predefined demand options that represent comfort and
economy levels of their energy consumption. Their selections are based on price or other
incentives provided by utility companies. The DIAS overlay service makes the aggregate
power demand locally available to consumers to trigger the required adjustments of
energy consumption.

EPOS and ALMA are two highly decentralized mechanisms for demand-side energy
management that provide two incremental levels of involvement and participation to
consumers. This flexibility extends the applicability and scope of EPOS and ALMA com-
pared to related approaches [Kok et al., 2005, Stadler et al., 2009, Hammerstrom, 2007,
Faruqui and George, 2005, Hopper et al., 2006, Lu et al., 2005, Middelberg et al., 2009].
Experimental evaluation of EPOS and ALMA using both synthetic data and data collected
from the Olympic Peninsula Smart Grid Demonstration Project [Hammerstrom, 2007]
shows that decentralized stabilization and adjustment of energy consumption is possi-
ble.

This chapter is outlined as follows: Section 6.1 introduces the concept of demand-
side energy management in the Smart Power Grid and illustrates the research focus of
this chapter. Section 6.2 summarizes the applicability of the AETOS and DIAS overlay ser-
vices in two demand-side energy management mechanisms. Section 6.3 illustrates the
first of these mechanisms, EPOS, the Energy Plan Overlay Self-stabilization. Section 6.4
studies the second mechanism for demand-side energy management: ALMA, Adaptive
Load Management by Aggregation. Section 6.5 compares EPOS and ALMA with related
work on demand-side energy management. Section 6.6 discusses EPOS and ALMA and
outlines future work. Finally, Section 6.7 concludes this chapter.

6.1 Demand-side Energy Management

This section provides necessary research background on demand-side energy manage-
ment and outlines the research focus of this chapter.

6.1.1 Research background

Demand-side energy management usually concerns (i) load-shifting of energy consump-
tion at di�erent time points and/or (ii) load-adjustment by increasing or decreasing
overall energy consumption [Stadler et al., 2009, Strengers, 2008, Ashok, 2006]. Al-
though demand-side energy management is not a recently introduced idea [Schweppe
et al., 1989], nowadays it is an established operation of the Smart Power Grid because of
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the broad adoption of micro-generation using renewable energy resources and enabling
control technologies in households such as smart sensors.

In the Smart Power Grid, residential consumers have a more interchangable2 role
between consumer and producer as they have the option to perform a wide range of
actions such as (i) sell their generated energy to the power grid, (ii) consume it locally
or (iii) store it, for example, in batteries. Groups of such consumers may form virtual
power plants that can provide operational flexibility to match supply and demand in
several unexpected conditions [Dimeas and Hatziargyriou, 2007], i.e., failures of power
lines or high peak loads. Wide deployment of solar panels and wind generators at the
residential-level creates situations in which micro-generation exceeds demand resulting
in higher risks of system blackouts as discussed by Brandstätt et al. [2011] and Stodola
and Modi [2009] for the case of the German power grid. Similarly, wide deployment of
new emerging technologies, such as electric vehicles, have a significant impact on energy
consumption patterns and their prediction [Hadley and Tsvetkova, 2009, Clement-Nyns
et al., 2010]. All of these issues make coordination of energy consumption in the Smart
Power Grid crucial.

Demand-side energy management is orchestrated in practice by power utility com-
panies via demand-response programs. An outline and review of existing demand-
response programs is illustrated by Albadi and El-Saadany [2008] and Cappers et al.
[2010]. These programs include the installation of smart sensors, controllers and ther-
mostats in the households of consumers to extract almost real-time information about
the energy consumption used in order to control it. Home automation technologies
such as the ones reviewed by Kailas et al. [2012] provide the following load manage-
ment options:

• Adjustment of temperature setpoints in thermostatically controlled devices [Lu
et al., 2005], e.g., water heaters, refrigerators or HVAC systems.

• Turning on/o� consumption sources [Clement-Nyns et al., 2010], e.g., the charg-
ing of electrical vehicles.

• Adjustment of potentiometers that control consumption sources such as light-
ing [Alahmad et al., 2011].

• Hibernating monitors and personal computers [Ponciano and Brasileiro, 2010].

Note that demand-side energy management can also be applied in various domains
of industrial consumers as illustrated by Paulus and Borggrefe [2011], Ashok [2006]
and Middelberg et al. [2009].

Consumers require incentives to accept the idea that their energy consumption
is controlled by automation technologies under certain circumstances [Strbac, 2008,
Faruqui and George, 2005, Hopper et al., 2006]. Environmental concerns are not always
adequate to guarantee a high level of participation and engagement [Hammerstrom,
2007, Sundramoorthy et al., 2011]. Incentives should be provided mainly by utilities
via demand/response programs [Albadi and El-Saadany, 2008, Cappers et al., 2010].
However, energy policies may enforce a certain or minimum level of engagement such
as the policies of the UK government that mandate all British households equipped
with smart meters by 2020 [Sundramoorthy et al., 2011]. An incentive may concern a

2In literature, these consumers are referred to as prosumers [Gr�alva and Tariq, 2011]
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benefit of lower pricing or other economic revenue o�ered as a result of allowing a level
of control in the energy consumption for a predefined period of time that is negotiated
between the consumers and their utility companies. A number of existing contract and
pricing schemes are illustrated by Palensky and Dietrich [2011].

Consumer participation should be on a voluntary basis to a certain degree, meaning
that the comfort of consumers is a non-negotiable right [Strengers, 2008]. In prac-
tice, consumers may have the option to overwrite the adjustments performed by the
automated technologies. The concept of adjustable autonomy [Scerri et al., 2002] is
highly applicable in this domain and such an option has been an adopted practice by
both consumers and utility companies in the Olympic Peninsula Smart Grid Demon-
stration Project [Hammerstrom, 2007] and the statewide pricing pilot experiment of
California [Faruqui and George, 2005]. Similarly, the Dehems3 system is a pilot project
that tests and evaluates the user participation and engagement in realistic innova-
tion platforms referred to as ‘living labs’. These platforms bring together and involve
end-users, researchers, industrialists and policy makers to examine a wide range of
influencing factors such as (i) policies, (ii) behavioral context, and (iii) design concerns
for the persuasive feedback and home technologies [Richardson, 2008, Sundramoorthy
et al., 2011].

Demand side energy management usually introduces two levels of control: (i) local
control by the consumer and (ii) global control by utility companies. Local control
concerns changes of consumption behavior via awareness about energy consumption
and the price the consumer pays. Furthermore, local control provides interfaces to
certain households devices, such as heating, ventilation and cooling (HVAC) systems,
for the configuration of their operation. In contrast, global (centralized) control may be
directly applied by the utility companies via, for example, frequency signals to which
household devices respond [Stadler et al., 2009] or indirectly via price incentives in
order consumers to change their consumption behavior [Hammerstrom et al., 2010].

Local control cannot always address system objectives, such as minimization of un-
expected power peaks, as consumers are unaware of the global state of the system. In
contrast, global control requires continuous aggregation of each local information in a
centralized management entity belonging to a utility company. This approach raises
scalability, fault-tolerance and privacy issues. Utilities process information from mil-
lions of consumers and their devices in almost real-time. This increases the costs of
utility companies that require investments in expensive storage, computation and com-
munication facilities, e.g., data centers. Furthermore, centralization results in single
points of failure that can be usually avoided by investments in additional computer facil-
ities for redundancy. Finally, data centralization and management by utility companies
raises privacy issues. Such detailed energy consumption data can be used to extract in-
formation about the lifestyle and activities of consumers as discussed by Lisovich et al.
[2010] and AlAbdulkarim and Lukszo [2010]. Therefore, an important question is if
detailed consumers’ data may be stored and managed at the supply-side as utility com-
panies mainly require aggregated energy consumption for the purpose of demand-side
energy management and not a detailed real-time information about local consumption
of individual consumers.

3Accessible at: http://www.dehems.eu/ (last accessed: May 2012)
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6.1.2 Research focus

This chapter focuses on the problem of how demand-side energy management can be
applied in a decentralized fashion with respect to di�erent required automation levels.

A demand-side energy management system is decentralized if it enables consumers
to play an active role in the Smart Power Grid by autonomously controlling their energy
consumption and production with minimum interventions from supply-side. Utility
companies do not have detailed energy consumption data but only aggregated data.
However, utility companies are able to feed consumers with the aforementioned system
objectives via high-level policies, incentives, and pricing schemes.

The automation level of a demand-side energy management system defines a min-
imum involvement, participation and interaction of human consumer actors with de-
mand-response programs of an energy management system. Software agent technolo-
gies [Scerri et al., 2002, Kok et al., 2005, Kailas et al., 2012] installed in sources of
household consumption and production are the technical means to make autonomous
control possible.

Decentralization and automation transform the problem of demand-side energy
management to a large-scale agent-based coordination problem. Agents representing
consumers and controlling their consumption devices may interact with each other in
a peer-to-peer fashion and without centralized mediation to collectively coordinate their
energy consumption and meet global objectives of the electrical power grid. Example
of these objectives include minimization of power peaks, referred to as ‘peak shaving’,
matching consumption patterns to the availability of renewable resources, or shifting
energy consumption at di�erent time.

6.2 Overlay Services for Energy Management

This chapter studies decentralized and automated demand-side energy management
using overlay services. The applicability of AETOS and DIAS overlay services is illus-
trated through two demand-side energy management mechanisms introduced for this
purpose: EPOS, the Energy Plan Overlay Self-stabilization and ALMA, the Adaptive Load
Management by Aggregation.

EPOS performs stabilization of energy consumption without requiring human inter-
vention and ideally without influencing the comfort and lifestyle of consumers. EPOS is
based on large-scale coordination of software agents installed in thermostatically con-
trolled appliances of consumers, e.g., refrigerators, water heaters, etc. Agents locally
generate a set of possible (energy) plans that represent alternative energy consump-
tion patterns for a future period of time and a specific device. The possible plans
are assumed equivalent from the consumer’s viewpoint. This means that the com-
fort impact on consumers between the possible plans is negligible. In practice, these
alternative and equivalent possible plans are achieved by preheating/postheating or
precooling/postcooling. Agents coordinate their selections about which plan to execute
in order to achieve a collective stabilization of the energy consumption. EPOS is able to
achieve two stabilization objectives that adjust the deviation (oscillations) of energy con-
sumption: (i) Minimization of energy deviation and (ii) reverse of energy deviation. The
first objective contributes to the maintenance of robustness in the Smart Power Grid
as discussed by Strbac [2008] and Shaw et al. [2009]. The second objective captures
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the robustness of the Smart Power Grid in case of sudden power peaks or large-scale
micro-generation by consumers. Coordination in EPOS is based on the communication
topology of tree overlay networks that are self-organized by the AETOS overlay service.
This chapter studies the e�ect of the tree topology in the performance of EPOS.

The stabilization achieved with EPOS has its limits as it is bound to the technical
characteristics of the thermostatically controlled appliances managed. Load-shifting at
di�erent time points may not be adequate at situations in which the Smart Power Grid
may experience, for example, failures of power generators. Consumers need to decrease
their energy consumption in such cases till the system is back to its normal operation.
The ALMA mechanism fills exactly this gap.

ALMA relies on behavioral flexibility that consumers can o�er based on incentives
provided by their utility companies. Consumers, via software agents, control home
devices and configure a level of comfort and economy in their local energy consump-
tion. Under extreme cases in which the Smart Power Grid is stretched by high load,
consumers sacrifice a degree of comfort, on a voluntary basis, to obtain an economic
or other revenue from their utility companies. Agents require awareness of the total
energy consumption in a system to adapt their local energy consumption accordingly.
This awareness is achieved via decentralized aggregation of information about energy
consumption without the involvement of utility companies. ALMA is based on the DIAS
overlay service as it enables multiple utilities and consumers to coexist in an aggrega-
tion overlay network and exchange information about the dynamically adaptive energy
consumption. The feasibility of ALMA is validated by analytical results computed using
data from an operational Smart Power Grid.

6.3 Energy Plan Overlay Self-stabilization

EPOS performs demand-side energy management by stabilizing global energy utiliza-
tion. In this section, energy utilization is defined as the allocated amount of energy
consumed by thermostatically control devices or stored to batteries for a period of time.
Global energy utilization entails aggregation of all energy utilizations for the same time
period. Finally, stabilization is the state in which the acquired global energy utilization
maintains the Smart Power Grid robust, i.e., matching supply and demand, reducing
production costs, etc.

EPOS manages the energy utilization of thermostatically controlled appliances, such
as refrigerators, air conditioners and water heaters. These devices consume 25% of
the total residential energy supply in the USA according to Kelso and Bruce [2001]
and Moon and Han [2011], therefore, their management can have a significant impact
on the stabilization of the Smart Power Grid. Furthermore, the management of ther-
mostatically controlled appliances can be automated without requiring direct control
by consumers. In contrast to other consumption sources such as lighting or personal
computers, management of thermostatically controlled appliances does not have a sig-
nificant impact on consumers. For example, turning o� lights automatically may result
in an e�ect of disturbance for consumers. In contrast, turning o� the compressor of a
refrigerator for a short period of time does not necessarily disturb its intended operation.

The stabilization objectives that EPOS is able to achieve are the following:

• Minimum deviation: The system proactively minimizes deviation in the global en-
ergy utilization. Power peaks are suppressed and energy consumption oscillates
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to a minimum degree.

• Reversed deviation: The system reactively reverses consumption deviation of the
global energy utilization with respect to a secondary global energy utilization. The
average result of the two global utilizations should be ‘flat’ over time.

Stabilization according to the above objectives has an impact on the robustness of
the Smart Power Grid as illustrated in the following examples: (i) Minimization of de-
viation aims to maintain the energy consumption to a steady level without significant
oscillations and power peaks. This is a fundamental operation required in every power
grid. (ii) The reverse of deviation is applicable in a number of scenarios. One of them
is when a sudden peak in the energy consumption results in an increase of the energy
provided by a power plant. Reversing high energy consumption to a lower energy con-
sumption in the next utilization period keeps the cost of the energy provided by this
power plant balanced. A second application is micro-generation by consumers. Batter-
ies can be used as an energy bu�er for protection of the Smart Power Grid. The battery
utilization level should remain stable over time. For example, a battery charged steadily
at 40% allows consumers to draw critical power during a power outage. Furthermore,
the remainder 60% capacity available in the battery can be used as protection storage
for the Smart Power Grid when micro-generation exceeds demand. Therefore, the bat-
tery level should remain constant and any deviation should be reversed by controlling
energy consumption.

EPOS achieves these objectives by managing thermostatically controlled appliances
of consumers using software agents [Vidal et al., 2001] that communicate through an
infrastructure such as the Internet or an integrated communication system in the Smart
Power Grid. An example of the latter communication scheme is illustrated by Stadler
et al. [2009]. These communication options are realistic according to the work of Guo
et al. [2005], James et al. [2006], Hammerstrom et al. [2010] and Kailas et al. [2012].

EPOS exploits local alternative energy utilizations based on which thermostatic de-
vices can operate. These devices work in a periodic fashion by turning the thermostat
‘on’ and ‘o�’. In this way, the temperature of the devices remains within the target
range of its operation. Temperature for which the thermostat changes from the ‘on’
state to the ‘o�’ state, and visa versa, is referred to as temperature setpoint. Note that
thermostatic devices consume energy during the ‘on’ state.

The intuition behind EPOS is that software agents can modify the temperature set-
points and change the energy utilization over time by keeping the target temperature
range unmodified. In this way, the consumer does not experience any significant in-
convenience or discomfort. The software agents of EPOS generate one or more energy
utilization plans for a given period of time. Each plan consists of a sequence of discreet
energy values. Each value represents a level of energy utilization at a specific time
point. For example, the plan x = {5.3, 6.4, 6.1, 8.6, 8.1, 4.2} represents the utilization
of energy for |x| = 6 consecutive equal time periods. During the third time period, the
plan utilizes 6.1 units of energy. A set of v possible (energy) plans represents di�erent
energy utilization options for a single device during a given period of time. This notion
of energy plan is used throughout this section. The generation of alternative energy
utilization and the flexibility of thermostatic devices is a technically viable approach for
demand-side energy management as it is shown by Lu et al. [2005]. Figure 6.1 depicts
the idea of generating di�erent possible plans for a thermostatic device such as a water
heater.
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Figure 6.1: A simplified illustration of two possible energy plans. Possible plan ‘A’ is a conven-
tional one that always uses the same temperature setpoints. In contrast, possible plan ‘B’ is
generated by modifying the temperature setpoints. The power distribution of plan ‘B’ over time is
di�erent than the one of plan ‘A’.

Each agent in EPOS chooses the selected (energy) plan to execute between the set
of possible plans. This selection is an actual thermostat configuration for the time
period defined by the plan. Note that a global plan corresponds to the aggregation
(summation) of all of the selected plans of the participating agents in EPOS. The optimum
solution in this problem can be found using centralized coordination. This approach
includes the brute-force computation that sums up all combinations of possible plans
of each agent in the system. These computed combinations are referred to in this
chapter as combinational plans. Centralized coordination guarantees the discovery of
the best global solution, considering and assuming that the sets of possible plans do
not change during coordination. However, centralized coordination based on brute-force
operation does not scale. The complexity is O(v

n
), where v is the number of possible

plans per agent and n is the number of agents in the network. Alternatively, EPOS
performs decentralized coordination that results in a global plan that is more stabilized
compared to a system in which agents always determine their energy consumption
locally (without coordination). This chapter refers to this default and locally selected
energy consumption as intended.

Coordination of energy consumption in EPOS is performed by a decentralized aggre-
gation and decision-making mechanism that relies on self-organization of agents in a
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hierarchical topology: a tree overlay network. The remainder of this section illustrates
the coordination mechanism of EPOS and the use of the AETOS overlay service. Fur-
thermore, experimental evaluation of EPOS shows the performance achieved for each
stabilization objective under various experimental settings.

6.3.1 Coordination of energy consumption

Assume a network of communicating agents that control thermostatically controlled
appliances of consumers. These agents are organized in a tree overlay network using
the overlay service of AETOS. More information about this organizational and design
choice is provided in Section 6.3.2. This section focuses exclusively on the coordination
mechanism. Assume that each agent in the tree overlay has a number of k children,
except the leaves that do not have any children. Each agent generates a number of v

possible plans.
Algorithm 6.1 illustrates the execution of EPOS for each agent based on the tasks

below. These agent tasks perform the coordination of energy consumption in EPOS. More
specifically, coordination is performed incrementally for each two consecutive levels of
the tree overlay network. A level of children interacts with their parents in the level
above. A coordination step is defined by the tasks that result in the selection and
execution of selected plans in the level of children. In addition, a coordination phase is
defined by recursive coordination steps for the total number of tree levels in the overlay
network. The transition from one coordination phase to the next one is realized by the
broadcast task.

Algorithm 6.1 The local coordination algorithm of EPOS.
Require: message
1: if received all ‘parent inform’ messages then
2: aggregation

3: selection

4: update

5: inform(children)

6: planning

7: if is root then
8: selection

9: update

10: execution

11: broadcast

12: else
13: inform(parent)

14: end if
15: else if received ‘child inform’ message then
16: execution

17: else // received ‘broadcast’ message
18: if is leaf then
19: planning

20: inform(parent)

21: end if
22: end if
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• planning: Each agent i locally generates a set Pi = {p0
i , ..., p

v�1
i } of v possible

plans for a future period of time.

• inform(parent): Following planning, each agent i sends to its parent the set
Pi of possible plans and the aggregate plans ai and ˆai . An aggregate plan is the
summation of all of the selected plans by the agents that belong to the tree branch
underneath agent i. The aggregate plan ai concerns the current coordination
phase, whereas, the aggregate plan ˆai refers to an earlier coordination phase.

• aggregation: Each agent i collects the possible and aggregate plans from each
of its children. It computes all of the combinational plans Ci = {c0

i , ..., c

v

k�1
i } by

applying a brute-force operation that sums up all of the combinations between
the received possible plans. Furthermore, the aggregate plans from each child
are merged by computing their summation. The resulting outcome plans are the
aggregate plans ai and ˆai of agent i.

• selection: Each agent i chooses the best combinational plan c

0
i . This selection

is based on the stabilization objective that should be met. In practice, the selection
for a stabilization objective is performed by one of the fitness functions fMD(ai , Ci)

and fRD(ˆg, ˆai , ai , Ci). For each child c of agent i, the selected plan p

0
c is derived

from the selected combinational plan c

0
i .

• update: The aggregate plan ai of each agent i is updated with the selected com-
binational plan c

0
i as ai = ai + c

0
i . Furthermore, the aggregate plan ˆai is updated

as ˆai = ˆai + ˆp

0
i , where ˆp

0
i is the selected plan of agent i at an earlier coordination

phase.

• inform(children): Each agent i sends the selected plan p

0
c to each of its child

c.

• execution: Each agent i configures the energy utilization of its device for a
period of time as defined by the selected plan p

0
i .

• broadcast: If agent i is the root of the tree, it broadcasts the global plan g = ai

to all of the agents of the tree. Agents forward the received broadcasted message
from their parents to all of their children.

Figure 6.2 illustrates the concepts of a coordination step and phase in EPOS and the
execution of the agent tasks between a parent and its children.

During a coordination step, children perform the tasks planning and inform(pa-
rent) (line 6, 13, 19 and 20 of Algorithm 6.1). The purpose of these actions is to
let the parent, as aggregator, perform more informed decision-making about the plan
that its children execute. The decision is more informed for two reasons: (i) the parent
aggregates information from multiple agents, its children, and (ii) it receives information
about the current selections in the running coordination phase, the aggregate plans.
Next, the parent executes the aggregation task (line 2 of Algorithm 6.1) by computing
its aggregate plans according to (6.1) and (6.2):

ai =

k�1X

c=0

ac (6.1)
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Figure 6.2: The coordination algorithm of EPOS.

ˆai =

k�1X

c=0

ˆac (6.2)

The aggregation task also concerns computation of the combinational plans Ci

by an agent i based on a brute-force operation performed between the received possible
plans. For example, for a parent with two children each generating two possible plans,
the total number of combinational plans is |Ci | = v

k = 22 = 4. These four combinational
plans are computed in this case according to (6.3):

Ci = {c0
i = p

0
0 + p

0
1, c

1
i = p

0
0 + p

1
1, c

2
i = p

1
0 + p

0
1, c

3
i = p

1
0 + p

1
1} (6.3)

The p

j
c is the j possible plan of child c. Note that the complexity of the brute-force

operation is controlled by the topological properties of the tree and specifically by the
number of children per agent.

The next task executed is selection (line 3 of Algorithm 6.1). The purpose of this
task is to select the best combinational plan according to one of the stabilization ob-
jectives defined at the beginning of this section: (i) minimum deviation and (ii) reversed
deviation. Decision-making is based on knowledge adaptation that is the evaluation
of deviation in all of the combinational plans if they are added (adapted) to aggregate
plans. Deviation is computed based on the statistical standard deviation �. The fitness
function for the stabilization objective of minimum deviation is the following:
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fMD(ai , Ci) =
v

k�1
min

j=0
�(ai + c

j
i) (6.4)

The fitness function (6.4) computes the best combinational plan c

0
i 2 Ci that mini-

mizes the standard deviation � if c

0
i is added to the aggregate plan ai .

For the stabilization objective of reversed deviation, assume an earlier coordination
phase that results in an earlier global plan ˆg. The current coordination phase should
result in a recent global plan g that reverses the deviation of ˆg, both devised by the
same agents representing the same devices. For example, the reverse of deviation in
the energy demand g + xt is the g � xt , where xt is the deviation from the average total
consumption g at time t of planning. The fitness function for reversed deviation is
computed as follows:

fRD(ˆg, ˆai , ai , Ci) =
v

k�1
min

j=0
�(

earlierz}|{
ˆg � ˆai +

recentz }| {
ai + c

j
i) (6.5)|       {z       }

replacement

This computation shows that the earlier aggregate plan ˆai is replaced by the equiv-
alent summation of the recent aggregate plan ai and the combinational plan c

j
i . Note

that ˆai ⌘ ai + c

j
i . This is a replacement (adaptation) to the earlier global plan ˆg.

The concept behind this fitness function is the following: The average of the earlier
global plan and recent global new plan should ideally result in a minimum (zero) devia-
tion. This is because (g+xt )+(g�xt )

2 = g. Choosing the combinational plan that contributes
best on transforming xt to �xt results in a global plan with reversed deviation. The
transformation is gradually and incrementally achieved during consecutive coordina-
tion steps.

Figure 6.3 visualizes the concept of the two fitness functions. Note that both stabi-
lization objectives are achieved using the same algorithm execution and interactions.

(a) Minimizing deviation. (b) Reversing deviation.

Figure 6.3: The planning information used by agents in decision-making.

After the execution of the selection task, the update and inform(children)

tasks follow (line 4 and 5 of Algorithm 6.1). The parent updates its aggregates plan
and the children execute their selected plan as defined by the parent agent (line 16 of
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Algorithm 6.1). This completes a coordination step for this agent. Note that if an agent
is the root of the tree it performs an additional local coordination step. The root agent
selects locally its executed plan (line 7-11 of Algorithm 6.1). In other words, the root
agent performs two decision-making processes, one for its children and one for itself.
In this case the possible plans are used as the combinational plans: Ci = Pi for agent
i positioned as the root of the tree. Finally, a root agent i completes the coordination
phase by broadcasting the global plan ai = g to all agents in the tree. In this way, the
agents start the next coordination phase and use this broadcasted global plan for future
reverse of deviation if needed.

6.3.2 Using the AETOS overlay service

The use of a tree overlay network is a crucial design choice in EPOS. Communication
e�ciency and convergence are two of the reasons for this choice. A hierarchical struc-
ture supports an incremental coordination process with consecutive coordination steps
in every level of a tree topology. Each coordination step contributes to stabilization
of the cumulative aggregate plans computed during previous coordination steps. Note
that aggregate plans can be computed accurately without counting duplicates due to
the graph property of path uniqueness that tree topologies have. Furthermore, the
organization of a tree overlay network controls the computational complexity of EPOS.
More specifically, computation of the combinational plans using the brute-force opera-
tion becomes feasible by locally choosing the maximum number of children from which
possible plans are received and combined. Therefore, the computational complexity is
O(v

k
) instead of O(v

n
) to which centralized coordination is bound. Assuming that every

agent generates an equal number of possible plans, a higher number of children results
in locally more informed decisions at the cost of a higher computational complexity.

The AETOS overlay service, illustrated in Chapter 4, enables self-organization of trees
used by EPOS. Instead of simply using a static tree that is a�ected by single peer failures,
AETOS builds and maintains the tree topology during coordination. The planning period
of EPOS can be used for tree organization and optimization. Moreover, AETOS is able
to order a tree according to application criteria that potentially contribute to the stabi-
lization of the energy consumption. For example, criteria such as the average energy
consumption, or the deviation of possible plans can be used for ranking the agents with
an impact on their positioning to the tree topology. Note that there is a high number of
agents that are leaves and their aggregate plans containing zero values in contrast to
only a few agents close to the root with aggregate plans that converge to the final global
plans. Therefore, the position of an agent within a tree topology has a potential impact
on the achieved stabilization.

The design approach of EPOS has a number of features in common with the DIAS
overlay service illustrated in Chapter 5. EPOS performs aggregation in each and every
coordination step. The concept of possible plans is similar to the concept of possible
states that DIAS defines. Nevertheless, EPOS cannot simply replace AETOS by the DIAS
overlay service. One reason is the fact that DIAS does not define a coordination mecha-
nism but only performs aggregation. This means that agents cannot locally select their
more stabilized possible plan as they are assumed to be equivalent. Selections are made
collectively in respect to other possible plans generated by other agents. This is the rea-
son why the agents of EPOS aggregate and combine the possible plans of their children.
Even if local selections could be possible based on a global plan aggregated by DIAS,
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the problem of convergence remains unsolved and falls into other research problems
such as the ones of reward and revenue sharing [Giannoccaro and Pontrandolfo, 2009].
DIAS assumes unstructured overlay networks and therefore the topology cannot intu-
itively instruct a coordination mechanism that enables EPOS to converge. For example,
if an agent selects a possible plan that improves stabilization of a global plan, then this
decision makes a second simultaneous selection by another agent biased.

6.3.3 Experimental settings

EPOS is implemented and evaluated in a customized simulation environment4. EPOS
uses a degree-bounded, balanced and complete tree overlay network as described in
Section 4.1.1. The tree overlay network of EPOS is built by the AETOS overlay service
implemented in the Protopeer [Galuba et al., 2009] prototyping toolkit as illustrated
in Section 4.7. The evaluation of EPOS focuses on the two stabilization objectives of
minimizing and reversing deviation. EPOS is compared to a system in which the energy
consumption is the intended one, without generating alternative energy plans5. EPOS is
also compared to the optimum centralized coordination of complexity O(v

n
) in a small-

scale network.
The experimental evaluation of EPOS addresses the following five questions:

Question 1. What is the degree of minimum deviation achieved with EPOS compared
to the intended energy consumption and centralized coordination?

Question 2. What is the degree of reversed deviation achieved with EPOS?

Question 3. How does the number of possible plans influence the stabilization of
EPOS?

Question 4. How does the local plan deviation influence the stabilization of EPOS?

Question 5. How does the organization of a tree overlay network influence the sta-
bilization of EPOS?

The heterogeneity of thermostatically controlled devices organized in a tree overlay
network is simulated based on the following: (i) the average consumption of a generic
thermostatically controlled appliance, (ii) the deviation of this average consumption that
represents di�erent types of thermostatic devices (refrigerator, water heater etc.) and
(iii) the total number of these types. A number of average consumption seed values are
randomly generated for every type of device. The seed values belong to the range defined
by the deviation of average device consumption. The consumption of a specific device
type varies as well, however, this variation is assumed lower in general compared to the
deviation of average consumption among di�erent types of devices, e.g., a refrigerator
and a water heater.

Moreover, each agent in a tree overlay network, regardless of which type of device
it represents, generates a fixed number of possible plans over a fixed time period.
Generation of plans is simulated as follows: For each final average consumption of
each device, a random sample is generated with size equal to the number of energy
values of the plan. The values are estimated between a (plus/minus) percentage range

4The source code of the simulator and the implementation of EPOS is available by the author of this thesis
on request.

5This approach is implemented by configuring agents of EPOS to generate a single possible plan.

128



6.3 Energy Plan Overlay Self-stabilization

of plan deviation from the average consumption value of the plan. For example, a
20% plan deviation from the average consumption value of 10 units, results in deriving
random values in the range [8, 12].

Finally, user consumption profiles are simulated. Each device has a ‘high’, a
‘medium’ and a ‘low’ consumption profile. A coe�cient for each consumption profile
multiplies or divides respectively the values of the possible plans. The profiles change
cyclically in every coordination phase and are initially attributed randomly to devices.
This means that each individual device may start with any of the high, medium or low
consumption profiles and its selections follow the same cyclical row in each coordination
phase.

Note that an agent could have the option to locally select the most stabilized plan
without adaptation to the aggregate plans as the fitness functions define. However,
possible plans are generated with equivalent deviation in the experimental settings as
shown in this section. Therefore, the stabilization achieved with the locally optimum
selected plans is equivalent with the intended energy consumption implemented by
generating a single possible plan. Experimental results confirm this intuition.

Four experimental settings are defined for the evaluation of EPOS. Table 6.1 outlines
the parameterization for each experimental setting. Setting A is a small-scale envi-
ronment of n = 15 agents for comparing EPOS with optimum centralized coordination.
Setting B is used as an illustrative environment for the evaluation of the minimum
deviation fitness function. It is also used for evaluating the same fitness function under
a varying number of possible plans. Setting C does not use consumption profiles. The
deviation of the generated possible plans varies in the performed experiments. Setting
C is used to shows if local deviation a�ects the global deviation. Finally, setting D varies
the number of children over a series of experiments to evaluate how tree organization
a�ects the stabilization of EPOS. It does not also use consumption profiles and keeps
the number of possible plans equal to v = 3.

Table 6.1: The experimental settings used for the evaluation of EPOS.

Setting A Setting B Setting C Setting D

Number of agents 15 3280 3280 3280
Number of children/agent 2 3 3 2 � 5
Number of possible plans 2 2 � 7 5 3
Number of values/plan 10 10 10 10
Average device consumption 0.5 0.5 0.5 0.5
Number of device types 3 3 3 3
Average consumption deviation/type 0.35 0.35 0.35 0.35
Average consumption deviation/type/device 0.035 0.035 0.035 0.035
Plan deviation 90% 90% 10% � 90% 50%

Number of consumption profiles 3 3 1 1
Consumption profile coe�cient 2 2 1 1

Note that the simulated unit for energy consumption is the same in all of the ex-
perimental settings. Simulations run for t(EPOS) = 100 coordination phases and the
illustrated results are averaged over this running period.
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6.3.4 Evaluation results

The objective of minimizing deviation is evaluated by computing the standard deviation
of the global plans at the end of each coordination phase. Figure 6.4 compares EPOS
with the optimum centralized coordination and the intended energy consumption using
setting A.

Figure 6.4: The minimization of deviation achieved with centralized coordination, EPOS and the
intended energy consumption in setting A.

The results collected indicate that the stabilization achieved with EPOS lies between
the stabilization of the intended energy consumption and optimal centralized coordi-
nation. The average standard deviation for 100 coordination phases in the centralized
coordination is 0.42, whereas, for EPOS and the intended energy consumption the stan-
dard deviation is 0.79 and 1.08 respectively.

Figure 6.5 illustrates an example of three groups of global plans with di�erent con-
sumption profiles. Each group shows the global plan of EPOS and the one of the intended
energy consumption. The data are collected using setting B with 5 possible plans per
agent.

In each coordination phase, or every 10 time intervals, the energy consumption
changes due to the local consumption profiles. The deviation decreases 78.71%, 36.54%

and 73.46% by using EPOS compared to the intended energy consumption. Note that
EPOS does not aim to stabilize the energy consumption between di�erent consumption
profiles. The scale of the global energy consumption unavoidably changes at di�erent
times periods and, therefore, EPOS focuses on the decrease of positive and negative
energy peaks within each global plan.

The objective of reversed deviation is evaluated by computing the correlation co-
e�cient [Rodgers and Nicewander, 1988] of the global plans that are reversed during
runtime. Ideally, the optimum reversing between two global plans corresponds to a
correlation coe�cient that is equal to �1. Figure 6.6a illustrates the values of the corre-
lation coe�cient during runtime. Figure 6.6b depicts the reversing e�ect in two global
plans. The data are collected using setting C with 70% plan deviation.

Figure 6.6a shows that there is always a negative correlation between two global
plans on which the fitness function of reversed deviation is applied. This means that
EPOS reacts always positively as shown in these experimental settings. The average value
of the correlation coe�cient is �0.8 in this case. In addition, Figure 6.6b illustrates the
reversing e�ect in two global plans. The recent global plan converges to a mirroring
version of the earlier global plan. The average of these two plans is also drawn to depict
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(a) First coordination phase (b) Second coordination phase

(c) Third coordination phase

Figure 6.5: The global plans of three consecutive coordination phases during which three con-
sumption profiles are utilized. Results are computed using setting B.

(a) The correlation coe�cient achieved during run-
time.

(b) An example of reversing deviation between two
global plans. Their average is depicted as well.

Figure 6.6: The reverse of deviation achieved with EPOS in setting C.

the e�ect of the nearly flat average energy consumption.
The number of possible plans is one of the critical local constraints of the stabiliza-

tion problem. The purpose of the following experiments is to examine how the number
of local options that agents have a�ects the global stabilization achieved. For this rea-
son, multiple experiments have been performed in setting B by varying the number of
possible plans v. Figure 6.7 illustrates the results for the two stabilization objectives.
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(a) The average standard deviation of EPOS and
intended energy consumption for the stabilization
objective of minimum deviation.

(b) The average correlation coe�cient of EPOS for
the stabilization objective of reversed deviation.

Figure 6.7: The e�ect of varying the number of possible plans v that agents generate in EPOS.
The data are collected using setting B.

Figure 6.7a illustrates the average standard deviation of the global plans during
runtime in EPOS and the intended energy consumption for the stabilization objective
of minimum deviation. The increase in the number of possible plans v influences the
stabilization of EPOS positively as the values of the standard deviation decrease. For
2 possible plans, the di�erence in the decrease of standard deviation is 9.41 between
EPOS and the intended energy consumption. In contrast, for 7 possible plans it almost
doubles to 17.96, denoting almost double improvement. The reason for this positive
influence is the increased number of options from which agents can choose, or the
higher degree of freedom that agents have, resulting in a higher potential for minimum
deviation. The number of possible plans also influences the reversing e�ect as Fig-
ure 6.7b shows. The values of the correlation coe�cient decrease from �0.37 to �0.85
as the number of possible plans v increases in the range of [2, 7]. Similar to the case
of minimizing deviation, the agents have more options from which they make selections
and therefore, a higher potential to reverse an earlier global plan e�ectively.

Local deviation in the possible plans a�ects the deviation of the global plans in EPOS
and the intended energy consumption. In other words, higher stabilization is achieved
if the local plans have a higher variation from their average. In the experiments below,
the percentage of deviation from the average varies between 10% and 90% respectively
as defined by setting C that is adopted for these experiments. The results of the two
stabilization objectives are outlined in Figure 6.8.

Figure 6.8a shows a clear linear relationship between the deviation of the possi-
ble plans from their average and the deviation in the final global plans. The average
standard deviation increases from 0.76 to 6.63 for EPOS and from 1.50 to 13.42 for the
intended energy consumption. Note that the improvement in the stabilization between
EPOS and the intended energy consumption is nearly 50% in setting C. In contrast,
Figure 6.8b shows di�erent results. In this case, as the local deviation of the possible
plans from the average increases, the correlation coe�cient of the reversed global plans
decreases from �0.75 to �0.84. These results show that a higher deviation in the possi-
ble plans results in a more e�ective reversing e�ect. These results indicate that without
deviation in the possible plans, the system is unable to converge. The stabilization
objective of reversed deviation requires some operational flexibility to reverse a global
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(a) The average standard deviation in EPOS and the
intended energy consumption for the stabilization
objective of minimum deviation.

(b) The average correlation coe�cient in EPOS for
the stabilization objective of reversed deviation.

Figure 6.8: The e�ect of varying the percentage of plan deviation from the average in EPOS. The
data are collected using setting C.

plan. This flexibility is explored via the local deviation of the possible plans.
The stabilization scheme of EPOS is based on a tree overlay network. The influence

of tree organization in the e�ectiveness of EPOS is studied. Although there are various
topological aspects related with the tree organization, this chapter only investigates
the variation of the maximum number of children k that is used for the AETOS overlay
service. The parameter k is varied from 2 to 5. A higher number of children is not
adopted as storing and processing complexity increases exponentially.

By varying the number of children k from 2 to 5, the topology of the tree overlays
changes as follows: for 3280 agents, the number of levels h in the tree is h = 12,
h = 8, h = 7 and h = 6 respectively. The number of leaves in each topology is 1233,
2187, 1915 and 2499 respectively. These numbers mean that the tree organization
changes from being ‘long’ and ‘thin’ to ‘short’ and ‘fat’. The fact that the tree structure
changes to ‘short’ and ‘fat’ also indicates that the overlay network converges towards
a star topology with a single aggregator that is able to perform a centralized optimum
coordination. Figure 6.9 illustrates the results of the two stabilization objectives using
setting D.

Figure 6.9a shows that the increase of the number of children k results in a decrease
of the average standard deviation by 1.89 in EPOS. This value is relatively low, therefore,
definite conclusions cannot be reached about how positively the increase in the number
of children influences the stabilization objective of minimum deviation. Similarly, Fig-
ure 6.9b cannot provide a clear indication whether the number of children influences
the stabilization objective of reversed deviation in EPOS. In this case, there is again an
improvement, but the di�erence in the correlation coe�cient is 0.07 that is extremely
low.

Despite the challenge to clearly explain these results, the explanation that this chap-
ter provides is based on the fact that there is a trade-o� between adaptation and op-
timality in decision-making. This means that when the number of children increases,
the agents compute a higher number of combinations and their decisions are more
informed. However, the tree overlay network has fewer levels and therefore fewer adap-
tations are performed. Note that in every coordination step, the aggregate plans are
used for adapting the combinational plans. Every coordination step corresponds to a
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(a) The average standard deviation in EPOS and the
intended energy consumption for the stabilization
objective of minimum deviation.

(b) The average correlation coe�cient in EPOS for
the stabilization objective of reversed deviation.

Figure 6.9: The e�ect of varying the number of children k per agent in EPOS. The data are
collected using setting D.

level in the tree overlay network. This explains why adaptations are lower in number if
the number of levels in the tree is lower as well.

6.3.5 Evaluation summary

The results collected for the evaluation of EPOS using the four experimental settings of
Table 6.1 provide the following answers to the questions set in Section 6.3.3:

Question 1. What is the degree of minimum deviation achieved with EPOS compared
to the intended energy consumption and centralized coordination?

EPOS always achieves a higher stabilization than the intended energy consumption.
The results collected from setting B show that deviation decreases in the range of
36.54%�78.71% and the decrease is 50% in setting C. The experimental setting with the
small-scale network of agents indicates stabilization for EPOS (0.79) between centralized
coordination (0.42) and the intended energy consumption (1.08).

Question 2. What is the degree of reversed deviation achieved with EPOS?

EPOS always achieves a negative correlation that ranges from �0.37 to �0.85 in
the experimental settings of Table 6.1. The average result of the two global plans
corresponds to a ‘flat’ stabilized plan with its deviation approaching zero.

Question 3. How does the number of possible plans influence the stabilization of
EPOS?

The increase in the number of possible plans v increases the stabilization achieved
in both fitness functions. In the stabilization objective of minimum deviation, the im-
provement between EPOS and the intended energy consumption almost doubles. In the
stabilization objective of reversed deviation, the negative correlation also increases and
reaches the value of �0.85 in the results collected using setting B.

Question 4. How does the local plan deviation influence the stabilization of EPOS?
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The deviation of the possible plans influences the deviation of the global plans as the
experiments using setting C show. The stabilization for minimum deviation deteriorates
linearly as deviation in the possible plans increases. In contrast, the stabilization
achieved for the objective of reversed deviation benefits from the local deviation of the
possible plans. The correlation coe�cient decreases from �0.75 to �0.84.

Question 5. How does the organization of a tree overlay network influence the sta-
bilization of EPOS?

The experimental evaluation could not provide a clear answer to this question. Sta-
bilization is influenced positively if the number of children increases. However, the
influence is negligible. This issue must be further investigated in regards to other
topological properties such as the ordering of the tree performed by AETOS.

6.4 Adaptive Load Management by Aggregation

EPOS cannot address a situation in which consumers need to adapt their consump-
tion behavior and reduce or even increase their energy consumption as a response to
(i) failures in the power supply or (ii) micro-generation that exceeds current demand
respectively. In these cases, one option is that consumers need to sacrifice either a
level of comfort or economy for a period of time as a contribution to meet the available
power supply and prevent system blackouts. The adjustments required concern not
only the reduction of energy consumption but also the increase that is needed to meet
the varying availability of renewable energy resources. Note that Paulus and Borggrefe
[2011] estimate an accumulation of positive and negative balancing power of 33% and
41% in demand by 2030 in Germany, due to the integration of wind generation.

The problem of controlling the actual energy consumption of consumers is challeng-
ing and is influenced by various socio-technical and economic factors. For example,
designing incentives to influence energy consumption by sacrificing a level of comfort
or economy is a crucial aspect as discussed in Section 6.1.1. This section focuses on
the feasibility of load management for enabling a level of energy reduction or increase
in the current reality and practice of Smart Power Grids.

Consumers require knowledge and awareness about the current energy consump-
tion and available supply capacity to adapt their energy consumption. Aggregation can
provide this knowledge and awareness and, therefore, it is a crucial and core operation
required by load management mechanisms. This section introduces the ALMA mecha-
nism: Adaptive Load Management by Aggregation. ALMA is an application of the DIAS
overlay service that performs dynamic decentralized aggregation as illustrated in Chap-
ter 5. On the one hand utility companies disseminate the available supply capacity
to consumers without the need to aggregate their individual energy demand in a cen-
tralized fashion. On the other hand, software agents installed in household devices of
consumers disseminate and collect information with each other about their current de-
mand. Based on the aggregate demand in the network, agents adapt their local demand
to meet the available supply capacity.

Figure 6.10 illustrates an overview of ALMA. Adaptation of local demand is performed
based on the dynamic selection between a number of predefined demand options. These
options are the possible states of DIAS and the chosen demand is the selected state. The
possible states of DIAS represent incremental levels of comfort and economy that user
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may experience when a certain possible state (demand) is selected. However, note
that all demand options are operationally possible for agents to realize. In addition,
consumers accept and approve all of these options. Decision-making expresses their
preference level between comfort and economy and selections can be performed (i) man-
ually by the consumers themselves via a user interface or (ii) by an agent strategy that
consumers approve and reconfigure. For example, consumers have the option to con-
figure the agents of DIAS to select possibles state that correspond to 80% comfort during
a day. Moreover, a consumer may desire an economical consumption that should not
exceed a certain number of hours during a day. The definition of possible states and the
actual decision-making scheme of selected states should be incentivized and negotiated
by utility companies with consumers via a demand/response program.

Figure 6.10: Demand-side energy management using ALMA. Consumers select between di�erent
demand options representing levels of comfort and economy in their energy consumption. The
selections are based on the aggregate demand and capacity in the Smart Power Grid.

This section evaluates the feasibility of ALMA in an operational Smart Power Grid.
More specifically, this section follows an analytical approach to validate the following
hypothesis:

Hypothesis. Adjustments of aggregate energy consumption can be achieved with
possible demand options of local energy consumption, representing a
wide range of comfort and economy levels, that can be pre-defined and
dynamically selected by incentivized consumers.
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This hypothesis is validated within the context of a well studied and state of the art
demonstration project that involves real customers, utility companies and other stake-
holders under realistic settings that shape and underpin the future Smart Power Grids:
The Olympic Peninsula Smart Grid Demonstration Project [Hammerstrom, 2007]. The
rest of this section provides an overview of this project and the validation approach fol-
lowed. The analytical results computed using the actual data of the Olympic Peninsula
project confirm the above hypothesis.

6.4.1 The Olympic Peninsula Project

The Olympic Peninsula Project, illustrated in the report of Hammerstrom [2007], is a
Smart Power Grid demonstration project funded by the U.S. Department of Energy and
led by the Pacific Northwest National Laboratory (PNNL). A wide range of stakeholders6

are involved such as regional utility companies, balancing authorities etc. Within this
project, consumers play an active role in managing the Smart Power Grid by adjusting
their individual energy use based on price signals. These signals are exchanged between
consumers and utility companies, forming a two-way bidding market. Interactions are
supported by novel communication technologies such as the Internet-Scale Control
System (iCS) [Ambrosio et al., 2011]. The advantages of the approach followed are (i)
improvement of reliability in the Smart Power Grid, (ii) reductions of consumers’ bills,
(iii) minimization of the future infrastructure investments and (iv) higher integration of
renewable energy resources. The results collected in the period between March 2006
and March 2007 show that a 15% peak reduction can be achieved during a year and
consumers can lower their energy bills by 10%. Furthermore, $70 billions can be saved
in a 20 year period by avoiding infrastructure changes in generation, transmission and
distribution systems that are required to meet the increasing demand.

Three types of controllable assets are involved in the project: (i) Two backup diesel
generators, (ii) five water-pumping stations and (iii) 112 households. For illustration
purposes, this section focuses on the controllable assets of households. Engineering
details about the control of generators and water-pumping stations are provided in the
project report [Hammerstrom, 2007]. Despite the fact that the households are regionally
distributed and connected to di�erent feeders7, the project positions consumers within
a single virtual feeder under the control of a dashboard software platform managed by
grid operators. The capacity of this virtual feeder is varied at di�erent periods during
the project year to evaluate the consumer behavior under di�erent capacity constraints.

Three types of contracts are assigned to consumers: (i) fixed, (ii) time of use and (iii)
real time pricing. The fixed contract does not involve changes in the electricity prices
regardless of the amount and times of consumption. This group is the most inflexible
to react to price incentives. The time of use contract involves three electricity price
schemes, the ‘o�-peak’, ‘on-peak’ and ‘critical peak’. The price of electricity increases
for each scheme respectively. This group has the option to configure home automation
software to match certain comfort and economy settings in each price scheme. Finally,
the real time pricing contract varies the electricity price every five minutes. This contract

6Some of the stakeholders involved are the Bonneville Power Administration, PacifiCorp, Portland General
Electric, the City of Port Angeles and Clallam County Public Utility District #1. Industrial collaborators
include Invensys Controls, Whirlpool Corporation and IBM Thomas J. Watson Research Center.

7Feeders are circuits of the distribution system that connect substations with end-consumers. They run
along streets or underground and power the distribution transformers at or near the consumer premises.
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type is the most flexible as it provides to consumers the option to continuously adjust
their level of comfort and economy and, therefore, achieve the highest bill savings.
Finally, there is a fourth group of consumers, the control group, that is used for the
evaluation of the demand/response program. Consumption information is collected
from this group as well, however, the di�erence is that consumers do not have any
contract within the context of the project.

Load-control modules are installed in HVAC systems, water heaters and cloth dryers
of consumers. These modules communicate wirelessly with a home gateway from which
communication with a centralized PNNL shadow market is performed every five minutes.
This communication is two-way and concerns a bidding price and a clearing price for
this period of five minutes. The bidding price represents the current demand based on
history information about the clearing prices and the preference of consumer about the
level of comfort and economy. The clearing price for a certain five-minutes period of time
is the marginal8 price at which the aggregate load curve and demand curve intersect.
The exact computation of both bidding and clearing prices is out of the scope of this
chapter and is illustrated in detail by Hammerstrom [2007].

Consumers adjust their power demand by making selections about (i) the occupancy
mode and (ii) the heating/cooling mode. These modes are referred to in this this chapter
as consumption modes. An occupancy mode represents a temperature configuration
related with a certain state of a consumer, e.g., away, sleep etc. Eight possible occu-
pancy modes can be pre-programmed by consumers. Technically, an occupancy mode
is configured by a temperature setpoint. However, consumers with a real time pricing
contract additionally select for each of their controllable devices a temperature range
between a number of pre-defined temperature ranges. Each range is defined by a max-
imum and minimum temperature in relation to the configured temperature setpoint.
Within this range, energy saving can be achieved. For examples, consumers of HVAC
systems with a real time pricing contract select between five temperature ranges that
represent incremental levels of comfort and economy as illustrated in Table 3.4 of the
project report [Hammerstrom, 2007]. Note that the actual temperature ranges are sys-
tem parameters and cannot be modified by consumers. Finally, the heating/cooling
mode concerns the selection between three operational modes of HVAC systems: heat-
ing, cooling and automatic. Note that each occupancy mode concerns temperature
configurations for both heating and cooling.

6.4.2 Validation approach

Validation of the hypothesis set in this section is based on analysis of power demand
from the Olympic Peninsula Smart Grid Demonstration Project [Hammerstrom, 2007].
The project data9 used concern the demand bids of the households consumers made
every five minutes during the project year. Appendix C outlines the data of the project
database used for validation. For illustration purposes, assume a function f(t, j, i, o)

that computes the power demand using the project data. f(t, j, i, o) is computed based
on the following information:

• t 2 [1, 288]: The five minutes period of a project day during which a bid is sent.

8In the context of the Olympic Peninsula Project, the marginal price is the change in the total price as a
result of a unit change in demand.

9Available at: https://svn.pnl.gov/olypen (last accessed: May 2012)
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The total number of bids during a day is 288 = 60 minutes ⇤ 24 hours / 5 minutes.

• j 2 [1, 365]: The project day in which the bid t is sent. The total number of projects
days are 365.

• i 2 [1, 112]: The consumer who sends the bid t. The total number of residential
consumers is 112.

• o 2

8>>>><
>>>>:

[0, 7] for occupancy modes
[0, 2] for heating/cooling modes
[0, 23] for their combination

9>>>>=
>>>>;
:

The consumption mode selected
when the bid t is sent. The selec-
tion is made from the 8 occupancy
modes, the 3 heating/cooling modes
or their 8 ⇤ 3 = 24 combinations.

The goal of validation is to show if the power demand aggregated from the total con-
sumers is influenced by alternative selections of consumption modes. An adjustment of
the aggregated power demand may come as a result of selecting di�erent consumption
modes compared to the actual selections. Technically, (i) aggregation of information
about power demand and (ii) actual selections of consumption modes are performed
using the DIAS overlay service. Maximum and minimum adjusted power demand are
computed by analyzing the average level of power demand for each selected consumption
mode. The analysis performed concerns the computation of the following information:

• Do
j : The cumulative power demand of the total consumers that select the con-

sumption mode o during the day j of the project.

• No
j : The number of samples (bids sent every five minutes) based on which the

cumulative power demand Do
j is computed.

• Nj: The total number of samples (bids sent every five minutes) for the total con-
sumers during the day j of the project.

Note that Nj counts the bids regardless of the selected consumption mode. The
cumulative power demand Do

j during a day j of the project with the consumption mode
o selected is computed as follows:

Do
j =

112X

i=1

288X

t=1

f(t, j, i, o) (6.6)

Note that bids with zero power demand are excluded from the data analysis as they
bias the computed results. These bids are treated as if they contain no information.
Based on Do

j , No
j and Nj, the adjusted cumulative power demand ˆDo

j , when consumption
mode o is selected during the day j of the project, is computed as follows:

ˆDo
j =

Do
j

No
j

Nj (6.7)

Based on the above, the maximum and minimum adjusted power demand for a day
j of the project is computed as follows:

ˆDmin
j =

x
min

o=0
ˆDo

j (6.8)
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ˆDmax
j =

x
max

o=0
ˆDo

j (6.9)

For x =

8>>>><
>>>>:

7 for occupancy modes
2 for heating/cooling modes
23 for their combination

The goal of validation is to compare both maximum and minimum adjusted power
demand ˆDmax

j , ˆDmin
j 8j 2 [1, 365] with the actual power demand Dj of the raw data during

the project year. This comparison indicates if the actual power demand can be adjusted
by making di�erent selections of consumption modes using the DIAS overlay service
supporting a dynamic and decentralized aggregation. Confirmation of the hypothesis is
based on this comparison.

6.4.3 Analytical results

Figure 6.11 compares the actual power demand Dj 8j 2 [1, 365] of the raw data with the
minimum ˆDmin

j and maximum ˆDmax
j power demand computed. If adjustments are per-

formed via selections of occupancy modes, the minimum and maximum adjusted power
demand computed on average during the project year is 6362.5 KW and 23937.2 KW

respectively when the actual power demand is 11844.7 KW. In contrast, these adjust-
ments are significantly lower in heating/cooling modes. The minimum and maximum
adjusted power demand computed on average during the project year is 7131.6 KW

and 12324.9 KW respectively. Finally, the combined occupancy and heating/cooling
modes provide the highest adjustments of power demand. The minimum and maximum
adjusted power demand computed on average during the project year is 4793.1 KW and
25048.0 KW respectively.

One aspect investigated is the comparison of the actual consumption modes with re-
gards to the contribution in the adjustment of power demand. In the case of occupancy
modes ‘1’, ‘2’, the highest decrease of power demand by 1888.3 KW and 3236.6 KW

on average per day respectively is observed. The selections of occupancy modes ‘4’ and
‘5’ have the highest increase of power demand, 3999.0 KW and 6982.2 KW on average
per day respectively. However, note that no conclusions can be reached about the e�ect
of certain occupancy modes as their semantic is only known to consumers who define
it by choosing their temperature configurations. In contrast to the occupancy modes,
the heating/cooling modes have a clearer impact on the adjustment of power demand.
The selection of cooling has the highest decrease of power demand that reaches 3920.5
KW on average per day, whereas, the highest increase of power demand is computed
by the selections of heating modes with 195.2 KW on average per day. The potential
of a decrease in power demand using cooling instead of heating is expected given the
fact of extreme cold winter conditions in the Olympic Peninsula [Hammerstrom, 2007].
Finally, the combination of occupancy mode ‘1’ with cooling and occupancy mode ‘2’
with heating results in the highest decrease of power demand by 3422.5 KW and 2658.5
KW on average per day respectively. The highest increase of power demand is 6162.5
KW and 7314.5 KW on average per day respectively for the combination of occupancy
mode ‘4’ with heating and the occupancy mode ‘5’ with heating.

The influence of the contract type assigned to each consumer is investigated as
well. The actual, minimum adjusted and maximum adjusted power demand of di�erent
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(a) Occupancy modes. (b) Heating/cooling modes.

(c) Combining occupancy and heating/cooling
modes.

Figure 6.11: The actual, minimum and maximum adjusted power demand during the project
year by performing selection of consumption modes.

consumers’ groups are aggregated respectively. Table 6.2 and Table 6.3 illustrate the
minimum adjusted and maximum adjusted power demand respectively, relative to the
actual one. The results for each group of consumers and consumption mode are shown.

Table 6.2: The minimum adjustments of power demand relative to the actual one based on se-
lections of occupancy modes, heating/cooling modes and their combination. The results concern
the control group and the consumers with fixed, time of use and real time pricing contract.

Occupancy Modes Heating/Cooling Modes Combined
Control 47.3% 13.0% 51.9%

Fixed 61.1% 19.7% 63.2%

Time of use 50.2% 26.6% 62.7%

Real time pricing 33.6% 30.9% 48.4%

For the occupancy modes, the consumers with the real time pricing contract have
the lowest minimum and maximum adjustments of power demand of 33.6% and 33.8%

respectively, relative to the actual power demand. The low adjustment potential of the
real time pricing group compared to the other groups of consumers is explained by
the fact that this is the group that achieves the highest adjustments of power demand
within the Olympic Peninsula Project [Hammerstrom, 2007]. The highest minimum
and maximum adjustments are 61.1% and 51.7% respectively, relative to the actual
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Table 6.3: The maximum adjustments of power demand relative to the actual one based on se-
lections of occupancy modes, heating/cooling modes and their combination. The results concern
the control group and the consumers with fixed, time of use and real time pricing contract.

Occupancy Modes Heating/Cooling Modes Combined
Control 43.0% 7.6% 46.2%

Fixed 51.7% 16.7% 57.1%

Time of use 48.3% 17.1% 54.7%

Real time pricing 33.8% 10.4% 39.0%

power demand. These highest adjustments correspond to the consumers with a fixed
contract.

For the heating/cooling modes, the highest minimum adjustment of power demand
is 30.9% relative to the actual power demand for the consumers with a real time pricing
contract. The highest maximum adjustment of power demand is 17.1% relative to
the actual power demand for the consumers with a time of use contract. Moreover,
the lowest minimum and maximum adjustment of power demand is 13.0% and 7.6%

respectively, relative to the actual power demand. These lowest adjustments correspond
to the consumers of the control group.

Note that although the consumers with real time pricing contracts have the lowest
minimum adjustment of power demand based on selections of occupancy modes, the
opposite holds for selections of heating/cooling modes. Consumers with real time pric-
ing contracts have for each occupancy mode two temperature ranges, one for heating
and one for cooling. A switch from a heating to a cooling mode is an actual utilization
of an extended temperature range that is larger than switching between di�erent occu-
pancy modes. These switches are observed within the transition period autumn-winter
during which the total power demand gradually increases and consumers may select
both heating and cooling modes during the day.

Finally, the results concerning the combination of occupancy and heating/cooling
modes are similar to the results of occupancy modes. The di�erence is that the adjust-
ments are higher. The consumers with real time pricing contract have the lowest min-
imum and maximum adjustments of power demand by 48.4% and 39.0% respectively,
relative to the actual power demand. The highest minimum and maximum adjustments
are 63.2% and 57.1% respectively, relative to the actual power demand. These highest
adjustments correspond to the consumers with a fixed contract.

6.4.4 Interpretation of results

The analytical results computed using data from the Olympic Peninsula Smart Grid
Demonstration Project confirm the hypothesis set in this section:

Hypothesis. Adjustments of aggregate energy consumption can be achieved with
possible demand options of local energy consumption, representing a
wide range of comfort and economy levels, that can be pre-defined and
dynamically selected by incentivized consumers.

In all of the demand options studied, i.e., the occupancy modes, the heating/cooling
modes and their combination, a significant level of adjustments in the aggregate energy
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consumption is possible. The higher the number of consumption modes that con-
sumers configure, the higher the potential for adjustments in the energy consumption
is. The combination of occupancy and heating/cooling modes results in the highest
adjustments of energy consumption compared to each ones individually.

Moreover, the analytical results show that a significant degree of adjustment in en-
ergy consumption is unexploited by the group of consumers with a fixed and time of
use contracts. The group of consumers with a real time pricing contract is better in-
centivized within the Olympic Peninsula Project, however, further adjustments can be
achieved even in this group according to the analytical results computed. Finally, vari-
ous temporal and regional factors, such as weather conditions, influence adjustments
of energy consumption. For example, higher adjustment is observed during transition
periods in which consumers behave more unpredictable and vary their energy con-
sumption significantly during their day, e.g., from autumn to winter.

ALMA is able to compute and aggregate these adjustments in the power demand in a
fully decentralized fashion without the need of a centralized aggregator as the Olympic
Peninsula Project imposes. This is because of the DIAS overlay service. Information
about demand is made locally available to consumers that have the option to react
to a power peak or an excessive micro-generation. This is possible by adapting their
comfort and economy levels via dynamic selections between the possible states of DIAS.
In contrast to ALMA, the actual selections of comfort and economy levels in the Olympic
Peninsula Project are static and pre-defined. The actual adjustments achieved in the
project are limited compared to the ones computed in this section.

6.5 Comparison with Related Work

The main advantages of EPOS and ALMA compared to other related approaches of
demand-side energy management are the following: (i) decentralization and (ii) captur-
ing di�erent levels of consumer involvement and participation. EPOS and ALMA manage
(i) stabilization and (ii) adjustment of energy consumption respectively. The scope of
these mechanisms is broader compared to related methodologies that focus exclusively
on load-shifting [Stadler et al., 2009, Shaw et al., 2009, Lu et al., 2005, Middelberg
et al., 2009, Bakker et al., 2010], peak shaving [Strengers, 2008, Ashok, 2006, Faruqui
and George, 2005, Hopper et al., 2006, McDonough and Kraus, 2007] or the utiliza-
tion of renewable energy resources [Erol-Kantarci et al., 2011, Brandstätt et al., 2011,
Paulus and Borggrefe, 2011].

Load-shifting is the stabilization approach that is closest to the concept of EPOS. In
the work of Stadler et al. [2009], cooling devices, such as refrigerators, are assumed to
respond to signals from the power grid. Energy consumption is decreased during peak
times or the ‘on’ states of the controlled devices are shifted to periods with low energy
demand. However, the whole process is centrally controlled without any coordination
and interactions between the responding devices. For example, it is not clear what
happens when devices shift their consumption to another time period resulting in a
shift of the peak. This is the ‘rebound e�ect’ discussed by Palensky and Dietrich [2011].
Similarly, Lu et al. [2005] study and model the flexibility of thermostatically controlled
appliances for load-shifting, however, coordination between devices is not addressed.
Finally, Bakker et al. [2010] introduce a three-step optimization method performed with
the support of a tree structure, similarly to EPOS. The root of the tree has the role of
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global planner and coordinates the optimization in a top-down fashion using prediction
information in each of its planners bellow. Load-shifting is achieved on the basis of
minimizing the energy cost of consumers, in contrast to EPOS that uses alternative
equivalent plans.

Centralized coordination approaches can achieve optimal control and load-shifting
under certain conditions. For example, Middelberg et al. [2009] propose such an ap-
proach based on a binary integer programming problem solved with existing methods.
The model is applied for the management of a colliery. A similar integer programming
model is proposed by Ashok [2006] for the management of steel plants. In contrast
to EPOS and ALMA, these centralized methods are suitable and scalable within closed
industrial environments rather than within a large-scale environment of residential
consumers.

Adjustments of power demand based on price incentives are usually achieved within
a centralized two-way market between consumers and utility companies. Examples of
such markets are illustrated by Kok et al. [2005], Hammerstrom [2007], Faruqui and
George [2005] and Hopper et al. [2006]. This centralized approach has a significant
impact on scalability and privacy as discussed in Section 6.2. In contrast, ALMA in-
troduces a decentralized aggregation and adaptation of power demand via interactions
between consumers with a minimum intervention of their utility companies.

6.6 Discussion and Future Work

This chapter shows that demand-side energy management is a complex socio-technical
problem with challenges crossing a wide range of stakeholders in this domain. Con-
sumers are larger in number, more distributed and dynamic compared to producers.
Furthermore, consumers evolve to prosumers having the option to produce energy as
well and actively participate in energy markets. Using overlay services for demand-
side energy management is a promising approach. Knowledge transfer from the do-
main of distributed computing to the evolving domain of Smart Power Grid provides
new technical insights and the means for large-scale decentralized demand-side energy
management. Both EPOS and ALMA are based on overlay services that interconnect
consumers to collectively stabilize and adapt their energy consumption with minimum
interventions from the supply-side.

EPOS shows that within a large-scale tree overlay network of thermostatically con-
trolled devices, decentralized coordination minimizes or reverses deviation of energy
consumption without the direct involvement of consumers. EPOS achieves sub-optimum
stabilization, however, the degree of stabilization achieved depends on performance
trade-o�s related to the energy plans and the topology organization. Future work fo-
cuses on the impact of the tree ordering on the achieved stabilization by using di�erent
application criteria in AETOS. Other fitness functions need to be designed as well ca-
pable to meet more complex system objectives, e.g., functions that predict generation
from renewable energy resources. Duration of the energy plans needs to be evaluated
in practice. Typical choices observed in literature are 5 minutes [Hammerstrom, 2007],
15 minutes [Hammerstrom et al., 2010], 60 minutes [Hopper et al., 2006] or even a
day-ahead planning [Faruqui and George, 2005].

ALMA goes one step further and complements EPOS by actively involving consumers
to adjust the aggregate energy consumption. This potential contributes to the robust-
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ness of the Smart Power Grid and prevents system blackouts [Pournaras et al., 2012].
Adjustments are achieved by making locally available the aggregate consumption to
consumers in order to adapt their selected demand according to economic or other in-
centives. Selections represent the trade-o� between comfort and economy. An analysis
of the power demand during the Olympic Peninsula Project [Hammerstrom et al., 2010]
shows that adjustment of power demand is technically possible using the decentral-
ized approach of ALMA. A further analysis of the semantic that occupancy modes have
for each consumer may provide a better understanding of the consumption behavior.
Moreover, subject of future work is the exact economic and other incentives that should
be designed to meet the maximum possible technical adjustments in power demand.
An interesting aspect that needs investigation is the degree to which decentralization
itself is an incentive or not for consumers to participate in demand/response programs.

Finally, note that the introduction of such highly dynamic and decentralized mech-
anisms in a critical infrastructure such as the Smart Power Grid raises crucial cyber-
security issues [Khurana et al., 2010]. Although solutions on security issues are out of
the scope of this thesis, some challenges that need to be addressed include the integra-
tion of existing computer and radio security countermeasures in the Smart Power Grid
and the engineering of new cyber-security systems for Internet-scale control systems.
Security technologies may require new policies and expertise in the domain of the Smart
Power Grid. For example Metke and Ekl [2010] mention that system operators need to
acquire knowledge about security systems such as the Public Key Infrastructure (PKI).

6.7 Conclusions

Compared to production-side, demand-side energy management becomes a more cost-
e�ective approach to prevent cascading failures, mitigate blackouts, and make the
Smart Power Grid more robust, adaptive, environmental-friendly and sustainable. This
chapter concludes that the use of overlay services in emerging application domains
such as the Smart Power Grid provide new insights about how to manage the energy
from demand-side. The benefits of overlay services used in EPOS, the Energy Plan
Overlay Self-stabilization and ALMA, the Adaptive Load Management by Aggregation are
twofold: (i) decentralization that provides a higher scalability, autonomy, fault tolerance
together with (ii) two automation levels of consumer involvement in demand-side energy
management.

EPOS is based on the AETOS overlay service and stabilizes the energy consumption
by minimizing or reversing its deviation over time. The consumption of thermostatically
controlled appliances is coordinated in a decentralized fashion transparently from con-
sumers using software agents. However, in cases that an actual reduction of the energy
consumption is required and, consequently, a change in the consumption behavior of
consumers, EPOS is not adequate. ALMA bridges this gap based on the DIAS overlay
service. The analytical study illustrated in this chapter, grounded to the current reality
and practice of Smart Power Grids [Hammerstrom, 2007], shows that adjustments in
the aggregated energy consumption are possible. Compared to related methodologies,
EPOS and ALMA extend the technical scope of demand-side energy management in dif-
ferent consumer groups and motivate alternative business and market structures for
adoption in the future Smart Power Grids.
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Chapter 7

Conclusions and Future Work

“No power and no treasure can outweigh the extension of our
knowledge."

Democritus1

This thesis studies generic application capabilities for large-scale decentralized sys-
tems organized in overlay networks: the overlay services. The main contribution of
this thesis is a conceptual architecture to build overlay services: ASMA, the Adaptive
Self-organization in a Multi-level Architecture, introduced in Chapter 3. The ASMA ar-
chitecture supports the design of generic large-scale decentralized systems of overlay
networks. This is achieved by introducing the critical operations of discovery, structur-
ing and coordination in three adaptive and reconfigurable self-organization levels that
provide abstraction and modularity.

This contribution advances the state of the art in the research area of large-scale
decentralized systems by introducing, in these systems, two generic capabilities as
overlay services: (i) self-organization of overlay networks in di�erent tree topologies
that match di�erent application criteria and (ii) computation of di�erent aggregation
functions over a set of dynamically changing values distributed in an overlay network.
These generic capabilities form AETOS, the Adaptive Epidemic Tree Overlay Service, in-
troduced in Chapter 4 and DIAS, the Dynamic Intelligent Aggregation Service, introduced
in Chapter 5.

This thesis studies the applicability of these two services in the domain of the Smart
Power Grid. More specifically, AETOS and DIAS support two decentralized mechanisms
for demand-side energy management introduced in Chapter 6: EPOS, the Energy Plan
Overlay Self-stabilization and ALMA, the Adaptive Load Management by Aggregation.
The energy management goal of EPOS is the self-stabilization of energy consumption
without the direct involvement of consumers. In contrast, the goal of ALMA is the
self-adjustment of energy consumption by incentivized consumers who choose between
multiple demand options.

This thesis shows that the high-level algorithmic interface of ASMA is able to repre-
sent complex functionality of overlay services using a few lines of algorithmic expres-
sions. Both AETOS and DIAS are instantiations of the same ASMA interface. Although

1Original Greek text quoted [Zeller and Alleyne, 1881, Durant, 1939]: «��������� µ����� µ��� ������
����������� � ��� ������ ��������� ������ ��������.» - ��µ�������
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these two overlay services provide two significantly di�erent application capabilities,
they are based on the same architectural design of ASMA. AETOS and DIAS are a proof of
concept for the ASMA architecture. In addition, they are also building examples towards
other overlay services and generic distributed systems operating in large decentralized
environments.

The overlay services of AETOS and DIAS use adaptation strategies as the means to per-
form a wide range of high-level automated reconfigurations by hiding technical details of
system parameterization and optimization. In other words, adaptation strategies exploit
the degree of freedom in the design of self-organization. For example, the eight adap-
tation strategies of AETOS result in tree topologies of di�erent graph-properties without
the need to redefine a fitness function or the interactions between agents. Similarly,
the two adaptation strategies of DIAS perform aggregation that minimizes inaccuracies
and performance downgrade originated by aggregation values that change or are not
computed. The aggregation functions and interactions do not require any adjustment in
this case. Note that adaptation strategies additionally introduce performance trade-o�s
that can be made during the runtime of an overlay service and, therefore, provide an
intuition and a better understanding of complex system behavior. Finally, the exper-
imental evaluation of AETOS and DIAS shows that dynamic adoption of an adaptation
strategy is possible and may result in performance enhancements. For instance, the
speed of sorting and connecting nodes in a tree topology of AETOS is maximized if more
than one adaptation strategy are adopted during runtime.

The abstraction and modularity of ASMA unavoidably influences the performance of
its instantiations. As a general conclusion, the related work of AETOS and DIAS provides
solutions that require a lower cost, i.e., communication, but end with limited function-
ality or operational flexibility. In contrast, AETOS and DIAS require an initial higher cost
mainly imposed by its multi-level design approach to expand the functionality and ap-
plicability scope. Yet, the experimental evaluation of the ASMA overlay services shows
that initial high operational cost can be controlled and minimized by the adaptation
strategies and the reconfigurations performed in each level instantiation. An example
of the high reconfigurability in the performance of AETOS is the switch of adaptation stra-
tegy to rapidly merge disconnected branches into one (tree) component (Section 4.7.4).
Similarly, the allocation of storage space in the bloom filters of DIAS is performed based
on the expectation of certain false positive probability (Section 5.8.3).

The applicability of AETOS and DIAS in the Smart Power Grid shows that overlay
services technically enable household consumers to play a more active and engaging,
yet flexible, role. This role fulfills a plethora of sustainability requirements related to a
more e�cient and environmental-friendly energy usage, e.g., stabilization/adjustment
of energy consumption and integration of renewable energy resources or electrical ve-
hicles. The experimental and analytical evaluation performed to EPOS and ALMA shows
that demand-response programs can become more cost-e�ective with a higher impact
on the robustness of the Smart Power Grid if they allow a more flexible involvement of
consumers compared to existing highly committing programs and static policies.

7.1 Meeting Research Objectives

Recall from Section 1.2 the main research question of this thesis:
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7.2 Open Issues and Future work

Question. Can large-scale decentralized networked systems be designed to pro-
vide modular and reconfigurable overlay services?

The conceptual architecture of ASMA introduced in Chapter 3 shows that generic
capabilities for large-scale decentralized systems can be designed by performing a multi-
level (i) discovery, (ii) structuring and (iii) coordination of system entities and their
information based on self-organization criteria. Generic overlay services require an
abstraction and modularity that the three self-organization levels, their interactions and
interoperation provide. The ASMA architecture fills the conceptual gap of abstraction,
modularity and reconfigurability in the design of overlay services.

The generic design concept of ASMA is studied and validated in the two overlay
service instantiations of AETOS and DIAS. The design and applicability scope of each of
these overlay services is broader compared to the current practice and state of the art. In
AETOS, di�erent graph properties are acquired in the self-organization of tree topologies
and in DIAS, di�erent aggregation functions can be computed in a decentralized fashion
without relying on a specific routing mechanism.

Furthermore, by studying the performance of these services in detail, this thesis
shows that the impact of the introduced abstraction and modularity may unavoidably
degrade performance, i.e., by increasing the communication cost. Yet, the high degree
of reconfigurability in each level instantiation of ASMA allows performance enhance-
ments based on trade-o�s. For example, the trade-o� between convergence speed and
communication cost in the self-organization of AETOS, or the trade-o� between accuracy
of aggregates and the storage space in DIAS can be both managed within the instantiated
architecture of ASMA.

The applicability of these overlay services, illustrated in Chapter 6, shows that ASMA
and its realizations provide decentralized computing solutions in two challenging prob-
lems of demand-side energy management: (i) self-stabilization and (ii) self-adjustment of
energy consumption. The actual design approach of the ASMA conceptual architecture
is the intuition behind these decentralized solutions. This is because the applicability
of overlay services, such AETOS and DIAS, in the energy domain is an actual proof of
concept for the benefits and challenges that decentralized computing introduces in the
Smart Power Grid.

7.2 Open Issues and Future work

This section outlines several research aspects of the overlay services and demand-side
energy management mechanisms that need to be further studied and addressed. Note
that each of these overlay services and mechanisms could be individually studied in
more depth as a separate thesis. However, this thesis builds knowledge that covers
a broader research spectrum of large-scale decentralized systems by focusing on their
generic design, yet, studying their applicability in the critical application domain of the
Smart Power Grid.

The conceptual architecture of ASMA can be further validated with other overlay
services. Moreover, it is crucial to show if the three levels of ASMA are adequate in
other overlay service instantiations, or if additional levels need to be introduced to
capture more complex functionality and requirements beyond discovery, structuring
and coordination. Moving the conceptual architecture of ASMA closer to a more complete
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framework implementation requires the evaluation and selection of relevant software
technologies [Tanenbaum and Van Steen, 2007].

The complex system behavior in the overlay services of AETOS and DIAS is mainly
studied experimentally. This approach provides plenty of intuition towards a solid and
in-depth mathematical formulation. The topological e�ect of each adaptation strategy in
AETOS, the convergence speed of AETOS, the relation of the false positive probability with
the accuracy of aggregation in DIAS are some examples in which formal and analytical
methods may provide a more complete understanding. Furthermore, an actual deploy-
ment and emulation of AETOS and DIAS in a testbed of a global scale such as PlanetLab
can provide broader insights about the behavior and lifecycle of these complex systems
during their operation in less controlled environments.

Further work on the fault-tolerance of overlay services is required. Despite the fact
that the gossiping realization of the discovery level provides a highly robust overlay in-
terconnection, failures unavoidably a�ect the quality of an overlay service and therefore
the application performance. For example, failures in the nodes of AETOS may result in
erroneous stabilization of energy consumption in EPOS. Similarly, such failures in DIAS
originate inaccurate aggregate information that may mislead the adjustment of power
demand by consumers in ALMA. A critical design choice concerns the positioning of fault
tolerance as (i) an application-level solution, (ii) an overlay service or (iii) an integrated
part of the ASMA architecture.

Decentralized systems and especially overlay networks face numerous security chal-
lenges as illustrated in Section 2.5 and 6.6. Security is one of the main concerns for
the adoption of such systems in reality and especially in critical application domains
such as the Smart Power Grid. Therefore, making the contributions of this research
work more applicable requires its positioning in a more well-defined security context.

Moving closer to current reality and practice of Smart Power Grid requires the de-
ployment and evaluation of mechanisms such as EPOS and ALMA within demonstration
projects, i.e., Olympic Peninsula [Hammerstrom, 2007] and Pacific Northwest2. This
practice is not only a roadmap for technological adoption but also a research platform
that provides new insights and knowledge about problems that are usually assumed
not relevant in earlier research phases.

In conclusion, this thesis indicates that introducing decentralized computing sys-
tems in an information era expanding to new critical application domains, such as the
Smart Power Grid, is a promising endeavor towards more sustainable development and
a resource-based economy in future societies.

2Available at: http://www.pnwsmartgrid.org (Last accessed: August 2012)
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Appendix A

Supplemental Material of
Chapter 4

Assume a ranked node wi that has in its tree view vi(tree) the parent wp and the
ordered (>) set of children {wc` , ..., wca }. This node performs coordination with a ranked
node wj using horizontal interactions of ASMA. The request and removal messages are
used as outgoing criteria and the acknowledgment and rejection messages as outgoing
samples. In both cases, the weights of the source and destination are included using
the getCriteria and getSamples subtasks. Algorithm A.1 and A.2 illustrate the
peer-to-peer coordination between the ranked nodes wi and wj based on the ini-

tializeCoordination and finalizeCoordination subtasks. These subtasks
are used by Algorithm 3.14 and 3.13 of the ASMA architecture respectively.

In the initializeCoordination subtask, a request is potentially sent to a can-
didate parent or child wj provided by the structuring level . This request is actually
sent if and only if this candidate parent/child either fills the tree view or updates it by
replacing a lower ranked node (line 2 and 9 of Algorithm A.1).

Coordination completes with the execution of the finalizeCoordination sub-
task. The response of a node to a request depends on the feedback that the generated
structuring criteria define. Positive feedback corresponds to an acknowledgment mes-
sage and negative feedback corresponds to a rejection message.

The organize subtask facilitates the coordination logic by reacting to the received
messages. It is used in Algorithm 3.14 of the ASMA architecture and is executed as
shown in Algorithm A.3. The rest of the algorithms illustrate the reactions to each of
the received messages.

Algorithm A.4 outlines the reaction to a received parent request . There are two
conditions under which a parent-child link is established. In the first condition (line 1
of Algorithm A.4), the tree view of the node wi is not full. In the second condition (line 2
of Algorithm A.4), the lowest ranked child ca is replaced with the ranked node wj (lines
3-9 of Algorithm A.4) if it is ranked lower than wj. The link establishment follows an
acknowledgment message (lines 7-8 of Algorithm A.4), whereas in case none of these
conditions are met, a rejection message (lines 14-15 of Algorithm A.4). Note that in case
of an acknowledgment , the structuring criteria are built containing positive feedback
and the weight wj of the new child (lines 10-12 of Algorithm A.4).
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Algorithm A.1 The initializeCoordination subtask: Initiation of the tree coordination in
AETOS performed by the consume task of the coordination level .
Require: structured samples containing a candidate parent or child wj

1: if wj is candidate parent then
2: if wp = ? or wj > wp then
3: outgoing criteria=getCriteria(parent request , wi , wj)

4: return outgoing criteria
5: else
6: return null
7: end if
8: else // wj is candidate child
9: if |vi(tree)| � 1 < ki or wj > wca then

10: outgoing criteria=getCriteria(child request , wi , wj)

11: return outgoing criteria
12: else
13: return null
14: end if
15: end if
Ensure: outgoing criteria

Algorithm A.2 The finalizeCoordination subtask: Completion of the tree coordination in
AETOS performed by the adapt task of the coordination level .
Require: structuring criteria containing the feedback and the ranked node wj

1: if feedback=‘positive’ then
2: outgoing samples=getSamples(acknowledgment , wi , wj)

3: return outgoing samples
4: else // feedback=‘negative’
5: outgoing samples=getSamples(rejection, wi , wj)

6: return outgoing samples
7: end if

Ensure: outgoing samples

Algorithm A.5 illustrates the reactions to a received child request message that
follow the same concept to the reactions of a received parent request .

Algorithm A.6 illustrates the reactions to a received acknowledgment message that
results in the establishment of a new parent-child link. The sender node wj, as a
new parent or child, is added in the tree view vi(tree) of node wi (line 7 and 17 of
Algorithm A.6). A potential removal message is sent if a node is replaced by wj (lines
3-4 and 13-14 of Algorithm A.6). A positive feedback and the new ranked node added
in the tree view form the structuring criteria for adapting the structuring level of AETOS
(lines 8-9 and 18-19 of Algorithm A.6).

The reactions to a received rejection message do not introduce any changes in the
tree view as illustrated in Algorithm A.7. However, a rejection message triggers struc-
turing criteria containing a negative feedback and the weight of the sender node wj.

Finally, the Algorithm A.8 shows that a ranked node wj is removed from the tree
view if a removal message is received. A removal of a node from the tree view is always
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Algorithm A.3 The organize subtask of the coordination level in AETOS.
Require: incoming samples with a message from a ranked node wj

1: if message=parent request then
2: execute Algorithm A.4
3: else if message=child request then
4: execute Algorithm A.5
5: else if message=acknowledgment then
6: execute Algorithm A.6
7: else if message=rejection then
8: execute Algorithm A.7
9: else if message=removal then

10: execute Algorithm A.8
11: else
12: return null
13: end if
Ensure: structuring criteria

Algorithm A.4 The reactions to a parent request message received in the coordination level of
AETOS.
Require: parent request message from a ranked node wj

1: if |vi(tree)| � 1 < ki or wj > wca then
2: if |vi(tree)| � 1 = ki and wj > wca then
3: outgoing criteria=getCriteria(removal , wi , wca)

4: configure(outgoing criteria)
5: {wc` , ..., wca } \wca
6: end if
7: outgoing samples=getSamples(acknowledgment , wi , wj)

8: provide(outgoing samples)
9: {wc` , ..., wca } [wj

10: feedback=‘positive’
11: structuring criteria=getCriteria(feedback, wca)

12: return structuring criteria
13: else
14: outgoing samples=getSamples(rejection, wi , wj)

15: provide(outgoing samples)
16: return null
17: end if
Ensure: structuring criteria

accompanied with structuring criteria containing a negative feedback.
The nodes of the tree view are the actual organized samples provided to the appli-

cation. The condition of delivery (line 1 of Algorithm 3.11) is controlled by the organi-
zational criteria provided by the application. Examples of criteria that can be engaged
are a periodic delivery or a minimum rate of changes occurring in the tree view.

Finally, note that the coordination performed in the coordination level assumes
a synchronous communication for the matters of simplicity in the illustration of the
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Algorithm A.5 The reactions to a child request message received in the coordination level of
AETOS.
Require: child request message from a ranked node wj

1: if wp = ? or wj > wp then
2: if wp , ? and wj > wp then
3: outgoing criteria=getCriteria(removal , wi , wp)

4: configure(outgoing criteria)
5: wp = ?
6: end if
7: outgoing samples=getSamples(acknowledgment , wi , wj)

8: provide(outgoing samples)
9: wp = wj

10: feedback=‘positive’
11: structuring criteria=getCriteria(feedback, wj)

12: return structuring criteria
13: else
14: outgoing samples=getSamples(rejection, wi , wj)

15: provide(outgoing samples)
16: return null
17: end if
Ensure: structuring criteria

algorithms. Nonetheless, a concurrent version of the coordination level in AETOS is im-
plemented in the simulation framework of AgentScape. In contrast to the coordination
level , the gossiping realizations of the discovery level and structuring level tolerate the
lack of concurrency with various solutions discussed by Jelasity et al. [2007].
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Algorithm A.6 The reactions to an acknowledgment message received in the coordination level
of AETOS.
Require: acknowledgment message from a ranked node wj

1: if wj > wi then
2: if wp , ? then
3: outgoing criteria=getCriteria(removal , wi , wp)

4: configure(outgoing criteria)
5: wp = ?
6: end if
7: wp=wj

8: feedback=‘positive’
9: structuring criteria=getCriteria(feedback, wj)

10: return structuring criteria
11: else // wj < wi

12: if |vi(tree)| � 1 = ki then
13: outgoing criteria=getCriteria(removal , wi , wca)

14: configure(outgoing criteria)
15: {wc` , ..., wca } \wca
16: end if
17: {wc` , ..., wca } [wj

18: feedback=‘positive’
19: structuring criteria=getCriteria(feedback, wj)

20: return structuring criteria
21: end if
Ensure: structuring criteria

Algorithm A.7 The reactions to a rejection message received in the coordination level of AETOS.
Require: rejection message from a ranked node wj

1: feedback=‘negative’
2: structuring criteria=getCriteria(feedback, wj)

3: return structuring criteria
Ensure: structuring criteria

Algorithm A.8 The reactions to a removal message received in the coordination level of AETOS.
Require: removal message from a ranked node wj

1: if wj > wi then
2: wp = ?
3: else // wj < wi

4: {wc` , ..., wca } \wj

5: end if
6: feedback=‘negative’
7: structuring criteria=getCriteria(feedback, wj)

8: return structuring criteria
Ensure: outgoing criteria
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Figure B.1 shows the five beta distributions1 used for the parameterization of the pos-
sible states in the experimental evaluation of DIAS.

(a) alpha = 25, beta = 5. (b) alpha = 5, beta = 25. (c) alpha = 10, beta = 5.

(d) alpha = 5, beta = 10. (e) alpha = 5, beta = 5.

Figure B.1: Five beta distribution used as the input domain of the possible states. In each
aggregation epoch, a random value from a given beta distribution is assigned to a possible state.

Figure B.2, B.3, B.4 and B.5 illustrate the source data of the experimental results
based on which the accuracy and matching are computed.

1Generated by the Wessa online statistics software, available at: http://www.wessa.net/ (Last ac-
cessed: January 2013)
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(a) Average. (b) Summation. (c) Maximum.

Figure B.2: Convergence of aggregates under synchronous changes for the exploitation, update
and random strategies.

(a) Exploitation. (b) Update. (c) Random.

Figure B.3: Convergence of average for the adaptation strategies under asynchronous changes.

(a) Exploitation. (b) Update. (c) Random.

Figure B.4: Convergence of summation for the adaptation strategies under asynchronous
changes.

(a) Exploitation. (b) Update. (c) Random.

Figure B.5: Convergence of maximum for the adaptation strategies under asynchronous changes.
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Figure C.1 illustrates the database schema of the data collected during the year of
the Olympic Peninsula Project. The data used in Chapter 6 mainly concern the tables
cust_tstat_trans and billing that contain information about the power demand
and the contracts of consumers respectively during the project year.
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Figure C.1: The database schema of the Olympic Peninsula Project [Hammerstrom, 2007].
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Samenvatting (Dutch Summary)

Het ontwerp en beheer van gedecentraliseerde, grootschalige, netwerk vormende syste-
men is geen geringe uitdaging. Het is gebruikel�k om dergel�ke systemen te organiseren
in virtuele netwerken; de zogenaamde overlaynetwerken. Een overlaynetwerk is geposi-
tioneerd in de applicatielaag, bovenop fysieke of andere overlaynetwerken. Overlaynet-
werken implementeren complexe applicaties waarb� de organisatorische functionaliteit
niet wordt gefaciliteerd door onderliggende netwerkstructuren. Deze ontwerpmethodiek
heeft als nadeel dat z� een gebrek heeft aan abstractie, modulariteit en de mogel�kheid
om applicaties gebaseerd op overlaynetwerken eenvoudig te kunnen herconfigureren.
Dit proefschrift introduceert daarom de conceptuele architectuur ASMA (Adaptive Self-
organization in a Multi-level Architecture). ASMA, de voornaamste b�drage van dit proef-
schrift, is ontworpen om de zogenaamde overlayservices te kunnen ontwikkelen en biedt
zo de mogel�kheid om middleware te construeren voor gedistribueerde applicaties.

Door de multi-level benadering van ASMA wordt abstractie, modulariteit en her-
configureerbaarheid verkregen. ASMA definieert derhalve drie conceptuele lagen binnen
overlaynetwerken welke interactiepatronen, localisatie, structurering en coördinatie van
individuele systeem entiteiten aanbieden zonder dat de aanwezigheid van een centrale
beheersentiteit vereist is. De terugkoppelingsmechanismen tussen deze drie ASMA la-
gen verhogen stapsgew�s de kwaliteit van de aangeboden diensten. Dit proefschrift
laat zien dat eenvoudige algoritmen bestaande uit slechts enkele expressies voldoende
z�n om dergel�ke complexe functionaliteit te realiseren. Bovendien worden twee over-
layservices geïntroduceerd: (i) AETOS (de Adaptive Epidemic Tree Overlay Service) en
(ii) DIAS (de Dynamic Intelligent Aggregation Service). Beide overlayservices bieden ge-
nerieke mogel�kheden voor gedistribueerde systemen en verleggen hiermee technische
grenzen. AETOS creëert en beheert overlaynetwerken georganiseerd in boomstructuren
en voldoet aan uiteenlopende criteria gesteld aan applicaties. DIAS berekent verschil-
lende aggregatie functies over een set van aan verandering onderhevige waarden welke
gedistribueerd z�n binnen het overlaynetwerk. Van beide overlayservices wordt een
experimenteel ontwerp getoond. In vergel�king met overlayservices in gerelateerde lite-
ratuur biedt ASMA een hogere abstractie, modulariteit en herconfigureerbaarheid echter
tegen hogere communicatie kosten in de netwerken.

AETOS voorziet in zelforganisatie van de topologie, resulterend in een geordende, ge-
balanceerde en volledige boom. AETOS identificeert individuele knopen met behulp van
een ‘gossiping’ model. De knopen, gerangschikt op basis van de applicatiecriteria, wor-
den geclusterd op basis van hun euclidische afstand waarb� kandidaatouder en -kind
knopen worden aangewezen. Deze techniek heeft een hogere kostene�ectiviteit dan
b�voorbeeld willekeurige zoektechnieken. Met behulp van ‘verzoek’, ‘bevestigd’, ‘gewei-
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gerd’ en ‘verw�der’ interactie patronen wordt er onderhandeld over verbindingen tussen
deze ouders en kinderen. Verschillende boom topologieën kunnen met deze strategie
worden gecreëerd; waarb� bovendien the complexe clustering en configuratie zich gede-
centraliseerd afspeelt. Voor verschillende topologieën z�n experimenten uitgevoerd om
overwegingen die een rol spelen b� de prestaties en herconfigureerbaarheid van netwer-
ken inzichtel�k te maken. Deze experimenten laten bovendien zien dat AETOS inderdaad
een generieke en flexibele overlayservice is voor zelforganiserende boom topologieën.

DIAS maakt aggregaties, b�voorbeeld: gemiddelde, sommatie, maximum, etc., lo-
kaal beschikbaar voor elke node in het overlaynetwerk. In tegenstelling tot menig an-
dere aggregatiemethode is DIAS functie en route mechanisme onafhankel�k. Bovendien
worden de aggregaties dynamisch uitgevoerd zodat w�zigingen in de invoer worden
opgenomen in het resultaat. DIAS bereikt deze abstractie en flexibiliteit door gebruik
te maken van zogenaamde aggregatielidmaatschappen. Een aggregatielidmaatschap
bevat historische informatie over een eerder berekende aggregatie en een indicatie of
dat resultaat actueel, verouderd of een duplicaat is. Dit onderscheid garandeert een
accurate berekening van de aggregatiefunctie. Ook biedt dit onderscheid de mogel�k-
heid tot verschillende adaptatiestrategieën waarb� gekozen kan worden om gebruik te
maken van verouderde of actuele resultaten. Volledige, gecentraliseerde, opslag van
de aggregatielidmaatschappen is geen schaalbare oplosing. Desalniettemin bewaart
DIAS de aggregatielidmaatschap in een probabilistische datastructuur: de bloom filters.
Een bloom filter levert een grote opslagbesparing met als pr�s de introductie van vals-
positieven. Een gedistribueerd mechanisme in DIAS detecteert deze vals-positieven en
verzekert daarmee een accurate uitkomst in aggregatieberekeningen. Verschillende ex-
perimenten bevestigen de hoge accurate uitkomsten van DIAS in diverse opstellingen en
met prestatie criteria.

De toepasbaarheid van AETOS en DIAS is bestudeerd in het domein van de Smart
Power Grid. Meer specifiek, twee gedecentraliseerde, vraag gestuurde, beheersmecha-
nismen z�n geconstrueerd op basis van de twee overlayservices: (i) EPOS, (Energy Plan
Overlay Self- stabilization) en (ii) ALMA, (Adaptive Load Adjustment by Aggregation). EPOS
en ALMA z�n de belangr�kste b�drage in dit proefschrift aan het applicatiedomein van
Smart Power Grids.

EPOS coördineert het energieverbruik van een groot aantal thermostaat gestuurde
apparaten; zoals koelkasten en vrieskasten. EPOS zorg voor zelf-stabilisatie van het
netwerk, wanneer gewenst, door de reductie van oscillatie e�ecten en pieken in het
energieverbruik. De thermostaat gestuurde apparaten worden gecontroleerd door on-
derling communicerende software agenten die een geaggregeerd gegenereerd controle
plan selecteren en uitvoeren zonder dat de impact direct voelbaar is voor consumenten.
EPOS behaalt deze stabiliteit in energieverbruik door gebruik te maken van AETOS om
de agenten te organiseren in een drielaags overlaynetwerk waarin een geaggregeerd ge-
decentraliseerd proces het lokale energieverbruik gereguleert. Experimentele evaluatie,
op basis van synthetische data, laat zien dat een grote mate van stabilisatie bereikt
wordt in verschillende scenario’s.

ALMA is een aanvulling voor EPOS wanneer, in uitzonderl�ke situaties zoals een sto-
ring in het netwerk of excessief energieverbruik in het energienet, een daadwerkel�ke
verlaging of verhoging van het verbruik noodzakel�k is. ALMA beïnvloed het geaggre-
geerde energieverbruik door lokaal verbruik aan te passen op basis van diverse vooraf
gedefinieerde comfortniveaus van consumenten. Geaggregeerde informatie aangaande
het energieverbruik kan door een DIAS overlayservice aan consumenten beschikbaar
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worden gesteld. De technische haalbaarheid van ALMA is analytisch aangetoond met
behulp van data van een operationeel Smart Power Grid: het Olympic Peninsula Smart
Grid Demonstration Project.

Concluderend: dit proefschrift laat zien dat de introductie van gedecentraliseerde
computersystemen in nieuwe, kritieke, applicatiedomeinen, zoals het Smart Power Grid,
een grote belofte is voor duurzame ontwikkeling in de maatschapp�.
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